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1 The ENACTS  Project  

1.1 Remits 
ENACTS is a Infrastructure Co-operation Network in the ‘ Improving Human Potential 
Access to Research Infrastructures’  initiative, funded by EC in Framework V 
Programme. 

This Infrastructure Cooperation Network brings together High Performance Computing 
(HPC) Large Scale Facilities (LSF) funded by the DGXII’s IHP programme and key 
user groups. The aim is to evaluate future trends in the way that computational science 
will be performed and the pan-European implications. As part of the Network©s remit, it 
will run a Round Table to monitor and advise the operation of the four IHP LSFs in this 
area, EPCC (UK), CESCA-CEPBA (Spain), CINECA (Italy), and BCPL-Parallab 
(Norway). 

The co-operation network follows on from the successful Framework IV Concerted 
Action (DIRECT: ERBFMECT970094) and brings together many of the key players 
from around Europe who offer a rich diversity of HPC systems and services. In 
ENACTS, our strategy involves close co-operation at a pan-European level to review 
service provision and distil best practice, to monitor users changing requirements for 
value-added services, and to track technological advances. 

ENACTS provides participants with a co-operative structure within which to review the 
impact of HPC advanced technologies, enabling them to formulate a strategy for 
increasing the quantity   and quality of service provided. 

1.2 Scope and Membership 
The scope of ENACTS network is computational science: the infrastructures that enable 
it and the researchers, primarily in the physical sciences, which use it. 

Three of the participants (EPCC, CINECA and CESCA-CEPBA) are LSFs providing 
Researchers© Access in HPC under the HCM and TMR programmes. All were 
successful in bidding to Framework V (FP V) for IHP funding to continue their 
programmes. In this, they have been joined by Parallab and the associated Bergen 
Computational Physics Laboratory (BCPL) and all four LSFs are full partners in this 
network. 
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Table 1-1: ENACTS Participants by Role and Skills   

 

Between them, these LSFs have already provided access to over 500 European 
researchers in a very wide range of disciplines and are thus well placed to understand 
the needs of academic and industrial researchers. The other 10 ENACTS members are 
drawn from a range of European organisations with the aim of including representation 
from interested user groups and also by centres in less favoured regions. Their input will 
ensure that the Network©s strategy is guided by users© needs and is relevant to smaller 
start-up centres and to larger more established facilities.  

A list of the participants together with their role and skills is given in Table 1-1, whilst 
their geographical distribution is illustrated in Figure 1-1. 

 

 

 

 

 

Centre Role Skills/Interests 
EPCC  IHP-LSF  Particle physics, materials science        
ICCC Ltd User  Optimisation techniques, control engineering         
UNI-C  LSF  Statistical computing, bioinformatics, multimedia         
CSC   User  Meteorology, chemistry       
ENS-L Society  Computational condensed matter physics, chemistry       
FORTH  User  Computer science, computational physics, chemistry       
TCD  User  Particle physics, pharmaceuticals                        
CINECA  IHP-LSF  Condensed matter physics, chemistry, meteorology, VR         
CSCISM  User  Molecular sciences     
UiB IHP-LSF  Computational physics       
PSNC  User  Computer science, networking      
UPC  IHP-LSF  Meteorology, computer science     
NSC  User Meteorology, CFD, engineering     
ETH-Zurich  LSF  Computer science, physics      
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Figure 1-1:   The ENACTS co-operation network. 

1.3 Workplan 
The principal objective is to enable the formation of a pan-European HPC metacentre. 
Achieving this goal will require both capital investment and a careful study of the 
software and support implications for users and HPC centres. The latter is the core 
objective of this study.  

The project is organised in two phases. A set of six studies of key enabling technologies 
will be undertaken during the first phase: 

·  Grid service requirements (EPCC, PSNC); 
·  The roadmap for HPC (NSC, CSCISM); 
·  Grid enabling technologies (ETH-Zurich, Forth); 
·  Data management and assimilation (CINECA, TCD); 
·  Distance learning and support (UNI-C, ICCC Ltd.); and 
·  Software portability (UPC, UiB). 
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Following on from the results of the Phase I projects, the Network will undertake a 
demonstrator of the usefulness and problems of Grid computing and its Europe-wide 
implementation. Prior to the practical test, the Network will undertake a user needs 
survey and assessment of how centres’  current operating procedures would have to 
change with the advent of Grid Computing. As before, these studies will involve only a 
small number of participants, but with the results disseminated to all: 

·  European metacentre demonstrator : to determine what changes are required 
to be implemented by HPC centres to align them with a Grid-centric computing 
environment. This will include a demonstrator project to determine the 
practicality of running production codes in a computational Grid and migrating 
the data appropriately (EPCC, UiB, TCD); 

·  User  survey: to assess needs and expectations of user groups across Europe 
(CINECA and CSC); 

·  Dissemination: initiation of a general dissemination activity targeted on creating 
awareness of the results of the sectoral reports and their implications amongst 
user groups and HPC centres (UPC, UNI-C, ENS-L). The Network Co-ordinator 
and the participants will continue their own dissemination activities during Year 
4. 

1.4 Joint Scientific/Technological Activities and Studies: Data 
Management 
A large part of modern computational science is made up of simulation activities that 
produce considerable amounts of data. The increasing availability of sensors and 
specific acquisition devices used in large-scale experiments also produce a huge amount 
of data, with size in the order of terabytes. Scientific data management (SDM) deals 
with managing large datasets being generated by computational scientists.  Each 
scientific discipline needs some specific requirements and so a well defined and 
comprehensive taxonomy is far beyond the possibilities of this report.  
 
In fact, SDM needs to vary greatly. It ranges from cataloguing datasets, sharing and 
querying datasets and catalogues, spanning datasets on heterogeneous storage systems 
and over different physical locations. Fast and reliable access to large amounts of that 
data with simple and standardized operations is very important as is optimising the 
utilization and throughput of underling storage systems. Restructuring datasets through 
relational or object-oriented database technologies and building data grid infrastructure 
are evolving data management issues.  

There is a concentrated research effort in developing hardware and software to support 
these growing needs. Many of projects fall under the term "DataGrid" which has been 
defined by the Remote Data Access working group of the Grid Forum as "inherently 
distributed systems that tie together data and compute resources"[Gr i dF]. 
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 Figure 1-2:   Abstract view of actors involved in Computational Science 

An abstract view of the different actors involved in this process is represented in Figure 
1-2  where the darker circles represent the different actions of the scientific activity and 
the clear ones identify the software and hardware infrastructures.  Each arrow represents 
an interface from the scientist (the leading actor) toward the supporting computational 
world.  It is clear that if the scientist must deal with complex and fragmented interfaces, 
then the research activity, the synthesis of the results, the data sharing and the spreading 
of knowledge becomes more difficult and inefficient. Moreover the use of these 
technologies are not economically optimized. 

From this fragmented vision, it is apparent that the provision arises of a fruitful and 
efficient data management activity must support the scientist in these three main 
requirements: 

·  What data exists and where it resides;   

·  Searching the data for answers to specific questions;  

·  Discovering interesting new data elements and patterns.  

More specifically, in order to provide such support, the Data Management solution must 
tackle mainly the following aspects:  

·  Interaction between the applications, the operating systems and the underlying 
storage and networking resources.  As an example we can cite the MPI2-IO low 
level interface; 

·  Arising problems coming from interoperability limits, such as resources 
geographic separation, site dependent access policies, security assets and 
policies, data format proliferation; 

·  Resources integration with different physical and logical schema, such as 
relational databases,  structured and semi structured databases (ex. XML 
repositories), owner defined formats;  

·  Integration of different methods for sharing, publication, retrieving of 
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information;  

·  Data analysis tools interfacing with heterogeneous data sources;  

·  Development of common interfaces for different data analysis tools; 

·  Representation of semantic properties of scientific data and their utilization in 
retrieval systems.  

Another main aspect is related to the localization of the physical resources involved in 
the Data Management process. The resources are not necessarily local to a single 
computing site but can be distributed on a local or geographic area. Rather, advanced 
computational sciences more and more need to utilise computing and visualization 
resource accessing data production equipments, data management and archiving 
resources distributed on a wide geographic scale but integrated in a single logical 
system. This is the concept of grid computing.  Some projects are funded with the aim 
of building networked grid technology to be used to form virtual co-laboratories. As an 
example we can cite the European DataGrid[ EUDG] , which is a project funded by the 
European Commission with the aim of   "setting up a computational and data-intensive 
grid of resources for the analysis of data coming from scientific exploration. Next 
generation science will require coordinated resource sharing, collaborative processing 
and analysis of huge amounts of data produced and stored by many scientific 
laboratories belonging to several institutions." 
The UK eScience programme [ eS1]  analyses in depth the question and the actual 
needs are well expressed by the following statement: 
"We need to move from the current data focus to a semantic grid with facilities for the 
generation, support and traceability of knowledge. We need to make the infrastructure 
more available and more trusted by developing trusted ubiquitous systems. We need to 
reduce the cost of development by enabling the rapid customised assembly of services. 
We need to reduce the cost and complexity of managing the infrastructure by realizing 
autonomic computing systems." 
The data management activity is challenging for these projects and similar initiatives at 
a world wide level, so for this reason we will focus on the plan analysis and the 
technologies that drives them in order to identify the key features.   

1.4.1 Objectives 
The objectives of this study are to gain an understanding of the problems associated 
with storing, managing and extracting information from the large datasets increasingly 
being generated by computational scientists, and to identify the emerging technologies 
which could address these problems. 
The principle deliverable from this activity is a Sectoral Report which will enable the 
participants to pool their knowledge on the latest data-mining, warehousing and 
assimilation methodologies. The document will report on user needs and investigate 
new developments in computational science. The report will make recommendations on 
how these technologies can meet the changing needs of Europe©s Scientific Researchers.  
The study will focus on: 

·  The increasing data storage, analysis, transfer, integration, mining, etc; 
·  The needs of users;  
·  The emerging technologies to address these increasing needs. 
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This study will benefit the following groups:  

·  Researchers involved in both advanced academic and industrial activities, who 
will be able to management their data more effectively;  

·  The research centres which will be able to give better advice, produce more 
research and deliver better services for their capital investments.  

·  European Research Programmes developing more international collaborations 
and improved support to European Research Area. 

1.4.2 The partners 
This activity has been undertaken by CINECA representing large scale facilities and 
Trinity College Dublin providing a user©s perspective.  
CINECA, I taly 
http://www.cineca.it 
CINECA is an Inter-University Consortium, composed by 21 Italian Universities and 
CNR (the Italian National Research Council), founded in 1969 to make the most 
advanced tools for scientific calculation available to academic users and public and 
private researchers. Since then, the consortium acquired the most powerful and state-of-
the-art high-performance computer systems available on the market, investing in 
equipment for high performance computing  which has proven to be particularly 
effective and of great commercial success. 
Its advanced policy in continuously up-dating the available equipment, as well as the 
high degree of professional skill in management and user support have allowed for a 
high degree of technological transfer to both public and industrial environments, and a 
service to a vast community of users, spread out over the entire national territory. The 
usability of the service is guaranteed by a capillary and a powerful network, 
continuously maintained at the state-of-the-art. 
The Consortium computing centre acquired powerful state-of-the-art supercomputers 
and steadily invests in high-performance computing systems. Its top line 
supercomputers currently include an - IBM SP Power4 Regatta with 512 processors, 
2.67 Tflop/s peak-performance), an SGI Origin 3800/128, 128 Gflops peak, a 128 
Pentium III Linux cluster assembled by IBM. This heterogeneous and balanced set of 
resources is completed by VIS.I.T - Visual Information Technology Laboratory, 
featured a Virtual Theatre and equipped with SGI ONYX2/IR, a graphics 
supercomputer, and other Virtual Reality (VR) and video-animation devices. 
The specific skills include vector and parallel optimisation of algorithms and code 
development, in co-operation with scientists from a wide variety of scientific fields: 
physics, computational chemistry, fluid dynamics, structural engineering, mathematics, 
astrophysics, climatology, medical image applications and more. Moreover, CINECA is 
involved in several EC funded projects, in the field of research and technology transfer.   
 
Tr inity Centre for  High Performance Computing, Tr inity College Dublin, I reland 
http://www.tcd.ie  
Founded in 1592, Trinity is the oldest university in Ireland.  However, its long literary 
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and scientific tradition in teaching and research goes hand-in-hand with a forward-
looking philosophy that firmly embraces high science and European collaboration.  
Today, Trinity has approximately 500 academic staff and 12800 students, a quarter of 
which are postgraduates. 
 
The Trinity Centre for High Performance Computing (TCHPC) was set up in 1998.  Our 
mission is: 

·  To encourage, stimulate, and enable internationally competitive research in all 
academic disciplines through the use of advanced computing techniques. 

·  To train thousands of graduates in the techniques and applications of advanced 
computing across all academic disciplines. 

·  To bring the power of advanced computing to industry and business with a 
special emphasis placed on small and medium sized enterprises functioning in 
knowledge intensive niches. 

·  To become a recognised and profitable element of the infrastructure of the 
Information Technology industry located throughout the island of Ireland. 

·  To develop, nurture, and spin-off several commercial ventures supplying 
advanced computing solutions to business and industry. 

 
The Centre staff also lecture on Trinity©s Masters in High Performance Computing, 
which is coordinated by the School of Mathematics.  TCHPC have developed web-
based courses, tutorials and support information (www.tchpc.tcd.ie) for researchers and 
industry.  TCHPC continues to develop its suite of advanced computing application 
solutions for academic and industrial partners.  The Centre has years of experience in 
working on networking projects and has expertise in enabling knowledge based 
systems. 
 

1.4.3 Report Overview 
The report is structured in 7 main chapters and a final chapter detailing conclusions and 
recommendations. Firstly, the main technologies and methodologies related to data 
management activities in the field of high performance computing are surveyed.  This is 
followed by a characterization of the user requirements arising from the analysis of a 
questionnaire reponded to by a selection of European academic and industry researchers 
from a varity of different disaplines.  
 

·  Chapter 1 introduces the ENACTS project and the objectives of this data 
management study. 

·  Chapter 2 briefly reviews the basic technology for data management related to 
high performance computing, introducing first the current evolution of basic 
storage devices and interconnection technology, then the major aspects related to 
file systems, hierarchical storage management and data base technologies.  

·  Chapter 3 introduces the most important scientific libraries to manage the data, 
giving some insight on data models.  Most scientific applications with large 
amounts of spanned datasets need some cataloguing techniques and proper rules 
to build these catalogues of metadata.  
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·  Chapter 4 presents the current methodologies to describe primary data either in 
its meaning or structure. Moreover some concepts on techniques to find data and 
to discover knowledge are introduced. 

·  Chapter 5 surveys the most innovative and challenging research projects 
involving complex data management activities. These projects have been 
selected because they introduce new features and propose interesting solutions 
for data management. 

·  Chapter 6 presents the state of the art enabling technologies for these higher 
level systems. 

·  Chapter 7 introduces the design. of the questionnaire, the collection and the 
analysis of the responses of the quesionairre produced to characterize the user 
requirements and the future needs of Europe©s scientific community.  

·  Finally, Chapter 8 details the projects conclusions and general recommendations 
in order to apply different technologies in a coordinated fashion to a wide range 
of data-intensive applications domains, and to establish good practices both for 
service providers and scientific users.  
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2 Basic technology for data management 

2.1 Introduction 
The challenge in recent years has been to develop powerful systems for very complex 
computational problems. Much effort has been put into the development of massively 
parallel processors and parallel languages with specific I/O interfaces. Nevertheless, the 
emphasis has been on numerical performance instead of I/O performance.    Effort has 
been put into the development of  parallel I/O subsystems but, due to the complexity of 
hardware architectures and their continuous evolution,  efficient I/O interfaces and 
standards are emerging only recently,  i.e. MPI2-IO.  
Standards are well defined and used in the interconnection between computer and fast 
I/O devices and good performances are quite common.  Some developments such as 
InfiniBand promises to exploit the hardware interconnection capabilities in the near 
future[ I nf i ni 1] . 
The difficulty now lies in addressing high data rate or high transfer rate applications that 
involve hardware and the low level software subsystems which are very complex to 
integrate.  Nevertheless a general-purpose file system is not a suitable solution. This 
chapter briefly introduces the basic storage and file system technologies currently 
available.  

2.2 Storage devices   
The most important hardware technologies in use to store data are those based on 
magnetic supports. Secondary and tertiary storage systems tend to be driven by 
magnetic technologies. While disks capacities and transfer rates are exponentially 
increasing, the prices continue to decrease.   See Figure 2-1 published by IBM. 

Figure 2-1 Roadmap for hard disk devices capacity. 

    



 www.enacts.org 

October 2003 
11 

The current trend would lead us to believe that in the near future disks may become 
alternatives to tapes for huge online amounts of data.   

The future trends will be driven by new advanced micro electromechanical systems, as 
depicted in Figures 2-2 and 2-3 

 

Figure 2-2   Evolution of Internal Data Rates for hard disk drives. 

 

Figure 2-3 Roadmap for Area Density for IBM Advanced Storage.  
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Figure 2-4  Average price per Mbyte in Disk Storage technology. 

The RAID array is the configuration used to assemble disks, in order to obtain 
performance and reliability.  The basic characteristics of different configurations are 
found in Table 2-1. 

 

 

RAID A disk array in which part of the physical storage capacity is used to store 
redundant information about user data stored on the remainder of the storage 
capacity. The redundant information enables regeneration of user data in the 
event that one of the array's member disks or the access data path to it fails. 

Level 0 Disk striping without data protection (Since the "R" in RAID means redundant, 
this is not really RAID). 

Level 1 Mirroring. All data is replicated on a number of separate disks. 

Level 2 Data is protected by Hamming code1. Uses extra drives to detect 2-bit errors 
and correct 1-bit errors on the fly. Interleaves by bit or block. 

Level 3 Each virtual disk block is distributed across all array members but one, stores 
parity check on separate disk. 

Level 4 Data blocks are distributed as with disk striping. Parity check is stored in one 
disk. 

Level 5 Data blocks are distributed as with disk striping. Parity check data is distributed 
across all members of the array. 

Level 6 As RAID 5, but with additional independently computed check data. 

Table 2-1:   Level for RAID technology. 
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One of industry©s leaders in storage technologies predicts that the transfer rates for 
commodity disks and tapes are expected to grow considerably through faster channels, 
electronics and linear bit density improvements. However, experts are not confident that 
the higher transfer rates projected by the industries can actually be attained. As a 
consequence, the aggregate I/O rates required for challenging applications (e.g., those 
involved ASCI) can be achieved only by coupling thousands of disks or hundreds of 
tapes in parallel.  Using the low-end of projected individual disk and tape drive rates, 
Table 2-2 shows how many drives are necessary to meet high-end machine and network 
I/O requirements.    

 

Secondary Storage 

 Technology Timeline  1999 2001   2004 

 Disk Transfer Rate  10-15 MB/sec    
(SCSI/Fibre Channel) 

20-40 MB/s    40-60 MB/s  (may be higher 
with new technology) 

 Positioning Latency  Milliseconds Milliseconds   Milliseconds 

 Single Volume Capacity  18 GB 72 GB   288 GB 

 Active Disks per RAID  8 8   8 

 Number of RAIDs 
(100% of I/O rate) 

 75 375   625 

 Total Parallel Disks  600 3000   5000 

Table 2-2:   Secondary storage technology. 

In contrast to secondary storage, assembling tertiary systems from commodity 
components is much more difficult, although individual tertiary drives may be as fast as 
or faster than disk. Tertiary improvements face severe R&D challenges compared to 
secondary storage, as the pace of secondary storage improvement is supported by a 
much larger revenue base. The challenge is providing high-speed access (required to 
find and/or derive a desired data subset), large capacities and appropriate parallelism. 
To meet this challenge, efforts to create higher speed, higher density tertiary devices 
(e.g., magneto-optical removable cartridge, advanced magnetic tape, or optical tape) 
must succeed. The ability to store a terabyte or more of data per removable volume 
seems to be reached. In fact IBM has already announced a single cartridge with 1 TB 
capacity.  

To provide higher data rates and fast mounts/dismounts for tertiary removable media, 
highly parallel RAIT (Redundant Array of Independent Tapes) must become more 
prevalent.  Like RAID, eight data drives per RAIT are assumed in the following Table 
2-3, showing a roadmap for tertiary storage technology. 

 

Unlike RAID, commodity RAIT systems do not exist, except for a few at the low end of 
the performance scale with only four or six drives. Optical disk "jukebox zoos" may 
challenge high-end magnetic tape and robotics, possibly providing a more parallel 
tertiary peripheral. Large datasets (hundreds of terabytes) could be written 
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simultaneously to hundreds of jukeboxes.  
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Tertiary Storage 

 Technology Timeline  1999 2001   2004 

Tape Transfer Rate 10-20 MB/sec 20-40 MB/sec  40-80 MB/sec (may be 
higher with breakthrough 
technology) 

Mount and Positioning 
Latency 

50-100 sec 50-100 sec 50-100 sec 

Single Removable 
Volume Capacity 

50-100 GB 250-500 GB 1 TB 

Active Drives per RAIT 8 8 8 

Number of RAITs (40% 
of SAN bandwidth) 

8 32 125 

Total Parallel Drives 64 256 1000 

Table 2-3: Tertiary storage roadmap 

2.3 Interconnection technology 
From the user©s point of view, data can be local, directly available to the user; or remote 
- accessible through a network.  In this way, three main storage access configurations 
can be defined:  

·  Local or Directly Attached Storage (DAS):  storage that is attached to the computer 
itself with IDE or SCSI interfaces (sometimes over  FibreChannel links);  

·  Network: connection to a network storage server within a LAN; 

·  Remote: connection to a network storage server through a WAN (storage is on the 
Internet). 

Normally, either in a LAN or a WAN environment, data files are stored on a networked 
file server and then copied to local file systems, in order to increase the performance. 
Since the speed of LANs is getting faster, the performance gain in moving data will 
reach an optimum, allowing the network storage to perform as the local one. However, 
the network and the remote configurations can suffer from bottlenecks and contention 
problems as is the case of many clustered computers using the network to access the file 
servers. 

For local connections, the most common interface protocols used between storage 
devices and systems are mainly EIDE and SCSI. The latter, as standard command 
protocol is carried also over Fibre Channel connections and over IP connections (called 
iSCSI).  

A comparison between these protocols is briefly described in Table 2-4.  
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Bus type Width/Mode  Theoretical Transfer Rate 
(MB/s) 

IDE (ATA) PIO 2, DMA 2 8.3  

EIDE (ATA-2) PIO 4, DMA 2 (multi-word) 16.6 

UDMA/33,66,100     
(Ultra-ATA) 

DMA 3 (multi-word) 33.3, 66.6, 100 

SCSI 1    8-bit 5 

Fast Wide SCSI   16-bit 20 

Ultra SCSI  8-bit 20 

Wide Ultra SCSI 16-bit 40 

Ultra2 SCSI  8-bit 40 

Wide Ultra2 SCSI  16-bit 80 

Ultra3 SCSI        
(Ultra160 SCSI) 

16-bit 160 

Ultra320 SCSI 16-bit 320 

Table 2-4: interconnection protocols comparaison 

The universal Fiber Channel (FC) protocol, based on fibre optics, has reached a wide 
diffusion due to its multi protocol interface support. This protocol also supports reliable 
topologies such as FC-AL (ring).  These days, the majority of Storage Area Networks 
(SAN) are built using FC interconnections.  

 

Other high performance protocols alternatives to SCSI are: 

1. HIPPI-800, a blocking protocol (synchronous) carried out by copper cables 
(at 800 Mbit/s) or fibre optics at 1600 Mbit/s. It supports point-to-point 
(switching) connections.  It is well suited for high transfer rates and 
streaming;  

2. GSN (HIPPI 6400), carried over fibre optics, it splits the band in 4 HIPPI-
1600 channels (one signaling channel and three transmission-scaled-size 
channels). It reduces the latency of HIPPI-800/1600 and performs a peak 
bandwidth of 6 Gbit/s. 

 

In the Network configuration, the following storage attachment solutions can be 
identified:   

·  Server Attached Storage (SAS) - where IDE or SCSI disks are attached 
locally to the server on the network, accessed via LAN using TCP/IP; 
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·  Network Attached Storage (NAS) - are typically RAID disk systems, 
accessed via LAN using TCP/IP protocol, equipped with a basic software 
environment for file access. In such a configuration, the file servers perform 
only the access policies, and do not put into action the caching or the data 
transfer;   

·  Storage Area Network (SAN) – is a switched network based on fibre channel 
technology. Often equipped with redundant path for fault tolerance. The fibre 
channel connections tie only the storage devices and the file servers, in this 
way the SAN carries only the device commands and blocked data transfer, 
being separate from the TCP/IP LAN.  

 

All NAS and SAN configurations use available, standard technologies: NAS takes 
RAID disks and connects them to the network using Ethernet or other LAN topologies, 
while  SAN implementations will provide a separate data network for disks and tape 
devices using the Fibre Channel equivalents of hubs, switches and cabling.  

Table 2-5 highlights some of the key characteristics of both SAN and NAS.  

 SAN NAS 

Protocol Fibre Channel (Fibre Channel-to- 
SCSI) 

TCP/IP 

Application Mission-critical transactions. 
Database application. Centralized 
data backup and recovery. 

File sharing in NFS and CIFS. 
Limited database access. Small-
block transfers. 

Benefits High availability and reliability. 
High performance and scalability. 
Reduced traffic on the primary 
network. Centralized 
management. 

Simplified addition of file sharing 
capacity. No distance limitations. 
Easy deployment and 
maintenance. 

Table 2-5: SAN vs. NAS 

SAN can provide high-bandwidth block storage access over a long distance via 
extended Fibre Channel links. Such links are generally restricted to connections 
between data centers. The physical distance is less restrictive for NAS access because 
communication is based on TCP/IP protocol. The two technologies have been rivals for 
a while, but NAS and SAN appear now as complementary storage technologies and are 
rapidly converging towards a common future, reaching a balanced combination of 
approaches. The unified storage technology will accept multiple types of connectivity 
and offer traditional NAS-based file access over IP links, but allowing for underlying 
SAN-based disk-farm architectures for increased capacity and scalability. Recently 
iSCSI protocol seems to take place as new NAS glue. Recently in Japan, some tests 
were done for long distance storage aggregation, exploiting fast Gbit Ethernet 
connections to build a WAN NFS over iSCSI driver[ I SCSI J] .  
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2.4 File systems 
The user applications perform I/O activity interacting with the file system acting as the 
most common interface toward on-line storage resources. File systems can be 
categorized in three main categories: local, distributed and parallel file systems. Some 
concepts are common to all these categories. All deal with file names (namespace), 
hierarchical directory organization of namespace, access policies and security issues and 
all interact with underlying devices through buffering and caching of data units 
(blocks). In the following sections, we will overview some of the major 
implementations of distributed and parallel file systems, relevant for data management 
in a High Performance Computing environment. 

2.4.1 Distributed file systems  
Distributed file systems manage a unique name space and provide the primitives to 
access and manipulate, in a transparent way, file system resources distributed over 
different servers.   

Apart from the interconnection network, the performance of these systems can be 
heavily influenced by some key factors such as cache coherence; file replication and 
replica access policy as well as distributed locking. 

The most common distributed file systems are AFS [ AFS1]  and NFS[ NFS1] . These 
two well known file systems differ mainly in the cache coherence management: client-
side for NFS, server-side for AFS.   Moreover, AFS allows transparent replication while 
distributed locking is implemented only in DCE DFS[DCEDFS1], an evolution of AFS.   

Recently, a new protocol for distributed file system (DAFS) was proposed in order to 
exploit emerging interconnection technologies like InfiniBand. The next section will 
introduce DAFS as the protocol that may represent a prototype for future distributed file 
system developments.   

2.4.1.1 DAFS (Direct Access File System protocol) 

DAFS protocol is a new, fast, and lightweight file access protocol for data centre 
environments.  It is designed to be used as a standard transport mechanism with the 
memory-to-memory interconnects technologies such as Virtual Interface (VI) and 
InfiniBand[ DAFS1] . The protocol will enhance the performance, reliability and 
scalability of applications by using a new generation of high-performance and low-
latency storage networks.  

This new protocol has been developed by the DAFS Collaborative, a consortium   
consisting of nearly a hundred companies, including the world©s leading companies in 
storage, networking and computing. Version 1.0 specifications for the protocol have 
been released and submitted to the IETF organism as an Internet Draft. First DAFS 
implementations appeared in the first quarter 2002 and should soon be available for 
multiple platforms. 

Local file sharing architectures typically use standard remote file access protocols. This 
protocol is the critical part for performance in data sharing. The alternative is to attach 
storage devices directly to each data node, but this solution requires very specialized file 
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systems to achieve consistent sharing of writeable data and could be difficult to manage.  

Currently, both network-attached storage (NAS) and direct-attached storage (DAS) 
solutions require operating system support, involving significant overhead to copy data 
from file systems buffers into application buffers, as shown in the Figure 2-5. 

 

Figure 2-5 Data flow between System buffer and application buffer 

 

Figure 2-6  Virtual Interface data flow. 

This overhead plus any additional ones overhead due to the network protocol processing 
can be eliminated by using a new interconnection architecture called VI (Virtual 
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Interface), whose data flow is depicted in Figure 2-6. 

VI provides a single standard interface for clustering software, independent of the 
underlying networking technology. It offers two new capabilities absent from traditional 
interconnection networks: direct memory-to-memory transfer and direct application 
access. The first allows the transfer of bulk data directly between aligned buffers on the 
communicating machines, bypassing the normal protocol processing. 

The second capability permits the application to process the queuing of data transfer 
operations directly to VI-compliant network interfaces without operating system 
involvement.  

By eliminating protocol-processing overhead and providing a simple model for moving 
memory blocks from one machine to another, the VI architecture improves CPU 
utilization and drastically reduces the latency.   

DAFS is implemented as a file access library linked into local file-sharing applications. 
The DAFS library will, in turn, require a VI provider library implementation appropriate 
to the selected VI-compliant interconnect. Once an application is modified to link with 
DAFS, it is independent of the underlying operating system for its data storage 
requirements. The logical view of the DAFS file system is similar to that of NFS 
version 4. 

2.4.2 Parallel file systems    
Parallel file systems have been developed to take full advantage of the tightly coupled 
architectures.  They mainly differ from distributed ones through the introduction of 
techniques exploiting parallelism, such as file striping, aggressive cache utilization and 
concurrent access (such as efficient locking). Different parallel file systems 
implementations have been proposed.  In the following we briefly introduce the most 
significant ones, these file systems are continuously improved and, in our opinion, will 
act as the reference systems for the near future.  

2.4.2.1 GPFS 

General Parallel File System (GPFS) was developed by IBM for SP Architectures 
(Distributed memory approach) and now it supports AIX and Linux operating systems.  

GPFS supports shared access to files that may span over multiple disk drives on 
multiple computing nodes, allowing parallel applications to simultaneously access even 
the same files from different nodes. GPFS has been designed to take full advantage of 
the speed of the interconnection switch to accelerate parallel file operations.  

The communication protocol between GPFS daemons can be TCP/IP or the Low-Level 
Application Programming Interface (LAPI), allowing better performance through SP 
Switch. 

GPFS offers high recoverability, through journaling, data accessibility, and maintaining 
the portability of the application codes.  Moreover it supports UNIX file system utilities, 
so the users can use familiar commands for file operations.  

GPFS improves the system performance by:  
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·  Allowing multiple processes on different nodes, simultaneous access to the 
same file, using standard file system calls;   

·  Increasing the file system bandwidth by striping files across multiple disks;  

·  Balancing the load across all disks to maximize the throughput;  

·  Supporting huge amounts of data and large files (64-bit support);  

·  Allowing concurrent reads and writes from multiple nodes; which is an 
important feature in parallel processing. 

 

In GPFS, all I/O-requests are protected by a token management system, which assures 
that the file system on multiple nodes honors the atomicity and provides data 
consistency of the file. However, GPFS allows independent paths to the same file from 
anywhere in the system, and can find an available path to file even when the nodes are 
down. GPFS increases data availability by creating separate logs for each node, and it 
supports mirroring of data to preserve them in the event of disk failure. GPFS is 
implemented on each node as a kernel extension and a multi-threaded daemon. The user 
applications see GPFS just as another mounted file system, so they can make standard 
file system calls. 

The kernel extension satisfies requests by sending them to the daemon.  The daemon 
performs all I/O operations and buffer management, including read-ahead for sequential 
reads and write-behind for non-synchronous writes. Files are written to disk as in 
traditional UNIX file systems, using inodes, indirect blocks, and data blocks. There is 
one meta-node per open file which is responsible for maintaining file metadata integrity. 
All nodes accessing a file can read and write data directly using the shared disk 
capabilities, but updates to metadata are written only by the meta-node. The meta-node 
for each file is independent of that for any other file and can be moved to any node to 
meet application requirements. The block size is up to one MByte. Recently, in GPFS 
release 1.3, some new features (as data shipping) have been added and the interface 
between GPFS and the MPI-2 I/O library has been significantly improved. MPI-
IO/GPFS  data shipping mode, now takes advantage of GPFS data shipping mode by 
defining at file open time a GPFS data shipping map that match MPI-IO file partitioning 
onto I/O agents [ MPI GPFS] . 

2.4.2.2 Clustered XFS (CXFS, SGI) 

The Clustered XFS file system technology [ CXFS1]  was developed by Silicon 
Graphics for high-performance computing environments like their Origin Series. It is 
supported on IRIX 6.5, and also Linux and Windows NT. CXFS is designed as an 
extension to their XFS file system, and its performance, scalability and properties are 
for the main part similar to XFS.   For instance, there is an API support for hierarchical 
storage management. CXFS is a high-performance and scalable file system, known for 
its fast recovery features, and has 64-bit scalability to support extremely large files and 
file system. Block and extends (contiguous data) sizes are configurable at the file 
system creation.  Block size is from 512 B to 64 kB for normal data and up to 1 MB for 
real-time data, and single extents can be up to 4 GB in size. There can be up to 64k 
partitions, 64k wide stripes and dynamic configurations. CXFS is a distributed, 
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clustered shared access file system, allowing multiple computers to share large amounts 
of data. All systems in a CXFS file system have the same, single file system view, i.e. 
all systems read and write all files at the same time at near-local file system speeds. 
CXFS performance approaches the speed of standalone XFS even when multiple 
processes on multiple hosts are reading from and writing to the same file. This makes 
CXFS suitable for applications with large files, and even with real-time requirements 
like video streaming. Dynamic allocation algorithms ensure that a file system can store 
and a single directory can contain millions of files without wasting disk space or 
degrading performance. CXFS extends XFS to Storage Area Network (SAN) disks, 
working with all storage devices and SAN environments supported by SGI. CXFS 
provides the infrastructure allowing multiple hosts and operating systems to have 
simultaneous direct access to shared disks, and the SAN provides high-speed physical 
connections between the hosts and disk storage. Disk volumes can be configured across 
thousands of disks with the XVM volume manager, and hence configurations scale 
easily through the addition of disks for more storage capacity. CXFS can use multiple 
Host Bus Adapters to scale a single systems I/O path to add more network bandwidth. 
CXFS and NFS can export the same file system, allowing scaling of NFS servers. CXFS 
requires a few metadata I/Os and then the data I/O is direct to disk. All file data is 
transferred directly to disk. There is a metadata server for each CXFS file system 
responsible for metadata alterations and coordinating access and ensuring data integrity. 
Metadata transactions are routed over a TCP/IP network to the metadata server. 
Metadata transactions are typically small and infrequent relative to data transactions, 
and the metadata server is only dealing with them. Hence there is no need for it to be 
large to support many clients, and even a slower connection (like Fast Ethernet) could 
be sufficient but faster (like Gigabit Ethernet) and could be used in high-availability 
environments. Fast, buffered algorithms and structures for metadata and lookups 
enhance performance, and allocation transactions are minimised by using large extends. 
However, special metadata-intensive applications could reduce performance due to the 
overhead of coordinating access between multiple systems. 

2.4.2.3 PVFS 

The Parallel Virtual File System (PVFS) Project is trying to provide a high-performance 
and scalable parallel file system for PC clusters (Linux). PVFS is open source and 
released under the GNU General Public License. It requires no special hardware or 
modifications to the kernel. PVFS provides four important capabilities in one package: 

·  A consistent file name space across the machine; 

·  Transparent access for existing utilities; 

·  Physical distribution of data across multiple disks in multiple cluster nodes; 

·  High-performance user space access for applications. 

For a parallel file system to be easily used it must provide a name space that is the same 
across the cluster and it must be accessible via the utilities to which we are all 
accustomed.  

Like many other file systems, PVFS is designed as a client-server system with multiple 
servers, called I/O daemons. I/O daemons typically run on separate nodes in the cluster, 
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called I/O nodes, which have disks attached to them. Each PVFS file is striped across 
the disks on the I/O nodes. Application processes interact with PVFS via a client library.  
PVFS also has a manager daemon that handles only metadata operations such as 
permission checking for file creation, open, close, and remove operations. The manager 
does not participate in read/write operations, the client library and the I/O daemons 
handle all file I/O without the intervention of the manager.  

PVFS files are striped across a set of I/O nodes in order to facilitate parallel access. The 
specifics of a given file distribution is described with three metadata parameters: base 
I/O node number, number of I/O nodes, and stripe size. These parameters, together with 
an ordering of the I/O nodes for the file system, allow the file distribution to be 
completely specified.  

PVFS uses native node file systems space for his data-space (instead of raw devices) 
and directory structure is an external mapping (virtual). Dedicated (but not complete) 
ROMIO over PVFS API were implemented. 

At present one of the limitations of PVFS is that it uses TCP for all communication. 

2.5 Hierarchical storage management   
This section deals with archival storage systems, namely those designed to achieve both 
performance and huge permanent storage. They are dedicated systems that store large 
files and move them quickly from primary, secondary and tertiary storage. They 
perform hierarchical storage management (HSM). 

HSM means a system where storage is implemented in several layers from fast online 
primary storage to manual, off-line or automated near-line secondary storage and even 
to off-site tertiary storage for archiving, backup and safekeeping purposes. In other 
words, a simple HSM system consists of a disk farm, a tape cartridge robot silo and 
special software for the HSM file System. In the HSM software there are automatic 
tools to keep track of the files so that the users do not have to know exactly where the 
data resides at a particular moment. The system automatically handles the data 
movements between the storage layers. The storage capacity of the layers increases 
from the primary online disk storage nearest to processing to the more distant secondary 
tape storage layers, whereas the performance increases in the reverse direction, and, 
hence, also for a fixed amount of data the price of storing. The top level of the hierarchy 
consists of fast, relatively more expensive random-access primary storage, usually disk 
with possibly some RAID configuration. On the other hand, the secondary storage 
consists of slower media, sometimes slower disk but most often tape cartridges or 
cassettes, possibly automated by robots, where initial access time can be considerable, 
even a few minutes for near-line storage, and access is often serial on tapes, but lots of 
storage capacity (20-100 GB/cartridge, and 10-100 TB, even petabytes per robot silo 
system). The storage media is rather cheap. HSM manages the storage space 
automatically by detecting the data that is to be migrated using criteria specified by 
administrators, usually based on the size and age of the file, and automatically moves 
selected data from online disk to less expensive secondary offline storage media. Each 
site configures the HSM for optimal performance based on, e.g., the total number of 
files, the average size of individual files, and the total amount of data in the system, and 
network bandwidth requirements. The HSM system also supports the migration of data 



ENACTS -Data Management in HPC 

October 2003 
24 

tapes to and from shelves, or export and import of tapes out of the near-line robot 
system. Here operator intervention is required to move the tapes between the shelves 
and robot silos. The files are automatically and transparently recalled from offline when 
the user accesses the file. At any time, many of the tapes are accessed through 
automated tape libraries. Users can access their data stored on secondary storage 
devices using normal UNIX commands, as if the data were online. Hence to users all 
data appears to be online. 

2.5.1     IBM HPSS 
The project, based on IEEE Open Storage Systems Interconnect Model, was originally 
funded by the US Government and developed by IBM. HPSS is a hierarchical storage 
management environment built on top of different mass storage technologies, 
interconnected by local network. The design was based on a distributed transactional 
architecture focused on network weakness with aim of exploiting parallelism and 
scalability. These goals were obtained using Open Group Distributed Computing 
Environment and Encino by the Transarc Corporation.  

Data integrity (through system-centric metadata) is guaranteed by the transactionality 
that allows the execution of sets of elementary operations as sequentialized atomic 
operations.   

The optimization in device management is obtained defining several inter-related 
"service classes". These classes contain hierarchical storage classes. Each storage class 
contains groups of devices defined by the system administrator. The parallelism is 
obtained by multi-streaming over TCP/IP connection and by independent Mover 
modules that directly negotiate and actuate the data transfer between the source and the 
destination system without the intervention of a centralized control.  The architecture is 
based on the following abstractions: files, virtual volumes, physical volumes, storage 
segments, metadata, servers, infrastructure, user interfaces, management interface and 
policies. 

The files are assigned to a given hierarchy of storage class and the files can migrate 
inside the hierarchy. File migration is driven by specific parameters, associated to the 
file or to the service class.  

HPSS user interface is defined by FTP, Parallel FTP, NSF and specific API. HPSS API 
implements standard POSIX open/create and write, among the other operations. 

HPSS can be seen as an external file system for IBM PIOFS, allowing a transparent file 
transfer between them. Internally to the system, a file can be migrated (from a high 
level storage class to a lower one, e.g. from disks to tape), staged (the file is copied 
from a less performant class to a class more performant and made visible to the users 
with a link in the user©s name space)  and purged (the space is released).   

 

2.5.2    FermiLab Enstore  
Enstore is the mass storage system implemented at Fermilab (US) as the primary data 
store for experiments large data sets[ Enst o1] . The design philosophy is the same of 
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HPSS but less sophisticated. Substantially it implements a unique name space over a 
tape library plus a disk cache for staging. 

It is based on a design that provides distributed access to data on tape or other storage 
media both local to a user©s machine and over networks. Furthermore it is designed to 
provide some level of fault tolerance and availability for HEP experiments© data, 
acquisition needs, as well as easy administration and monitoring. It uses a client-server 
architecture which provides a generic interface for users and allows for hardware and 
software components that can be replaced and/or expanded. 

Enstore has five major kinds of software components:  

·  Namespace (implemented by PNFS), which presents the storage media 
library contents as though the data files existed in a hierarchical UNIX file 
system; 

·  encp, a program used to copy files to and from data storage volumes; 

·  Servers, which are software modules that have specific functions, e.g., 
maintain database of data files, maintain database of storage volumes, 
maintain Enstore configuration, look for error conditions and sound alarms, 
communicate user requests down the chain to the tape robots, and so on; 

·   dCache, a data file caching system for off-site users of Enstore; 

·  Administration tools. 

Enstore can be used from machines both on and off-site. Off-site machines are restricted 
to access via a caching system. Enstore supports both automated and manual storage 
media libraries. It allows for a larger number of storage volumes than slots. It also 
allows for simultaneous access to multiple volumes through automated media libraries. 
There is no lower limit on the size of a data file. For encp versions less than 3, the 
maximum size of a file is 8GB; for later versions, there is no upper limit on file size. 
There is no hard upper limit on the number of files that can be stored on a single 
volume. Enstore allows users to search and list contents of media volumes as easily as 
native file systems. The stored files appear to the user as though they exist in a mounted 
UNIX directory. The mounted directory is actually a distributed virtual file system in 
PNFS namespace. The encp component, which provides a copy command whose 
syntax is similar to the UNIX  cp command, is used from on-site machines to copy files 
directly to and from storage media by way of this virtual file system. Remote users run 
f t p to the caching system, on which pnfs is mounted, and read/write files from/to pnfs 
space that way. Users typically don©t need to know volume names or other details about 
the actual file storage. 

Enstore supports random access of files on storage volumes and streaming - the 
sequential access of adjacent files. Files cannot span more volumes. It©s an open source 
project. 

2.5.3 CASTOR (Cern Advanced STOrage) 
Castor is another HSM developed at CERN (EU) with the aim of improve the scalability 
of the predecessor SHIFT (and also Enstore) and the performances of HPSS. 
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Furthermore it©s supporting more storage device types.   

2.6 Data base technologies 
Although the scientific world has generally focused on applications where data is stored 
in files, the number of applications today that benefits from the usage of database 
management systems is increasing. They range from chemical and biological databases 
(relational) to large databases (object-oriented) of high energy physics (HEP) 
experiments. 

Actually the database management systems can be categorized in three general classes 
by mean of data models and queries that they support[ PI HP01] : 

·  Relational database management systems (RDBMS); 

·  Object-relational DBMS (ORDBMS); 

·  Object-Oriented database systems. 

The first two classes support both a relatively complete and simple (standardized) query 
language and a fast system support to queries.  Meanwhile the third class supports a 
very complex data model but doesn©t support a well featured query language. Despite 
that the first two classes also support an efficient transactional environment, which isn©t 
a primary statement in scientific applications, where the prevalent application behavior 
is to write data once and read them many times. 

Efforts were made in recent years to create support for the integration of many database 
resources available over the network. In biosciences, for example, where gene 
sequences and protein cataloguing tend to generate enormous quantity of information 
that scientists need to query and correlate, some new middleware was created such as 
SRS and DiscoveryLink. 

The aim of this kind of middleware is to hide from the end user the wide range of 
resources that they tie together, providing the user a uniform environment and language 
to make queries and related works. 

In some recent high level proposals in the UK eScience programme [ Pat on1] we can 
find some new definitions, such as "virtual databases". The authors think the 
developments in databases in a grid environment where "distributed data" will be a 
natural counterpart of the distributed computing.  So they define a distributed database 
as a database that has been deliberately distributed over a number of sites. Such a 
distributed database is designed as a whole, and is associated with considerable 
centralised control. They also define a federated database, which is when many 
databases contribute data and resources to a multi-database federation, but each 
participant has full local autonomy. In a loosely coupled federated database, the 
schemas of the participating databases remain distinguishable, whereas in a tightly 
coupled federated database, a global schema hides (to a greater or lesser extent) 
schematic and semantic differences between sources[ MP00] . 

The authors also state that although service architectures are designed for use within 
distributed environments, there has been no systematic attempt to indicate how 
techniques relating to distributed or federated database systems might be introduced into 



 www.enacts.org 

October 2003 
27 

a Grid setting and they provide some suggestions for a collection of services that 
support: (i) consistent access to databases from Grid applications; and (ii) coordinated 
use of multiple databases from Grid middleware. 

Despite the above high levels statements we concentrates, in the following paragraphs, 
in some existing middleware that use databases techniques to solve two opposite 
scientific problems: 

·  Handling of multi-dimensional arrays in large datasets context; 

·  Handling of many data sources (DBMS, XML, flat files) in a uniform 
comprehensive environment.  

2.6.1 RasDaMan 
This middleware was developed following a project in ESPRIT 4 initiative of European 
Community. It is designed using a client/server paradigm with the aim of building a 
new interface over existing Database technologies, relational or object oriented. The 
new interface is a data model called MDD (Multi dimensional Discrete Data)[ Ras1] . 

It works by making a mapping from tiles of the MDD model to many BLOBs (Binary 
Large Objects) in relational tables or objects stored in object oriented databases. Tiles 
are contiguous subsets of cells of the multidimensional array. In this behavior it can be 
seen as an enhancement of HDF using a relational engine that carries facilities like fast 
query access via dynamic indexing.    

The visionary behind RasDaMan has also developed a new query language, called 
RasQL[ Baumann1] . This language is an extension of the well known standard SQL 92, 
where some new statements have been added in order to manipulate arrays. 

These new statements are built to implements the following concepts: 

Spatial domains - a set of integer indices that define the pluri-interval where the array 
elements are defined (ex a 2-D range [1,n; 1,m]) operations over spatial domains as 

1. Intersection - that generate the set of cells that is the intersect of the input pluri-
interval; 

2. Union - the minimal pluri-interval that contains those in input; 

3. Domain shift - an affine transformation of the input pluri-interval; 

4. Trim - output of the pluri-interval which is comprised between two planes 
orthogonal of the same dimension; 

5. Section - a particular projection operator; functional over spatial domains: 

6. MARRAY constructor - this constructor allows one to define an operator that 
will be applied to all domain cells. The domain cell is the contents of an array 
element.  

7. Condenser COND - will allow, through the specification of a domain X and an 
operator f (commutative and associative), the execution of the operator f over all 
cells of X to obtain a reduction result. It is an operator that takes an input, an 
array (the pluri-interval X) and produces a scalar value.  A trivial example of 



ENACTS -Data Management in HPC 

October 2003 
28 

COND is the calculation of the average value of a range of cells. In this case f 
=©+© and after the reduction one can perform a normalization by division of the 
cardinality of X. 

8. Sorting SORT - is applied along a selected dimension by comparing the cells 
values. 

 

Other features can be defined based on these elementary ones, called "induced" (IND). 

In following example we can see the RasQL syntax of some of the above functions and 
a table with examples. 

MARRAY: 

mar r ay <i t er at or > i n <spat i al  domai n> val ues <expr essi on> 
 
COND: 

st r uct ur e condense <op> over  <i t er at or > i n <spat i al  domai n> 
 wher e <condi t i on> usi ng <expr essi on> 
 
UPDATE:  

updat e <col l ect i on> set  <ar r ay at t r i but e>[ <t r i m expr essi on>]   
assi gn <ar r ay expr essi on> wher e . . . ;  

 

Algebra 
operator 

RasQL example   Explanation 

INDf Sel ect  i mg + 5  

f r om Landsat I mages as i mg 

The red channel of all 
Landsat images, intensified 
by 5 

INDg Sel ect  oi d( br )   

f r om Br ai nI mages as br ,   

Br ai nAr eas as mask  

wher e br  *  mask > t  

OIDs of all brain images 
where, in the masked area, 
intensity exceeds threshold 
value t 

TRIM Sel ect  w[  * : * ,  y0: y1,  z0: z1 ]  

f r om War ehouse as w 

OLAP slicing ( * :*   exhausts 
the dimension) 

SECT Sel ect  v[  x,  * : * ,  * : *  ]   

f r om Vol umet r i cI mages as v 

A vertical cut through all 
volumetric images 
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MARRAY Sel ect  mar r ay n i n [ 0: 255]   

val ues  

condense +  

over  x i n sdom( v)   

usi ng v[ x] =n  

f r om Vol umet r i cI mages as v 

For each 3-D image its 
histogram  

COND Sel ect  condense +  

over  x i n sdom( w)   

usi ng w[ x]  > t   

f r om War ehouse as w 

For each datacube in the 
warehouse, count all cells 
exceeding threshold value t 

Table 2-6:   Sample of RasQL 

 
 
 
 
 

2.6.2 DiscoveryLink 
 

IBM has developed DiscoverLink to support bio-scientists in consolidating many 
biological and genomics databases.  There are hundreds of such databases spanning the 
world, each one with its own interface and format.  

The solution is presented as middleware that creates a uniform SQL-like front end to 
non uniform databases. The design is based over wrappers of the original DB. These 
wrappers make a uniform callable interface to a DB2 engine (the IBM relational 
database) and the latter constitutes the server side back-end of the client front-end. Any 
application that wants to extract data from a wrapped DB can perform an SQL query 
thought the front-end (any of web interface, ODBC connection etc.) to the DB2 engine 
that hides the formats and access methods of the original source inside the wrappers. It 
is the responsibility of the back-end to map the structure of the original source and to 
maintain the related metadata. This is done using DB2 and the DL query engine 
optimizator. 

The query optimization performed by DL can be seen in the following steps: 

Query rewrite, based on heuristic criteria and configuration hints e.g.: 

·  Transformation of sub-queries in joins; 
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·  Conversion of set-based operations (e.g. INTERSECT to join); 

·  Transitive closure of predicates; 

·  Deletion of redundant predicates; 

·  Deletion of redundant columns; 

·  Push down analysis (PDA): 

·  PDA decomposition for cost based optimization; 

·  PDA’s decompositions may not guarantee good performances; 

·  PDA determines what query parts can be executed and at what stage. 

Cost-based optimization, accounts the following factors: 

·  Statistical awareness on the involved tables; 

·  System configuration; 

·  Requested level of optimization; 

·  Distribution of the data among the wrapped DB; 

·  Operation that can be pushed down; 

·  Evaluation method of each operation and associated costs; 

·  Quale costo considerare per valutare una operazione; 

·  Where operation must be evaluated; 

·  Optimizing the sequence for each DBMS source.  

 

As previously mentioned the kernel engine is based on DB2 (TM) from IBM, either for 
metadata catalogues that maps source names into a global-unified namespace or 
centralized query©s cache.  
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Figure 2-7 Layout of DL architecture. 

2.7 Access pattern support  
In this section we briefly introduce the concept of access pattern to data in I/O intensive 
parallel applications and we will analyze how this concept is implemented in emerging 
technology. For grand challenge scientific applications manipulation of large volumes 
of data, scalable I/O performance is a critical requirement. Over the past number of 
years, a wide variety of parallel I/O systems have been proposed and realized, all these 
systems exploit parallel I/O devices and data management techniques (pre-fetching and 
write-behind). However, parallel file system experience has shown that performance is 
critically sensitive to the distribution of data across storage devices and that no single 
file management policy guarantees good performances for all applications access 
patterns. Understanding the interactions between application I/O patterns and the 
hardware-software parallel I/O sub-system can drive the way to design more effective 
I/O management policies. The Scalable I/O Initiative (SIO) [SI O1] and 
CHARISMA[CHAR], were two important studies in this sense. The conclusions of these 
two studies can be summarised in a statement: scientific applications do not have a 
typical pattern, instead they demonstrate a range of patterns and, also, users are willing 
to change the access patterns of their applications to suit the I/O performance of the 
underlying machine. 

Either prototypal or commercial solutions to the problem of optimizing the application©s 
I/O in parallel systems tend to leverage the temporal locality of I/O and the blocked 



ENACTS -Data Management in HPC 

October 2003 
32 

transfer. 

We can summarise them in three main categories:   

·  Non contiguous parallel access - substantially the execution of many IO 
operations in different location of a file at the same time - such as access lists, 
access algorithms or file partitioning; 

·  Collective I/O - single I/O operations are first collected, through task 
synchronization and then executed at the same time - more specifically it can be 
client-based or server-based. In client-based collective I/O there is a buffering 
layer in computational nodes, with a mapping from each buffer and an I/O node. 
In server based the buffering is limited to I/O nodes.  

·  Adaptive I/O- there are various methods. The application can directly 
communicate a "hint" to the system about its pattern or the system can "predict" 
the application©s pattern using run-time sampling.  

Some hybrid systems have been developed in order to maintain the exact pattern of the 
application. They are the SDM[ SDM1]  of Argonne National Labs. It uses an external 
relational DBMS where all the access of an application to an irregular grid or 
partitioned graph is stored as a history. After a first run that creates the history, each 
following run on the same data structure will take access via the history instead of 
newly resolving each single access. Hence a random access can become a sequential 
access.   

2.7.1 Low-level interfaces 
Discontinuous I/O, collective I/O, and hints [ PI HP01]  all require specialized 
application programming interfaces (API). These interfaces are intended to be low level 
when they do not record any information about the meaning of the data they store and 
the applications must keep track of where data elements are stored in the file. Three of 
such interfaces were proposed as standard API for parallel I/O applications: MPI-2 I/O, 
Scalable I/O Initiative©s Low Level API (SIO LLAPI) and HPF (High Performance 
FORTRAN).   

2.8 Semantic level 
In this section some basic concepts closely related to the semantic content of data will 
be introduced. That is, structures or information that conveys meaning, through 
describing the data content in terms of a naming classification or ontology, and that 
conveys meaning by describing the data in terms of its derivation from other data.  

Those structures that convey explicit or implicit data meaning take place at this level, 
are referred to commonly as data formats, derived or driven mainly by the abstract or 
logical view of the data, commonly the model. Actually we can think a data model as a 
complex set of basic data types related with rules to aggregate them and also an access 
method.  For example, a specific I/O interface dials with a defined data model. As data 
are stored, a specific format takes place.  

A key concept that plays a fundamental rule in conveying context and meaning of data 
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is   referred commonly as metadata or "data about data". We will introduce some 
specific definitions and properties of metadata in chapter 4 and explore systems that 
manipulate metadata structures and processes of finding data through metadata in 
chapter 5. 

 

The process of identifying novel, useful and understandable patterns in data is related to 
the topic of knowledge data discovery. It commonly uses techniques such as 
classification, association rule discovery and clustering. Despite this it is a very specific 
argument to some complex projects, like Sloan Digital Sky Survey, involving very large 
amounts of data about celestial objects, needs of techniques such as clustering to 
perform efficient spatial queries (see section 5.8). 

2.9 Standards for independent data representations 
When data is moved from a system to another with different architectures there may be 
some problems because low level representation of common data types can differ, 
which leads to the need of a common way to code the data. There are two well defined 
standards: XDR (RFC1832) and X.409.  

XDR uses a language to describe data formats. It is not a programming language and 
can only be used to describe the data formats.  It allows one to describe the intricate data 
formats in a concise manner.  The XDR language itself is similar to C.   Protocols such 
as ONC RPC (Remote Procedure Call) and the NFS (Network File System) use XDR to 
describe the format of their data. 

When applications use the XDR representation then data is "portable" at the level of the 
ISO presentation layer. XDR isn©t a protocol; it uses implicit typing and assumes big-
endian byte ordering, so there is not any computational overhead for type expansion due 
to the inserted type fields. Almost all portable data management software and libraries 
use XDR. 
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3 Data models and scientific data libraries 
 
A data model defines the data types and structures that an I/O library can understand 
and manipulate directly [PIHP01].  Scientific libraries manage data at a higher level 
than operating systems and other low level interfaces likes MPI-IO. Higher-level data 
models define specific data types and collection of types.  Some allow users to add 
descriptive annotations to data structures. Typically scientific applications deal with 
multidimensional arrays, meshes, and grids.  It is worthwhile to direct our attention to 
these kinds of libraries. There are also dedicated computational systems and emerging 
database technologies that were built with the aim of facilitating the handling of these 
kinds of data models. Nevertheless middleware services are built as an interface 
between the different kinds of systems,  each system dealing with a particular 
multidimensional array model. 

NetCDF, HDF, GRIB, and FreeForm will be briefly explored.  They will cover most of 
the important uses ranging from the general ones to meteorology and geophysics. They 
were chosen as an example because through them we can see a comprehensive 
landscape.     

NetCDF was one of the first large projects with a complete self-describing format 
interchange for scientific data sets provided with a complete API interface to 
applications (after CDF). 

HDF was a refinement and an enhancement of the netCDF statements, with the 
development to achieve performance in both parallel and non parallel I/O. Nevertheless 
efforts were made for an integration with new data exchange technologies such XML 
and related tools. 

GRIB and FreeForm represent a specialized and less sophisticated counterpart to the 
above.  Being quite old, GRIB is a diffuse standard in meteo-climatic data interchange 
and FreeForm represents a specialized tagging language (and tools) for describing and 
handling many proprietary data formats, with conversion capabilities.   

There were recent reports and publications about data management that point out their 
target over data interoperability, data formats and data fusion [ Kl eese99]  and the 
processes that are required to generate the input data for computational science as well 
as for the verification of the results of these simulations. There are also many sources 
spanned over the network about the data formats, e.g.[ Sci Dat a] . In the following we 
will briefly point out our intentions through a few examples, emphasizing some of the 
general aspects that we consider to be of some significance, such as models and access 
techniques.  

3.1 NetCDF  

3.1.1 Overview 
The Network Common Data Form (netCDF) was developed for the use of the Unidata 
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National Science Foundation-sponsored program, empowering U.S. universities, 
through innovative applications of computers and networks, to make the best use of 
atmospheric and related data for enhancing education and research. 
 
The netCDF software functions as a high level I/O library, callable from C or 
FORTRAN (now also C++ and Perl).  It stores and retrieves data in self-describing, 
machine-independent files. Each netCDF file can contain an unlimited number (there 
are limits due to the pointer size) of multi-dimensional, named variables (with differing 
types that include integers, reals, characters, bytes, etc.), and each variable may be 
accompanied by ancillary data, such as units of measure or descriptive text. The 
interface includes a method for appending data to existing netCDF files in prescribed 
ways. However, the netCDF library also allows direct-access storage and retrieval of 
data by variable name and index and therefore is useful only for disk-resident (or 
memory-resident) files. 
 
The aims of developers were to: 
 

·  Facilitate the use of common data files by distinct applications.  
·  Permit data files to be transported between or shared by dissimilar computers 

transparently, i.e., without translation. 
·  Reduce the programming effort usually spent interpreting formats in a way 

that is equally effective for FORTRAN and C programmers. 
·  Reduce errors arising from misinterpreting data and ancillary data.  
·  Facilitate using output from one application as input to another.  
·  Establish an interface standard which simplifies the inclusion of new software 

into the Unidata system. 
 
The netCDF library is distributed without licensing or other significant restrictions, and 
current versions can be obtained via anonymous FTP. 

3.1.2 Data acces model an performance 
NetCDF is an interface to a library of data access functions for storing and retrieving 
data in the form of arrays. An array is an n-dimensional (where n is 0, 1, 2 ...) 
rectangular structure containing items which all have the same data type (e.g. 8-bit 
character, 32-bit integer). A scalar (simple single value) is a 0-dimensional array. Array 
values may be accessed directly, without knowing details of how the data are stored, as 
the library implements an abstract data model. Auxiliary information about the data, 
such as what units are used, may be stored with the data. Generic utilities and 
application programs can access netCDF files and transform, combine, analyze, or 
display specified fields of the data.  
 
The physical representation of netCDF data is designed to be independent of the 
computer on which the data was written and is implemented in terms of XDR (eXternal 
Data Representation), a proposed standard protocol for describing and encoding data. 
XDR provides encoding of data into machine-independent sequences of bits. XDR has 
been implemented on a wide variety of computers, by assuming that only eight-bit bytes 
can be encoded and decoded in a consistent way. XDR uses the IEEE floating-point 
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standard for floating-point data.  
 
One of the goals of netCDF is to support efficient access to small subsets of large 
datasets. To support this goal, netCDF uses direct access rather than sequential access, 
by previous calculation of the data position through indices. This can be more efficient 
when data is read in a different order from to which it was written. However, a brief 
overview of the data format grammar indicates that data is stored in a flat model like 
FORTRAN arrays, a tradeoff between efficiency and simplicity, so some problems can 
arise with strided access. 
 
The amount of XDR overheads depends on many factors, but it is typically small in 
comparison to the overall resources used by an application. In any case, the overhead 
for  the XDR layer is usually a reasonable price to pay for portable, network-transparent 
data access. 
 
Although efficiency of data access has been an important concern in designing and 
implementing netCDF, it is still possible to use the netCDF interface to access data in 
inefficient ways: for example, bypassing buffering of large records object, or issuing 
many read calls for few data at a time for a single record (or many records).  
 
The NetCDF is not a database management system. Despite netCDF, designers state 
that multidimensional arrays are not well supported by DBMS engines. Some recent 
developments in object databases and lobs are supported in relational databases, which 
have enabled such kind of projects. Now there are multidimensional array support 
engines based on ODBMS or RDBMS. 
 

3.1.3 Some insight into the data model  
The following example from the netCDF manual illustrates the concepts of the data 
model.  This includes dimensions, variables, and attributes. The notation used to 
describe this netCDF object is called CDL (network Common Data form Language), 
which provides a convenient way of describing netCDF files. The netCDF system 
includes utilities for producing human-oriented CDL text files from binary netCDF files 
and vice versa. 
 
net cdf  exampl e_1 {   
/ /  exampl e of  CDL not at i on f or  a net CDF f i l e  
di mensi ons:   
/ /  di mensi on names and si zes ar e decl ar ed f i r st  
l at  = 5,  l on = 10,  l evel  = 4,  t i me = unl i mi t ed;  
var i abl es:   
/ /  var i abl e t ypes,  names,  shapes,  at t r i but es 
f l oat  t emp( t i me, l evel , l at , l on) ;  
 t emp: l ong. name = " t emper at ur e" ;  
 t emp: uni t s = " cel s i us" ;  
f l oat  r h( t i me, l at , l on) ;  
 r h: l ong. name = " r el at i ve humi di t y" ;  
 r h: val i d. r ange = 0. 0,  1. 0;  / /  mi n and max 
i nt  l at ( l at ) ,  l on( l on) ,  l evel ( l evel ) ;  
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 l at : uni t s = " degr ees. nor t h" ;  
 l on: uni t s = " degr ees. east " ;  
 l evel : uni t s = " mi l l i bar s" ;  
shor t  t i me( t i me) ;  
 t i me: uni t s = " hour s s i nce 1996- 1- 1" ;  
/ /  gl obal  at t r i but es 
: sour ce = " Fi ct i onal  Model  Out put " ;  
 
dat a:   
/ /  opt i onal  dat a assi gnment s 
l evel  = 1000,  850,  700,  500;  
l at  = 20,  30,  40,  50,  60;  
l on = - 160, - 140, - 118, - 96, - 84, - 52, - 45, - 35, - 25, - 15;  
t i me = 12;   
r h = . 5, . 2, . 4, . 2, . 3, . 2, . 4, . 5, . 6, . 7,  
 . 1, . 3, . 1, . 1, . 1, . 1, . 5, . 7, . 8, . 8,  
 . 1, . 2, . 2, . 2, . 2, . 5, . 7, . 8, . 9, . 9,  
 . 1, . 2, . 3, . 3, . 3, . 3, . 7, . 8, . 9, . 9,  
 . 0, . 1, . 2, . 4, . 4, . 4, . 4, . 7, . 9, . 9;   
}  
 
The general schema is as follows: 
 
net cdf  name {  
di mensi ons:  / /  named and bounded 
. . . . .  
var i abl es:  / /  based on di mensi ons 
. . . .  
dat a:  / /   opt i onal  
. . . . .  
}  
 

3.2 HDF 

3.2.1 Overview 
HDF is a self-describing extensible file format using tagged objects that have standard 
meanings. It is developed by National Center for Supercomputing Applications at the 
University of Illinois[ HDF1] . It is similar to netCDF but it implements some 
enhancements in the data model and the access of data has been improved.  As in 
netCDF, it stores both a known format description and the data in the same file.  
 
A HDF dataset consists of a header section and a data section. The header includes a 
name, a data type, a data space and a storage layout. The data type is either a basic 
(atomic) type or a collection of atomic types (compound types). Compound types are 
like C-structures while basic types are more complex than those of netCDF, in fact 
some low level properties can be specified such as size, precision and byte ordering. 
The native types (those supported by the system compiler) are a subset of the basic 
types. A data space is an array of untyped elements that define the shape and size of a 
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rectangular multidimensional array, but it doesn©t define the types of the individual 
elements. A HDF data space can be unlimited in more than one dimension, unlike 
netCDF. At least the storage layout specifies how the multidimensional data is arranged 
in a file. 
In some detail, a dataset is modeled as a set of data objects, where a data object can be 
split in two constituents, a data descriptor and data elements. Data descriptor contains 
HDF tags and dimensions. The former describes the format of the data because each tag 
is assigned a specific meaning; for example, the tag DFTAG_LUT indicates a color 
palette, the tag DFTAG_RI indicates an 8-bit raster image, and so on.  Consider a data 
set representing a raster image in an HDF file. The data set consists of three data objects 
with distinct tags representing the three types of data. The raster image object contains 
the basic data (or raw data) and is identified by the tag DFTAG_RI; the palette and 
dimension objects contain metadata and are identified by the tags DFTAG_LUT tags 
DFTAG_ID. 
The file arrangement is summarised in Figure 3-1. 

Figure 3-1  Relationships amongs parts of HDF File 

HDF libraries are organized as a layered stack of interfaces, where at the lowest level 
there is the HDF file, immediately up the low-level interface and at the next level the 
abstract access API. More than a model is implemented as we can see in the following 
Figure 3-2. 
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Figure 3-2 The HDF API  structuration 

3.2.2 Data acces model an performance 
HDF4 and HDF5 both support a physical layout called chunked data. Then the storage 
layout can be flat (sequential or row-wise) such as netCDF or chunked. When 
multidimensional data is stored to HDF files, it can be written in row-wise order, but if 
we known that data must be accessed in a strided pattern or by column, we can instruct 
the library routines to build a chunked structure. A chunk is a rectangular region of the 
entire multidimensional structure, comprising both of row and column subsections. This 
representation can improve performance by some factor, depending on underling file 
system and program©s I/O pattern. Such chunked representations also make a flexible 
way to define and store multidimensional datasets without a prior specification of all 
dimension bounds. Also sparse structures can be efficiently managed. HDF4 also 
introduced a way to develop concurrent access to a dataset via the multi-file interfaces. 
These are designed to allow operations on more than one file and data object at the same 
time.   

3.2.3 Developments 
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As XML (eXtensible Markup Language) takes place as a standard format for 
interchanging descriptions of scientific datasets, interchanging between programs and 
across time (i.e., store and retrieve) in an open and heterogeneous environment, the 
HDF development group plan to add a comprehensive suite of standard and tools to 
HDF5 due to its flexibility and high standardisation.  This is a very interesting 
development, because any HDF file can be directly interfaced to the web. The 
interaction between tools, interfaces and libraries is illustrated in Figure 3-3 

Figure 3-3 XML facilities with HDF5 

Another very interesting and useful development is in parallelization of the low level 
file access of HDF5. The development group has been working on defining an interface 
for HDF/MPI-ROMIO over representative operating systems (SP, CXFS, PVFS). Some 
progress has been made in this area, see[ PHDF] . 

3.3 GRIB 

3.3.1 Overview 
The following section briefly introduces the GRIB format as it is widely diffused in 
meteo-climatic applications. The World Meteorological Organization (WMO) 
Commission for Basic Systems (CBS) Extraordinary Meeting Number VIII (1985) 
approved a general purpose, bit-oriented data exchange format, designated FM 92- VIII 
Ext. GRIB (GRIdded Binary). It is an efficient vehicle for transmitting large volumes of 
grid enabled  data to automated centres over high speed telecommunication lines using 
modern protocols, without preliminary compressions (in recent  years, the issue of 
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bandwidth requirements were not as important as they are now) See [ GRI B]  for more 
details. 

 

A GRIB file is a sequence of GRIB records. Each GRIB record is intended for either 
transmission or storage and contains a single parameter with values located at an array 
of grid points, or is represented as a set of spectral coefficients, for a single level (or 
layer), encoded as a continuous bit stream. Logical divisions of the record are 
designated as "sections", each of which provides control information and/or data. A 
GRIB record consists of six sections, two of which are optional:  

 

1.  Indicator Section  

2. Product Definition Section (PDS)  

3. Grid Description Section (GDS) - optional   

4. Bit Map Section (BMS) - optional 

5. Binary Data Section (BDS) 

6. ©7777© (ASCII Characters) 

 

The following briefly describes the above fields.  (2) and (3) known as Product 
Definition Section (PDS) and Grid Definition Section (GDS) are the information 
sections.  They are most frequently referred to by the users of the GRIB data.  The PDS 
contains information about the parameters, level type, level and date of the record.  The 
GDS contains information on the grid type (e.g. whether the grid is regular or gaussian) 
and the resolution of the grid. 

It can be seen that apart from the data coding convention, this structure is very simple 
and self-explanatory. 

3.3.2 Data access model and performance 
The format is sequential, with a bitmapped grid for indication where point data is 
missing. No standard libraries or APIs were developed to handle GRIB datasets, so 
there are many in house codes and visualization tools that can help user to interacts with 
applications. 

 

3.4 FreeForm 

3.4.1 Overview 
The aim of the FreeForm project is to address the main problems of analysis tool 
developers.  There have been many standard formats but developers and producers of 
acquisition instrumentation, simulation software and filtering tools   mainly use 
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proprietary formats. So the idea is to make application formats independent, by putting 
format specifications and manipulations outside of them.   

FreeForm provides a flexible method for specifying data formats to facilitate data 
access, management and use. The large variety of data formats in use today is a primary 
obstacle in the way of creating versatile data management and analysis software. 
FreeForm was conceived, developed, and implemented at the National Geophysical 
Data Center (NGDC) to alleviate the problems that occur when you need to use data 
sets with varying native formats or to write format-independent applications.  The 
FreeForm Data Access System comprises a format description mechanism, a library of 
C functions, object-oriented constructs for data structures, and a set of programs (built 
using the FreeForm library and data objects) for manipulating data. FreeForm also 
includes several utilities for use with HDF files. 

The overall mechanism is quite simple; the user must specify a file format descriptor, 
with a defined grammar. The grammar is powerful enough for describing multi-section 
files, e.g. with file header (internal and external), record header (internal and external), 
file data sections and records data sections. Only the basic types, that is, those normally 
handled by scientific programming languages are available.  Fixed length tabular file 
handling is very easy.  There have been some utilities for conversion from ASCII to 
binary formats in both directions, and from these to HDF-SDS also in both directions. 

3.4.2 Data access model and performance 
This format is sequential and the data access does not matter. Standard libraries and 
APIs were developed to handle FreeForm datasets format descriptors. 
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4 Finding data and metadata 
The typical landscape, in scientific data management, has involved large amounts of 
data stored in files of some format. Some technologies such as relational databases are 
becoming more popular although not for storing main data.  Object oriented databases 
are in use in some of the cutting edge fields such as particle physics with involved 
simulating large scale experiments. 

When data resides in a small collection of files, the file names alone may contain 
enough information to help a user with the first task. Large collections of files, 
distributed collections and complex data sets (digital libraries) require more 
sophisticated techniques. Some data management techniques are also useful for files 
that reside in tertiary storage, since browsing these files interactively is not usually 
practical. 

A user looking for a particular piece of data has several options. Scanning a list of file 
names is not a very good method and the challenge becomes more difficult if the user is 
interested in the meaning that can be extracted from only stored data.  In some cases it 
may be necessary to use some visualization tools. 

Most scientific applications with large amounts of spanned datasets need some 
cataloguing techniques and some rules to build these catalogues of metadata (i.e., data 
about data).  

Metadata can describe primary data either in its meaning or structure. It gives the user 
the ability to find out any interesting features and also a method to aid the finding 
process.  For this reason, it adds value to data, and it is recognised as being an essential 
requirement by everyone involved in the exercise. 

Although this topic may appear trivial, it is the central hub in many recent projects 
within the scientific data management community.  For example, we can think that the 
enhancements to the world wide web are due to the developments of the search engines 
and web crawlers.   Markup Languages play an important role in this development. 
They have added a conventional hint, the tag, to the raw information. Now there are 
developments in such areas, through new standards such as XML and the semantic web. 

4.1 Metadata in depth 
The metadata used to describe the collections and the datasets in collections, can be 
viewed split into a number of layers. One can identify that metadata, at the lowest level, 
provides information about the physical characteristics of the dataset, such as those 
retained in the file system directory. At the highest level it provides information that is 
particular to a dataset which is relevant only to one or a small group of scientists. 
Classifications of these layers have been made recently;  

Kernel metadata can be seen as the basic metadata that integrates all the levels of 
metadata up to their lowest level. This metadata set includes information about the 
overall metadata organization, about catalogues and about how two sets of metadata can 
be interoperated which is very important. 
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System-centric metadata stores information that has systemic relevance, such as 
physical location, replicas placement, size, ownership for access policies, access 
control, resources utilization etc. 

Standard metadata implements standards (previously agreed standards) within the 
digital library community, such as the Dublin core, MARC, etc. 

Domain-centric metadata implements standards (previously agreed) inside (and across) 
scientific disciplines. For example standards such as those used by an image 
consortium.  (AMICO), by the ecological community (EML), for astronomical 
instruments (AIML), in chemistry (CML), etc.   

Application level metadata includes information that is particular to the specific 
application, experiment, group or individual researcher. They can also describe how to 
present a particular dataset, which is very important.   

4.2 Finding through metadata 
The ability to manipulate data sets through collection-based access mechanism enables 
the federation of data collections and the creation of persistent archives. Federation is 
enabled by publishing the schema used to organize a collection, possibly as an XML 
DTD document. Information discovery can then be done through queries based upon the 
semi-structured representation of the collection attributes provided by the XML DTD. 
Distributed queries across multiple collections can be accomplished by mapping 
between the multiple DTDs, either through the use of rule-based ontology mapping, or 
token-based attribute mapping. Persistent archives can be enabled by archiving the 
context that defines both physical and logical collection organization along with the data 
sets that comprise the collection. This mapping makes the collection independent from 
the underlying technologies used for both purposes of primary data storage and 
metadata handling. As will be seen in the following chapters there are some key projects 
that have the aim of both increasing the federation and the information discovery.  Their   
development is very close to the grid technology enhancement. 

In short they combine some common features to make a suitable service: 

·  Name transparency - unique names for data sets are extremely hard to come by 
(e.g. URI); frequently access based on attributes is a better choice; 

·  Location transparency - means that the physical location is directly managed by 
the data handling system that manages also replicas and optimized path-finding; 

·  Protocol transparency -   means that all required information related to the 
physical data access must be directly managed by the data handling system 
which  hides in some way the  overhead to the end user. This is also a difficult 
matter to manage because each domain uses different access policies and 
authentication mechanism; 

·  Time transparency - at least five mechanisms can be used to minimize retrieval 
time for distributed objects: caching, replication, aggregation, parallelization and 
remote filtering.    
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At the moment there is some work on-going in W3C to make some new well defined 
standards to facilitate the development of languages for expressing information in a 
machine processable form, the so called Semantic Web[ SW1] .  The idea is of having 
data on the web, defined and linked in a way that it can be used by machines not just for 
display purposes, but for automation, integration and reuse of data across various 
applications. This goal is reached through the RDF (Resource Description Framework) 
that is a general-purpose language for representing information in the World Wide Web. 
It is particularly intended for representing metadata about Web resources, such as the 
title, author, and modification date of a Web page, the copyright and syndication 
information about a Web document, the availability schedule for some shared resource, 
or the description of a Web user©s preferences for information delivery. RDF provides a 
common framework for expressing this information in such a way that it can be 
exchanged between applications without loss of meaning. RDF links can reference any 
identifiable things, including things that may or may not be Web-based data. The result 
is that in addition to describing Web pages, we can also convey information about 
something else. Further, RDF links themselves can be labeled, to indicate the kind of 
relationship that exists between the linked items. Since it is a common framework, 
application designers can leverage the availability of common RDF parsers and 
processing tools. Exchanging information between different applications means that the 
information may be made available to applications other than those for which it was 
originally created. RDF is specified using XML. 

4.3 Knowledge discovery and Data mining 
The terms knowledge discovery (KD) and data mining are often used interchangeably, 
but a more precise definition holds that KD is "the non-trivial process of identifying 
valid, novel potentially useful and ultimately understandable patterns in data", while 
data mining "is a step in the KD process consisting of applying computational 
techniques that ...produce a particular enumeration of patterns over the 
data"[ Fayyad1] .  

The problems that data mining addresses fall into three categories: classification, 
association rule discovery and clustering. Classification consists of placing records into 
a predefined set of categories based on the data they contain, sometimes related to a 
training set of data. In classification both statistical and neural networks based approach 
are used. Association rule discovery tries to find combinations of attribute values that 
occur together in a database. Clustering techniques consists in partitioning a dataset into 
groups of similar records. 

As we can see, knowledge discovery is a very specialized topic, and although many 
scientific disciplines take advantage from these techniques, there is little in the way of 
on-going research in this area since this does not appear to be the focus at the moment. 



ENACTS -Data Management in HPC 

October 2003 
46 

5 Higher level projects involving complex data 
management  

5.1 Introduction  
In this chapter we will introduce some of the main research projects that have been 
undertaken in different scientific disciplines.  These projects have been selected because 
they introduce new features and propose interesting solutions for complex data 
management activity. 

Biological sciences  

·  BIRN  

·  Bioinformatics Infrastructure for Large-Scale Analyses  

Computational Physics and Astrophysics 

·  GriPhyN  

·  PPDG  

·  Nile  

·  China Clipper   

·  Digital Sky survey  

·  European Data Grid  

·  ALDAP  

Scientific visualization 

·  DVC  

Earth Sciences and Ecology 

·  Earth System Grid I and II 

·  Knowledge Network for Bio-complexity. 

 

5.2 BIRN / Federating Brain Data  
The Federating Brain Data project, part of the Neuroscience group at 
NPACI[ Neur o1] , is focused on providing access to heterogeneous distributed 
databases of neuronal data. The goal is to build an "infrastructure and strategies for the 
integration of brain data collected in various organisms with different experimental 
approaches and at multiple scales of resolution into a body of cross-accessible 
knowledge", thus integrating visualization approaches and databases to allow merging 
of data ranging from whole brain imaging to high-resolution 3-D light and electron 
microscope data on individual neurons. 
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Integrating neuronal databases is challenging because of the large heterogeneity in both 
the types of data involved and the diversity of approaches used to study the same 
phenomenon (e.g., physiological, anatomical, biochemical, and so forth). In addition to 
mediating queries for different representations of the same entities, the system must also 
deal with sources that are inherently different, but related through expert knowledge. 

The solution must then involve two main fields, data format (and models) integration 
and semantic representation integration. The researchers are developing KIND 
(Knowledge Based Integration of Neuroscience Data see Figure 5-1),[ ABM1]  a 
wrapper-mediator architecture that combines application-supplied logic rules, data 
sources from various scientific studies (e.g., PROLAB, DENDREC, CAPROT, and 
NTRANS) and knowledge databases (e.g., ANATOM and TAXON). 

 

 

Figure 5-1 The KIND mediator architecture 

 

The project implies extension of the conventional wrapper-mediator architecture with 
one or more domain knowledge bases that provide the semantic glue between sources 
through facts and rules from the application domain.  

In fact the author emphasizes that the integration problem is different from those 
addressed by database federation, where the main tasks are schemas integration and 
conflicts or mismatches resolution. Thus the mediator enhances view-based information 
integration with deductive capabilities. Data manipulation and restructuring operations 
for integration can be performed not only on the base data from the sources but also on 
intentional data derivable from the knowledge bases. To do so they employed an AI 
derived declarative logical formalism, the so called F-logic that extends the properties 
of a first order logic formalism with object-oriented features to achieve an 
implementation of a deductive object-oriented query language and engine. They 
integrate data and rules to express knowledge and ontology.  

At the system level the project is pursued in building a prototype distributed database 
using the SDSC Storage Resource Broker at Montana State University. Other efforts are 
focused on developing caching algorithms to improve network performance of the 
federated databases composed of data from UCLA, SDSC, and Washington University. 
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There have been some recent advances in connection with the BIRN project, involving 
the TeraGrid network infrastructure. 

5.3 Bioinformatics Infrastructure for Large-Scale Analyses 
This project is part of NPACI©s Bioinformatics Infrastructure for Large-Scale Analysis 
with the aim of building an infrastructure for large-scale analysis of bio-molecular 
data[ BI LSA1] . The project uses data manipulation, analysis, and visualization to 
integrate data from distributed molecular structure databases, such as the Protein Data 
Bank (PDB). The metacomputing environment of Legion is then used for performing 
large-scale computations across the databases.  

The project involves the following applications and technologies:  

·  Molecular Science Collections: Stanford University and the University of 
Houston; 

·  The Storage Resource Broker (SRB) and Metadata Catalog (MCAT): San Diego 
Supercomputing  Center (SDSC);  

·  Mediation of Information Using XML (MIX): SDSC ; 

·  Legion: University of Virginia; 

·  Molecular comparison algorithms: Stanford University, SDSC, University of 
Texas; 

 

The data management consists of a federation of databases including the PDB, 
GenBank, and the Molecular Dynamics Trajectory Database. Each database connects to 
the Storage Resource Broker (SRB) to enable uniform access and authorization 
mechanisms to the various collections. Researchers developed molecular scanning and 
comparison algorithms that use Legion to employ distributed computing resources to 
perform linear scans and all-versus-all comparisons across the associated databases. 

Our interest is focused in two components of the project: SRB and MIX mediator. The 
SRB will be dealt with in more depth in a later chapter, while MIX is understood here as 
an example of use of XML as "data exchange and integration" tool. 

5.3.1 MIX (Mediation of Information Using XML) 
The project is based on the assumption that the Web emerges as a distributed database 
and XML as the data model of this huge database[ MI X1] . In the near future many 
sources will be exporting an XML view of their data along with semantic descriptions 
of the content and descriptions of the interfaces (XML queries) that may be used for 
accessing the data. Users and applications will then be able to query these view 
documents using an XML query language. Within the project in 1998 (following the 
same direction), researchers developed the XMAS query language for XML data. 
XMAS is a functional language, which was influenced by OQL and has a 
straightforward reduction to the tuple-oriented XMAS algebra. Its key difference from 
the XQuery core is its tuple orientation, which enables query processing in a fashion 
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that is compatible with what is known as relational, nested relational and object-oriented 
databases. It also has a group-by group construct. An architectural schema of MIX is 
presented in Figure 5-2. 

 

 

Figure 5-2 The MIX architecture 

 

As we can see from Figure 5-2, the main module of the "mediator" is the Query 
processor. The queries are constructed by the client application, navigating across the 
virtual XML view (the DOM-VXD) of the data source is "mapped" through the 
"mediator". The data source "structure" is mapped toward the mediator directly as an 
XML source or by a "wrapper" that makes an XML document. The "mediator" is aware 
of the DTD of the XML source, directly by the exported DTD, or by referring to it in 
the underlying document structure. 

A key point is that the researchers chose XMAS [ XMAS1]  as the language for the query 
specification (XML Matching Structuring). This language is based upon a defined 
algebra.  It is a tradeoff between an expressive power and an efficient query processing 
and optimization.  

Wrappers are able to translate XMAS queries into queries or commands that the 
underlying source understands. They are also able to translate the result of the source 
into XML. 

5.4 GriPhyN  
The Grid Physics Network [ GRI PH1]  project is building a production data grid for data 
collections gathered from various physics experiments. The data involved is that arising 



ENACTS -Data Management in HPC 

October 2003 
50 

from the CMS and ATLAS experiments at the LHC (Large Hadron Collider), LIGO 
(Laser Interferometer Gravitational Observatory) and SDSS (Sloan Digital Sky Survey). 
The long term goal is to use technologies and experience from developing the GriPhyN 
to build larger, more diverse Petascale Virtual Data Grids (PVDG) to meet the data-
intensive needs of a community of thousands of scientists spread across the world. The 
success of building a Petascale Virtual Data grid relies on developing the following:  

·  Virtual data technologies: e.g. to develop new methods to catalog, characterize, 
validate, and archive software components to implement virtual data 
manipulations;  

·  Policy-driven request planning and scheduling of networked data and 
computational resources. The mechanisms for representing and enforcing local 
and global policy constraints and policy-aware resource discovery techniques;  

·  Management of transactions and task-execution across national-scale and 
worldwide virtual organizations. The mechanisms to meet user requirements for 
performance, reliability and cost. 

Figure 5-3 describes it pictorially: 

 

Figure 5-3 An overview of the GriPhyN services interaction 

The first challenge is the primary deliverable for the GriPhyN project. To address this 
challenge, the researchers are developing an application-independent Virtual Data 
Toolkit (VDT): a set of virtual data services and tools to support a wide range of virtual 
data grid applications.  

The tools actually deployed with the Virtual Data Toolkit are in the following order 

VDT- Server: 

·  Condor for local cluster management and scheduling; 

·  GDMP for file replication/mirroring; 
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·  Globus Toolkit GSI, GRAM, MDS, GridFTP, Replica Catalog & Management. 

VDT   Client: 

·  Condor-G for local management of Grid jobs; 

·  DAGMan  for support Directed Acyclic Graphs (DAGs) of Grid job; 

·  Globus Toolkit Client side of GSI, GRAM, GridFTP & Replica Catalog & 
Management. 

VDT   Developer:    

·  ClassAd for supports of collections and Matchmaking; 

·  Globus Toolkit  for the  Grid APIs. 

 

The aim is "virtualization of data", e.g. the creation of a framework that describes how 
data is produced from existing sources (program data or stored data or sensed data) 
rather than the management of newly stored data. In doing this, the components of the 
toolkit are tied as seen in Figure 5-4.      

 

Figure 5-4 The Virtual Data Toolkit Middleware integration  

Assuming that the reader is aware of the Globus and Condor terminology and 
components, the terminology used in the Figure 5.3 needs some explanations about 
DAGs. 

An application makes a request to the underlying "Executor" (a Condor module) as a 
DAG (directed acyclic graph), where a node is an action or job and the edge is the order 
of execution. An example of DAG is depicted in Figure 5-5. 

DAGMan is the Condor module that manages this kind of "execution graphs" by 
performing the actions specified in nodes of the DAG, in the defined order and 
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constraints. DAGMan has some sophisticated features that permit a level of fault 
recovery and partial execution and restart, so if some of the jobs do not terminate 
correctly, DAGMan makes a record (rescue file) of the sub graph whose execution can 
be restarted. 

Recently a new component that implements a formalized concept of Virtualization of 
Data was added to the project: Chimera[ CHI M1] .  

 

 

 

Figure 5-5 A simple DAG of jobs 

5.4.1 Chimera 
This component relies on the hypothesis that much scientific data is not obtained from 
measurements but rather derived from other data by the application of computational 
procedures. The explicit representation of these procedures can enable documentation of 
data provenance, discovery of available methods, and on-demand data generation (so 
called virtual data). To explore this idea, the researchers have developed the Chimera 
virtual data system, which combines a virtual data catalog, for representing data 
derivation procedures and derived data, with a virtual data language interpreter that 
translates user requests into data definition and query operations on the database. The 
coupling of the Chimera system with distributed Data Grid services then enable on-
demand execution of computation schedules constructed from database queries. The 
system was applied to two challenge problems, the reconstruction of the simulated 
collision event data from a high-energy physics experiment, and the search of digital 
sky survey data for galactic clusters. Both yielded promising results. The architectural 
schema of Chimera is summarised in Figure 5-6. 
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Figure 5-6 Chimera and applications 

In short, it comprises of two principal components: a virtual data catalog (VDC; this 
implements the Chimera virtual data schema) and the virtual data language interpreter, 
which implement a variety of tasks in terms of calls to virtual data catalog operations. 
Applications access Chimera functions via a standard virtual data language (VDL), 
which support both data definition statements, used for populating a Chimera database 
(and for deleting and updating virtual data definitions), and query statements, used to 
retrieve information from the database. One important form of query returns (as a DAG) 
a representation of the tasks that, when executed on a Data Grid, create a specified data 
product. Thus, VDL serves as a lingua franca for the Chimera virtual data grid, allowing 
components to determine virtual data relationships, to pass this knowledge to other 
components, and to populate and query the virtual data catalog without having to 
depend on the (potentially evolving) catalog schema. Chimera functions can be used to 
implement a variety of applications. For example, a virtual data browser might support 
interactive exploration of VDC contents, while a virtual data planner might combine 
VDC and other information to develop plans for computations required to materialize 
missing data. The Chimera virtual data schema defines a set of relations used to capture 
and formalize descriptions of how a program can be invoked, and to record its potential 
and/or actual invocations. The entities of interest are transformations, derivations, and 
data objects (as referenced in the above Figure 5-6) are defined as follows: 

·  A transformation is an executable program. Associated with a transformation is 
information that might be used to characterize and locate it (e.g., author, version 
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and cost) and information needed to invoke it (e.g., executable name, location, 
arguments and environment); 

·  A der ivation represents an execution of a transformation. Associated with a 
derivation is the name of the associated transformation, the names of data 
objects to which the transformation is applied, and other derivation-specific 
information (e.g., values for parameters, time executed and execution time). 
While transformation arguments are formal parameters, the arguments to a 
derivation are actual parameter;  

·  A data object is a named entity that may be consumed or produced by a 
derivation. In the applications considered to date, a data object is always a 
logical file, named by a logical file name (LFN); a separate replica catalog or 
replica location service is used to map from logical file names to physical 
location(s) for replicas. However, data objects could also be relations or objects. 
Associated with a data object is information about that object: what is typically 
referred to as metadata. 

5.4.2 VDL 
The Chimera virtual data language (VDL) comprises both data definitions and query 
statements. Instead of giving a formal description of the language and the virtual data 
schema, we will introduce with examples two data derivation statements, TR and DV, 
and then the queries.  Internally the implementation uses XML, while we use a more 
readable syntax here. 

The following statement is a transformation. The statement, once processed, will create 
a transformation object that will be stored in the virtual data catalog. 

TR t 1(  out put  a2,  i nput  a1,  none env=" 100000" ,  none 
pa=" 500"  )   

{  app vani l l a = " / usr / bi n/ app3" ;  

  ar g par g = " - p " ${ none: pa} ;  

  ar g f ar g = " - f  " ${ i nput : a1} ;  

  ar g xar g = " - x - y " ;  

  ar g st dout  = ${ out put : a2} ;  

  pr of i l e env. MAXMEM = ${ none: env} ;  

}  

The definition reads as follows. The first line assigns the transformation a name (t 1) for 
use by derivation definitions, and declares that t1 reads one input file (formal parameter 
name a1) and produces one output file (formal parameter name a2). The parameters 
declared in the TR header line are transformation arguments and can only be file names 
or textual arguments. The APP statement specifies (potentially as a LFN) the executable 
that implements the execution. The first three ARG statements describe how the 
command line arguments to app3 (as opposed to the transformation arguments to t 1) 
are constructed. Each ARG statement is comprised of a name (here, parg, farg, and xarg) 
followed by a default value, which may refer to transformation arguments (e.g., a1) to 
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be replaced at invocation time by their value. The special argument stdout (the fourth 
ARG statement in the example) is used to specify a filename into which the standard 
output of an application would be redirected. Argument strings are concatenated in the 
order in which they appear in the TR statement to form the command line. The reason 
for introducing argument names is that these names can be used within DV statements to 
override the default argument values specified by the TR statement. Finally, the 
PROFI LE statement specifies a default value for a UNIX environment variable 
(MAXMEM) to be added to the environment for the execution of app3. Note the 
"encapsulation" of the Condor job specification language. 

The following is a derivation (DV) statement. When the VDL interpreter processes such 
a statement, it records a transformation invocation within the virtual data catalog. A DV 
statement supplies LFNs for the formal filename parameters declared in the 
transformation and thus specifies the actual logical files read and produced by that 
invocation. For example, the following statement records an invocation of 
transformation t 1 defined above. 

DV t 1(   

a2=@{ out put : r un1. exp15. T1932. summar y} ,  

a1=@{ i nput : r un1. exp15. T1932. r aw} ,  

env=" 20000" ,   

pa=" 600"   

) ;  

 

The string immediately after the DV keyword names the transformation invoked by the 
derivation. In contrast to transformations, derivations need not be named explicitly via 
VDL statements. They can be located in the catalog by searching for them via the 
logical filenames named in their IN and OUT declarations as well as by other attributes. 
Actual parameters in a derivation and formal parameters in a transformation are 
associated by name. For example, the statement above results in the parameter a1 of t 1 
receiving the value r un1. exp15. T1932. r aw and a2 the value 
r un1. exp15. T1932. summar y . The example DV definition corresponds to the 
following invocation:  

expor t  MAXMEM=20000  

/ usr / bi n/ app3  - p 600  - f   r un1. exp15. T1932. r aw  - x  - y  > 
\   r un1. exp15. T1932. summar y 

Chimera©s VDL supports the tracking of data dependency chains among derivations. So 
if one derivation©s output acts as the input of one or more other derivations the system 
can makes the DAG of dependencies (where TR are nodes and DV are edges) and then a 
"compound transformation". 

Since VDL is implemented in SQL,  query commands allow one to search 
transformations by specifying a transformation name, application name, input LFN(s), 
output LFN(s), argument matches, and/or other transformation metadata. One searches 
for derivations by specifying the associated transformation name, application name 
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input LFN(s) and/or output LFN(s). An important search criterion whether derivation 
definitions exist that invokes a given transformation with specific arguments. From the 
results from such a query, a user can determine if desired data products already exist in 
the data grid, and can retrieve them if they do and create them if they do not. Query 
output options specify, first of all, whether output should be recursive or non-recursive 
(recursive shows all the dependent derivations necessary to provide input files assuming 
no files exist) and second whether present output in columnar summary, VDL format 
(for re-execution), or XML. 

 

5.5 PPDG  (Particle Physics Data Grid) 
The Particle Physics Data Grid project is an ongoing collaborative effort between 
physicists and computer scientists at several US DOE laboratories and universities, to 
provide distributed data access and management for large particle and nuclear physics 
experiments. They build their systems on top of existing grid middleware and provide 
feedback to the middleware developers describing shortcomings of the implementations 
as well as recommending additional features. They are also working closely with the 
GriPhyN and the CERN DataGrid with the longer term goal of combining these efforts 
to form a Petascale Virtual-Data Grid. The PPDG intends to provide file-based transfer 
capabilities with additional functionality for file replication, file caching, pre-staging, 
and status checking of file transfer requests. They provide this functionality by building 
on the existing capabilities of the SRB, Globus, and the US LBNL HPSS Resource 
Manager (HRM). Security is provided through existing grid technologies like GSI. 

Figure 5-7 illustrates the PPDG component©s interactions. 

 

 

 

Figure 5-7 PPDG’s middleware interactions 
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All components except QE and HSM are reviewed in this document, the following 
explains the rest. 

In brief, HRM (Hierarchical Resource Manager) or "hierarchical storage systems 
manager" is a system that couples a TRM (tape resource manager) and a DRM (disk 
resource manager) which implements a hierarchical management at higher level that 
includes: 

·  Queuing of file transfer requests (reservation); 

·  Reordering of request (e.g. by files in the same tape) to optimize PFTP 
(Parallel FTP); 

·  Monitoring progress and error messages; 

·  Reschedules failed transfers; 

·  Enforces local resource policy. 

HRM is part of the SRM (Storage Resource Manager) middleware project, implemented 
using CORBA. 

5.6 Nile 
The Nile project [ Ni l e1]  was deployed to address the problem of analysis of data from 
the CLEO High Energy Physics (HEP) experiment. Nile is substantially a distributed 
operating system allowing embarrassingly parallel computations on a large number of 
commodity processors (reference Condor). Each processor uses the same executable 
image, but different processors operate on a different subset of the total data. In the 
main computation phase, each processor is assigned a subset, or slice, of the data. In the 
collection phase, the output of each processor is assembled so that the computation 
appears as if it took place on a single computer. Nile has two principal components:  

The Nile Control System, NCS, is the set of distributed objects that is responsible for 
the control, management, and monitoring of the computation. The user submits a "Job" 
to the NCS, which then arranges for the job to be divided into "Sub-jobs".  

A set of machines, where the actual computations take place. 

The distributed object communication mechanism uses CORBA which is scalable, 
transparent to the user, and standards-based. Each of the different NCS objects (see 
architecture diagram Figure 5-8) can run on the same host or many different hosts 
according to the requirements.  The implementation itself is in Java which means that 
"in principle" Nile will work on any architecture or operating system that supports Java.   
Nile is "self-managing" or "fault-resilient". Specifically, if individual sub jobs fail, the 
data is automatically further subdivided (if appropriate) and a new sub-job(s) is run, 
possibly on a different node. Nile can manage a significant degree of sub-job failure 
without user or administrator intervention. 

Nile manages failures of individual components in two ways. The control objects 
themselves are persistent, so if any single object fails it can be restarted from its 
persistent state. A sub-job, on the other hand, is deemed disposable - if it fails for any 
reason, it is simply restarted (possibly on a different machine) using the same data 
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specification, and the earlier computation is not used. Of course, a job can still fail 
because of a coding error.  

 

 

 

 

Figure 5-8 Nile components 

After some number of unsuccessful restarts, a job then has to be marked as failed. 

Another interesting planned feature of Nile is that it operates management of data 
repositories directly through a defined interface to object and relational database 
management system. This kind of data management is controlled by the Advanced 
server for SWift Access to Nile (ASWAN). It provides a database-style query interface 
and is designed to match the access patterns of HEP applications and to integrate with 
parallel computing environments. HEP data is stored as a set of events that can be 
independently managed and read for analyses. This allows flexibility in the data 
distribution schemes and allows for event level parallelism during input. Since HEP 
data is mostly read, and rarely updated, DBMS operations for concurrency and 
reliability are unnecessary. From the online documentation it seems that the system does 
not   reach the expected performance. 

5.7 China Clipper  
The China Clipper Project (a collaboration between LBNL, NERSC, ESnet, SLAC, and 
ANL[ Chi na1] ) is developing an infrastructure to enable scientists to generate, catalog, 
and analyze large datasets at high data rates. The high-level goals are to design and 
implement a collection of architecturally consistent middleware service components that  
support high-speed access to, and integrated views of, multiple data archives; resource 
discovery and automated brokering; comprehensive real-time monitoring and 
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performance trend analysis of the networked subsystems, including the storage, 
computing, and middleware components; and flexible and distributed management of 
access control and policy enforcement for multi-administrative domain resources.  The 
China Clipper uses the Distributed Parallel Storage System (DPSS) to assemble a high-
speed distributed cache for the access to the distributed data archives. The cache acts as 
a single, large, block-oriented I/O device (i.e., a virtual disk). In addition to providing 
transparent performance optimizations like automatic TCP buffer tuning and load 
balancing based on current network conditions, DPSS isolates the application from the 
tertiary storage systems and instrument data sources. Other functionality such as 
resource discovery and automated brokering, real-time modeling and performance 
analysis, and access control will come from integrating existing grid technologies like 
Globus, WALDO, NetLogger, and SRB. China Clipper is being used for high-energy 
physics (HEP) applications running over a wide-area network. The developers 
demonstrated a throughput of 57 MB/s from disk storage (four OC-3 DPSS servers, 
sending to one OC-12 client, tuned with NetLogger) to a remote physics application. 
This measured performance was one order of magnitude faster than what has been 
achieved in other comparable networks. 

5.8 Digital Sky Survey (DSS)  and Astrophysical Virtual 
Observatory (AVO) 
These projects, which were funded by the US institutions in NPACI [ DSS1]  and the 
EU institutions[ AVO1] , have essentially the same goals, specifically a data grid of 
federated collections of digital sky surveys for building an astrophysical virtual 
observatory. With the abundance of retrieved documentation, the following describes 
DSS.  

DSS [ Br unner 1]  is a cooperation between the California Institute of Technology 
Center for Advanced Computing Research (CACR) with the NPACI, for "building a 
data grid of federated collections of Digital Sky surveys". To date they have 
incorporated, many different wavelength survey collections from the Digital Palomar 
Observatory Sky Survey (DPOSS), the 2-Micron All Sky Survey (2MASS), the NRAO 
VLA Sky Survey (NVSS), and the VLA FIRST radio survey. They have also been 
coordinating with the Sloan Digital Sky Survey (SDSS) to adopt standards and 
conventions to allow common access to all of the surveys. The project will provide 
simultaneous access to the collections of data, together with high-performance 
computing to allow detailed correlated studies across the entire dataset. The data from 
the Palomar, 2MASS, and NVSS surveys are expected to yield over one billion sources, 
and the image data will comprise several tens of terabytes. Astronomers will be able to 
launch sophisticated queries to the catalogs describing the optical, radio, and infrared 
sources, and then undertake detailed analysis of the images for morphological and 
statistical studies of both discrete sources and extended structures. Computing facilities 
at CACR and at SDSC, will provide significant capability for pattern recognition, 
automatic searching and cataloging, and computer assisted data analysis.  

Due to the generality of DSS challenges we have only addressed some of the aspects of 
SDSS.   
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5.8.1 The Data Products 
The SDSS creates four main data sets:  

1. A photometric catalog; 

2.  A spectroscopic catalog;  

3. Images; 

4. Spectra.  

The photometric catalog is expected to contain about 500 distinct attributes for each of 
the one hundred million galaxies, one hundred million stars, and one million quasars. 
These include positions, fluxes, radial profiles, their errors, and information related to 
the observations. Each object will have an associated image cut-out (atlas image) for 
each of the five filters. The spectroscopic catalog will contain identified emission and 
absorption lines, and one-dimensional spectra for 1 million galaxies, 100,000 stars, and 
100,000 quasars. Derived custom catalogs may be included, such as a photometric 
cluster catalog, or quasar absorption line catalog. In addition there will be a compressed 
1TB Sky Map.  These products are about 3TB plus 40TB of image data. 

Observational data from the telescopes is shipped on tapes to Fermi National Laboratory 
(FNAL) where it is reduced and stored in the Operational Archive (OA).  Data in the 
Operational Archive is reduced and calibrated via method functions. The calibrated data 
is published to the Science Archive (SA). The Science Archive contains calibrated data 
organized for efficient science use. The SA provides a custom query engine that uses 
multidimensional indices. Given the amount of data, most queries will be I/O limited, 
thus the SA design is based on a scalable architecture, ready to use large numbers of 
cheap commodity servers, running in parallel. Science archive data is replicated to 
Local Archives (LA). The data gets into the public archives (MPA, PA) after 
approximately 1-2 years of science verification, and recalibration. A WWW server will 
provide public access. The public will be able to see project status and see various 
images including the “ Image of the week” . The Science Archive and public archives 
employ a three-tiered architecture: the user interface, an intelligent query engine, and 
the data warehouse. This distributed approach provides maximum flexibility, while 
maintaining portability, by isolating hardware specific features. Both the Science 
Archive and the Operational Archive are built on top of Objectivity/DB, a commercial 
OODBMS. 
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Figure 5-9 The “ sophisticated”  SDSS data pipeline 

Recently the public access to the Sloan Digital Sky Server Data was built on top of a 
RDBMS instead of the OODBMS, as we will see in the following.  As example, in 
Figure 5-9 we report the flow chart of the data pipeline of the SDSS. 

5.8.2 Spatial Data Structures  
The large-scale astronomy data sets consist primarily of vectors of numeric data fields, 
maps, time-series sensor logs and images: the vast majority of the data is essentially 
geometric. The success of the archive depends on capturing the spatial nature of this 
large-scale scientific data. The SDSS data has high dimensionality - each item has 
thousands of attributes. Categorizing objects involves defining complex domains 
(classifications) in this N-dimensional space, corresponding to decision surfaces. The 
SDSS teams are investigating algorithms and data structures to quickly compute spatial 
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relations, such as finding nearest neighbours, or other objects satisfying a given criterion 
within a metric distance. The answer set cardinality can be so large that intermediate 
files simply cannot be created. The only way to analyze such data sets is to pipeline the 
answers directly into analysis tools.  

5.8.3 The indexing problem 
The SDSS data objects come from different catalogues that use different coordinate 
systems and resolution and thus need to be spatially partitioned among many servers. 
The partitioning scheme must fit the different levels of representation and must be 
applied at the time of the data loading in the SA. 

At the loading time the data pipeline creates the clustering unit databases and containers 
that hold the objects. Each clustering unit is touched at most once during a load. The 
chunk data is first examined to construct an index. This determines where each object 
will be located and creates a list of databases and containers that are needed. Then data 
is inserted into the containers in a single pass over the data objects. 

 

Figure 5-10 The HTM “ tiling”  

The coordinate systems that are mainly used are: right-ascension and declination 
(comparable to latitude-longitude in terrestrial coordinates, ubiquitous in astronomy) 
and the (x,y,z) unit vector in J2000 coordinates, stored to make arc-angle computations 
fast. The dot product and the Cartesian difference of two vectors are quick ways to 
determine the arc-angle or distance between them. To make spatial area queries run 
quickly, the Johns Hopkins hierarchical triangular mesh (HTM) code [ Kunszt 1]  was 
added to query engines. Briefly, HTM inscribes the celestial sphere within an 
octahedron and projects each celestial point onto the surface of the octahedron. This 
projection is approximately iso-area. HTM partitions the sphere into the 8 faces of an 
octahedron. It then hierarchically decomposes each face with a recursive sequence of 
triangles.  Each level of the recursion divides each triangle into 4 sub-triangles (see 
Figure 5-10). In SDSS 20-deep HTMs individual triangles are less than 0.1 arc-seconds 
on a side. The HTM ID for a point very near the North Pole (in galactic coordinates) 
would be something like 3, 0,..., 0. There are basic routines to convert between (ra, dec) 
and HTM coordinates. These HTM IDs are encoded as 64-bit integers. Importantly, all 
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the HTM IDs within the triangle 6,1,2,2 have HTM IDs that are between 6,1,2,2 and 
6,1,2,3. So, a B-tree index of HTM IDs provides a quick index for all the objects within 
a given triangle.  

Areas in different catalogs map either directly onto one another, or one is fully 
contained by another.  It makes querying the database for objects within certain areas of 
the celestial sphere, or involving different coordinate systems considerably more 
efficient. The coordinates in the different celestial coordinate systems (Equatorial, 
Galactic, Super galactic, etc) can be constructed from the Cartesian coordinates on the 
fly. Due to the three-dimensional Cartesian representation of the angular coordinates, 
queries to find objects within a certain spherical distance from a given point, or 
combination of constraints in arbitrary spherical coordinate systems become particularly 
simple. They correspond to testing linear combinations of the three Cartesian 
coordinates instead of complicated trigonometric expressions. The two ideas, 
partitioning and Cartesian coordinates merge into a highly efficient storage, retrieval 
and indexing scheme. Spatial queries can be done hierarchically based on the 
intersection of the quad tree triangulated regions with the requested solid spatial region. 

5.8.4 Query Engine challenges 
Using the multi-dimensional indexing techniques, many queries will be able to select 
exactly the data they need after doing an index lookup. Such simple queries will just 
pipeline the data and images off of disk as quickly as the network can transport it to the 
astronomer©s system for analysis or visualization. When the queries are more complex, it 
will be necessary to scan the entire dataset or to repartition it for categorization, 
clustering, and cross comparisons. Due to the complexity a first simple approach is to 
run a scan machine that continuously scans the dataset evaluating user-supplied 
predicates on each object via an array of processors.  If the data is spread among the 
sufficient number of processor (experiments were conducted with 20 nodes) this should 
give near-interactive response to most complex queries that involve single-object 
predicates. 

5.8.5 Data mining challenges 
The key to maximizing the knowledge extracted from the ever-growing quantities of 
astronomical (or any other type of) data is the successful application of data-mining and 
knowledge discovery techniques. This effort is a step towards the development of the 
next generation of science analysis tools that redefine the way scientists interact and 
extract information from large data sets, here specifically the large new digital sky 
survey archives, which are driving the need for a virtual observatory. Such techniques 
are rather general, and should find numerous applications outside astronomy and space 
science. In fact, these techniques can find application in virtually every data-intensive 
field.  Here we briefly outline some of the applications of these technologies on massive 
datasets, namely, unsupervised clustering, other Bayesian inference and cluster analysis 
tools, as well as novel multidimensional image and catalog visualization techniques. 
Examples of particular studies may include:  

Various classification techniques, including decision tree ensembles and nearest-
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neighbor classifiers to categorize objects or clusters of objects of interest. Do the 
objectively found groupings of data vectors correspond to physically meaningful, 
distinct types of objects? Are the known types recovered, and are there new ones? 
Can we refine astronomical classifications of object types (e.g., the Hubble sequence, 
the stellar spectral types) in an objective manner? 

Clustering techniques, such as the expectation maximization (EM) algorithm with 
mixture models to find groups of interest, to come up with descriptive summaries, 
and to build density estimates for large data sets. How many distinct types of objects 
are present in the data, in some statistical and objective sense? This would also be an 
effective way to group the data for specific studies, e.g., some users would want only 
stars, others only galaxies, or only objects with an IR excess, etc. 

Use of genetic algorithms to devise improved detection and supervised classification 
methods. This would be especially interesting in the context of interaction between 
the image (pixel) and catalog (attribute) domains.  

Clustering techniques to detect rare, anomalous, or somehow unusual objects, e.g., as 
outliers in the parameter space, to be selected for further investigation. This would 
include both known but rare classes of objects, e.g., brown dwarfs, high-red shift 
quasars, and also possibly new and previously unrecognized types of objects and 
phenomena.  

Use of semi-autonomous AI or software agents to explore the large data parameter 
spaces and report on the occurrences of unusual instances or classes of objects. How 
can the data be structured to allow for an optimal exploration of the parameter spaces 
in this manner?  

Effective new data visualization and presentation techniques, which can convey most 
of the multidimensional information in a way more easily grasped by a human user. 
We could use three graphical dimensions, plus object shapes and coloring to encode 
a variety of parameters, and to cross-link the image (or pixel) and catalog domains. 

5.8.6 The SDSS SkyServer 
As mentioned earlier, the Digital Sky project is actually coming to the publication of the 
gathered data through the Web. The first 80GB are now on-line via the Sky Server 
infrastructure, based on a SQL compliant commercial RDBMS. The database is 
periodically loaded by data gathered from the SA (ObjectivityBB) and it’s substantially 
a data warehouse. 

The Sky Server database was designed to quickly answer the 20 queries posed in 
[Szalay2]. The web server and service, and the out-reach efforts came later. The 
designers have found the 20 queries all have fairly simple SQL equivalents. Often the 
query can be expressed as a single SQL statement. In some cases, the query is iterative, 
the results of one query into the next.  This section examines some queries in detail. The 
first query (Query 1 in [Szalay2]) is to find all galaxies without saturated pixels within 
1© of a given point. Translated, sometimes the CCD camera is looking at a bright object 
and the cells are saturated with photons. Such data is suspect, so the queries try to avoid 
objects have saturated pixels. So, the query uses the Galaxy view to subset the objects to 
just galaxies. In addition, it only considers pixels:  
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f l ags & f Phot oFl ags( ' sat ur at ed' ) =0  

The restriction is that the galaxy be nearby a certain spot. Astronomers use the J2000 
right ascension and declination coordinate system.  Sky Server has some spatial data 
access functions that return a table of HTM ranges that cover an area. A second layer 
functions return a table containing all the objects within certain radius of a point. 

f Get Near byObj Eq( 185, - 0. 5,  1)  

returns the IDs of all objects within 1 arc-minute of the (ra, dec) point (185,-.5). The full 
query is then: 

decl ar e @sat ur at ed bi gi nt ;   

set  @sat ur at ed = dbo. f Phot oFl ags( ' sat ur at ed' ) ;  

sel ect  G. obj I D,  GN. di st ance  

i nt o ##r esul t s f r om Gal axy as G  

j oi n f Get Near byObj Eq( 185, - 0. 5,  1)  as GN on G. obj I D = 
GN. obj I D  

wher e ( G. f l ags & @sat ur at ed)  = 0  

or der  by di st ance 

An interesting example was to find all asteroids, i.e., Query 15.  Objects are classified as 
asteroids if their positions change over the time of observation. SDDS makes 5 
successive observations from the 5 color bands over a 5 minute period. An object is 
moving, the successive images see a moving image against the fixed background of the 
galaxies. The processing pipeline computes this movement velocity as rowV (the row 
velocity) and colV the column velocity. Extremely high negative velocities represent 
errors, and so should be ignored. The query is a table scan computing the velocities and 
selecting objects that have high (but reasonable) velocity. 

sel ect  obj I D,   

sqr t ( r owv* r owv+col v* col v)  as vel oci t y,   

dbo. f Get Ur l ExpI d( obj I D)  as Ur l   

i nt o ##r esul t s  

f r om Phot oObj   

wher e ( r owv* r owv+col v* col v)  bet ween 50 and 1000 and r owv >= 
0 and col v >=0 

 

5.9 European Data Grids (EDG) 
In the official document [ EUDGR1]  "The Datagrid Architecture" approved 11/02/2002, 
we can see the high level layout of the most important EU project involving the new 
grid technologies. The project is lead by the LHC experiment©s requirements at CERN.  

The aims of the designers is the development of a comprehensive set of tools and 
modules built on top of the basic services of the Globus toolkit plus some other third 
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party facilities like Condor, ClassAds and Matchmaking, LCFG remote configuration 
management, openLDAP and RDBMSs. 

These tools and modules will constitute a framework of "gridified" services.  Starting 
from the UI (user interface) and a JSS (job submission system) the user gets a high level 
view of the GRID.   

A schematic view of the architecture is depicted in Figure 5-11.  

 

Figure 5-11 The EDG Middleware architecture 

Since we are interested in data management we will focus on some specific components 
only, such as the replica manager (RM).  From a general perspective of data 
management requirements the following approved layout was found. 

Databases and data stores are used to store data persistently in the Data Grid. Several 
different data and file formats will exist and thus a heterogeneous Grid-middleware 
solution will need to be provided. Particular database implementations are both the 
choice and responsibility of individual virtual organizations, i.e. they will not be 
managed as part of Collective Grid Services. Once a data store needs to be distributed 
and replicated, data replication features have to be considered. Since a file is the lowest 
level of granularity dealt with by the Grid middleware, a file replication tool is required. 
In general, successfully replicating a file from one storage location to another one 
consists of the following steps:    

Pre-processing: This step is specific to the file format (and thus to the data store) and 
might even be skipped in certain cases. This step prepares the destination site for 
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replication, for example by creating an Objectivity/DB federation at the destination site 
or introducing new schema in a database management system so that the files that are to 
be replicated can be integrated easily into the existing database.    

Actual file transfer: This has to be done in a secure and efficient fashion; fast file 
transfer mechanisms are required, post-processing. The post-processing step is again file 
type specific and might not be needed for all file types. In the case of Objectivity/DB, 
one post-processing step is to attach a database file to a local federation and thus insert 
it into an internal file catalog.    

Insert the file entry into a replica catalog: This step also includes the assignment of 
logical and physical filenames to a file (replica). This step makes the file (replica) 
visible to the Grid.  

A generic file replication software tool called Grid Data Mirroring Package (GDMP) 
has been developed that implements all the above steps using several underlying Grid 
services. Various data stores can be supported but storage system dependent plug-ins 
has to be provided for the pre- and post-processing steps. 

In addition to the actual data to be stored persistently (event data in case of High Energy 
Physics), experiment specific metadata about files might need to be stored. The 
metadata may contain information about logical file sets (e.g. a particular set of files 
contains certain physics objects etc.). In principle, several files might be part of several 
sets or collections. 

The high level experiment©s data view contains neither the concept of files nor the 
concept of data replication: all objects are supposed to simply "exist" without regard to 
how they are stored and how many replicas exist. Files and replication appear only at 
lower layers of abstraction as implementation mechanisms for the experiment©s object 
view. A single file will generally contain many objects. This is necessary because the 
number of objects is so large (of the order of 107 to 1010 for a modern physics 
experiment). An object to file mapping step is required and needs to be provided by the 
persistency layer of the individual experiment. Thus, Grid middleware tools only deal 
with files and not with individual objects in a file. Replicas are currently defined in 
terms of files and not objects. The initial focus is on the movement of files, without 
specific regard for what the files contain. We realize that many HEP users are mainly 
interested in objects. However, we believe we that there are well defined mechanisms to 
map objects to files for both Objectivity/DB and ROOT, and that all of this will be 
completely transparent to the applications. However, achieving this transparency will 
require close interaction with the applications data model. In the case of most other 
commercial databases products, it appears that this is difficult to do efficiently, and 
requires additional study. Once the handling of files is well understood, further 
requirements analysis can extend or build on the replication paradigm to apply it to the 
movement of objects, structured data (such as HDF5), and segments of data from 
relational databases, object oriented databases, hierarchical databases, or application-
specific data management systems. 

So, the main components of the EDG Data Management System currently provided or 
in development, are as follows:  

·  Replica Manager: This is still under development, but it will manage the 
creation of file replicas by copying from one Storage Element to another, 
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optimising the use of network bandwidth. It will interface with the Replica 
Catalogue service to allow Grid users to keep track of the locations of their files. 

·  Replica Catalogue: This is a Grid service used to resolve Logical File Names 
into a set of corresponding Physical File Names which locate each replica of a 
file. This provides a Grid-wide file catalogue for the members of a given Virtual 
Organisation.  

·  GDMP: The GRID Data Mirroring Package is used to automatically mirror file 
replicas from one Storage Element to a set of other subscribed sites. It is also 
currently used as a prototype of the general Replica Manager service.  

·  Spitfire: This provides a Grid-enabled interface for access to relational 
databases. This will be used within the data management middleware to 
implement the Replica Catalogue, but is also available for general use. 

 

5.9.1 The Replica Manager 
The EDG Replica Manager will allow users and running jobs to make copies of files 
between different Storage Elements, simultaneously updating the Replica Catalogue, 
and to optimise the creation of file replicas by using network performance information 
and cost functions, according to the file location and size. It will be a distributed system, 
i.e. different instances of the Replica Manager will be running on different sites, and 
will be synchronised to local Replica Catalogues, which will be interconnected by the 
Replica Location Index. The Replica Manager functionality will be available both with 
APIs available to running applications and by a command line interface available to 
users. The Replica Manager is responsible for computing the cost estimates for replica 
creation. Information for cost estimates, such as network bandwidth, staging times and 
Storage Element load indicators, will be gathered from the Grid Information and 
Monitoring System. 

5.9.1.1 The Replica Catalogue  

The Replica Catalogue has as a primary goal changing the resolution of Logical File 
Names into Physical File Names, to allow the location of the physical file(s) which can 
be accessed most efficiently by a job. It is currently implemented using Globus software 
by means of a single LDAP server running on a dedicated machine. In future it will be 
implemented by a distributed system with a local catalogue on each Storage Element 
and a system of Replica Location Indices to aggregate the information from many sites. 
In order to achieve maximum flexibility the transport protocol, query mechanism, and 
database backend technology will be decoupled, allowing the implementation of a 
Replica Catalogue server using multiple database technologies (such as RDBMSs, 
LDAP-based databases, or flat files). APIs and protocols between client and server are 
required, and will be provided in future releases of the EDG middleware. The use of 
mechanisms specific to a particular database is excluded. Also the query technology 
will not be tied to a particular protocol, such as SQL or LDAP. The use of GSI-enabled 
HTTPS for transport and XML for input/output data representation is foreseen. Both 
HTTPS and XML are the most widely used industry standards for this type of system. 
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The Replica Manager, Grid users and Grid services like the scheduler (WMS) can 
access the Replica Catalogue information via APIs. The WMS makes a query to the RC 
in the first part of the matchmaking process, in which a target computing element for the 
execution of a job is chosen according to the accessibility of a Storage Element 
containing the required input files. To do so, the WMS has to convert logical file names 
into physical file names. Both logical and physical files can carry additional metadata in 
the form of "attributes". Logical file attributes may include items such as file size, CRC 
check sum, file type and file creation timestamps. A centralised Replica Catalogue was 
chosen for initial deployment, this being the simplest implementation. The Globus 
Replica Catalogue, based on LDAP directories, has been used in a test bed. One 
dedicated LDAP server is assigned to each Virtual Organisation; four of these reside on 
a server machine at NIKHEF, two at CNAF, and one at CERN. Users interact with the 
Replica Catalogue mainly via the previously discussed Replica Catalogue and 
BrokerInfo APIs. 

5.9.2 GDMP  
The GDMP client-server software system is a generic file replication tool that replicates 
files securely and efficiently from one site to another in a Data Grid environment using 
several Globus Grid tools. In addition, it manages replica catalogue entries for file 
replicas, and thus maintains a consistent view of names and locations of replicated files. 
Any file format can be supported for file transfer using plug-ins for pre- and post-
processing, and for Objectivity database files a plug-in is supplied. GDMP allows 
mirroring of un-catalogued user data between Storage Elements. Registration of user 
data into the Replica Catalogue is also possible via the Replica Catalogue API. The 
basic concept is that client SE subscribes to a source SE in which they have interest. 
The clients will then be notified of new files entered in the catalogue of the subscribed 
server, and can then make copies of required files, automatically updating the Replica 
Catalogue if necessary.  

5.10  ALDAP Accessing Large Data Archives in Astronomy and 
Particle Physics 
This project is an initiative of  NSF/KDI programme with the aim of exploiting the 
knowledge from several projects in astronomy and particle physics, which are gathering 
large data sets such as SDSS (cited above), GIOD (Globally interconnected object 
database) and others.  Starting from the consideration that current brute force 
approaches to data access will neither scale to hundreds of Terabytes, nor to the multi-
Petabyte range needed within the next few years and that hardware advances alone 
cannot keep up with the complexity and scale of the tasks that are coming, the 
researchers assert that a high level and semi-automated data management is essential 
[Szalay99b].  

The components of a successful large-scale problem-solving environment are: 

(1)     Advanced data organization and management; 

(2)     Distributed architecture; 
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(3)     Analysis and knowledge discovery tools; 

(4)     Visualization of Data. 

The proposals of the official document of the project [ ALDAP1]  are focused on (1) and 
(2) in order to build the foundations of efficient data access (see Figure 5-12).  

Many challenges are described in this proposal.  

In the field of advanced data organization and management the researchers aren©t 
optimistic that actual database technologies (off-the-shelf SQL, Object Relational, or 
Object Oriented) will work efficiently. They explained that the quantity and the nature 
of data require novel spatial indices and novel operators. They also require a dataflow 
architecture that can execute queries concurrently using multiple processors and disks.  

Searching for special categories of objects involves defining complex domains 
(classifications) in N-dimensional space, corresponding to decision surfaces. A typical 
search in these multi-Terabyte, and future Petabyte, archives evaluates a complex 
predicate in k-dimensional space, with the added difficulty that constraints are not 
necessarily parallel to the axes. This means that the traditional 1D indexing techniques, 
well established with relational databases, will not work, since one cannot build an 
index on all conceivable linear combinations of attributes. The researchers are exploring 
some new techniques involving: Hierarchical partitions and geometric hashing; 
Adaptive data structures; Polytope-query structures; Persistent and kinetic data 
structures. As we have seen, some similar challenges have been tackled in the SDSS 
project. 

 

Figure 5-12 ALDAP 

A very interesting purpose of the project is the proposal to deploy a test bed that 
involves some participating institutions, each with a portion of the entire database, 
managed with Objectivity/DB, where researchers will be issuing selection queries on 
the available data. How the query is formulated, and how it gets parsed, depends on the 
analysis tool being used. The particular tools they have in mind are custom applications 
built with Objectivity/DB, but all built on top of their middleware. A typical meta-
language query on a particle physics dataset might be:  Select all events with two 
photons, each with PT of at least 20 GeV, and return a histogram of the invariant mass 
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of the pair, or "find all quasars in the SDSS catalog brighter than r=20, with spectra, 
which are also detected in GALEX". This query will typically involve the creation of 
database and container iterators that cycle over all the event data available. The goal is 
to arrange the system so as to minimize the amount of time spent on the query, and 
return the results as quickly as possible. This can be partly achieved by organizing the 
databases so that they are local to the machine executing the query, or by sending the 
query to be executed on the machines hosting the databases. These are the Query 
Agents mentioned before. The Test Bed will allow the researchers to explore different 
methods for organizing the data and query execution. 

To leverage the codes and algorithms already developed in collaborations, the 
researchers   have proposed an integration layer of middleware based on Autonomous 
Agents. The middleware is software and data "jacket" that: 

1. Encapsulates the existing analysis tool or algorithm,; 

2. Has topological knowledge of the Test Bed system;  

3. Is aware of prevailing conditions in the Test Bed (system loads and network 
conditions);  

4. Uses tried and trusted vehicles for query distribution and execution (e.g. Condor).  

In particular they are used with the Aglets toolkit from IBM [AGLETS]. Agents are 
small entities that carry code, data and rules in the network. They move on an itinerary 
between Agent servers that are located in the system. The servers maintain a catalogue 
of locally (LAN) available database files, and a cache of recently executed query 
results. For each query, an Agent is created in the most proximate Agent server in the 
Test Bed system, on behalf of the user. The Agent intercepts the query, generates from 
it a set of required database files, decides which locations the query should execute at, 
and then dispatches the query accordingly.  

  

5.11 DVC (Data Visualization Corridors) 
NPACI©s project on "Terascale Visualization" will develop technology to build data 
grids for remote data manipulation and visualization of very large data sets comprising 
terabytes of data accessible from an archive managed by a metadata catalog. The aim is 
the development of a data grid that provides an environment for visualizing large 
remote 3-D datasets from a hydrodynamics simulation.  
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Figure 5-13 DVC components sketch 

 

The architecture combines remote data-handling systems (SRB and DataCutter) with 
visualization environments (KeLP and VISTA). The data-handling system uses the 
SDSC Storage Resource Broker (SRB) to provide a uniform interface and advanced 
meta-data cataloging to heterogeneous, distributed storage resources, and it uses the 
University of Maryland’s DataCutter software (integrated into SRB) to extract the 
desired subsets of data at the location where the data are stored (see Figure 5-13). The 
visualization environment includes the Kernel Lattice Parallelism (KeLP) software and 
the Volume Imaging Scalable Toolkit Architecture (VISTA) software. KeLP is used to 
define the portions of the 3-D volume the user wishes to access and visualize at a high 
resolution, and larger regions that will be visualized at low-resolution. VISTA is used to 
visualize the subsets of data returned by DataCutter. In a typical scenario, VISTA 
provides slow-motion animation of the overall hydrodynamic simulation at low-
resolution. The user then interactively defines subsets, which are extracted by 
DataCutter, to be viewed at a higher resolution. 

5.12 Earth Systems Grid I and II (ESG-I and II) 
On the site project home page[ESG], the following can be read: “The primary goal of 
ESG-II is to address the formidable challenges associated with enabling analysis of and 
knowledge development from global Earth System models. Through a combination of 
Grid technologies and emerging community technology, distributed federations of 
supercomputers and large-scale data analysis servers will provide a seamless and 
powerful environment that enables the next generation of climate research". 

This project (ESG-II) is the successor of a preliminary one, started as part of the 
Accelerated Climate Prediction Initiative (ACPI) and lead by four DOE laboratories 
(ANL, LANL, LBNL, LLNL) in cooperation with NSF and two universities (University 
of Wisconsin and the University of Southern California) for building an Earth System 
Grid to support high-speed data access to remote and distributed Petabyte-scale climate 
model datasets. This grid has been built on existing technologies. 

R&D activities within the ESG project have been motivated by, and directed towards, 
the construction of an end-to-end ESG prototype that supports interactive access to and 
analysis of remote climate datasets.  As illustrated in Figure 5-14, the main components 
of the ESG prototype are:  

·  The Climate Data Analysis Tool (CDAT), developed within the Program for 
Climate Model Diagnosis and Intercomparison (PCMDI) group at LLNL, is a 
data analysis system that includes: 

·  VCDAT: an ESG-enabled climate model data browser and visualization 
tool; 

·  A metadata catalog that is used to map specified attributes describing the 
data into logical file names that identify which simulation data set 
elements contain the data of interest; 
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·  A request manager developed at LBNL that is responsible for selecting from one 
or more replicas of the desired logical files and transferring the data back to the 
visualization system. The request manager uses the following components: 

·  A replica catalog developed by the Globus project at ANL and ISI to map 
specified logical file names to one or more physical storage systems that 
contain replicas of the needed data; 

·  The Network Weather Service (NWS) developed at the University of 
Tennessee that provides network performance measurements and 
predictions. The request manager uses NWS information to select the replica 
of the desired data that is likely to provide the best transfer performance;  

·  The GridFTP data transfer protocol developed by the Globus project that 
provides efficient, reliable, secure data transfer in grid computing 
environments. The request manager initiates and monitors GridFTP data 
transfers;  

·  A hierarchical resource manager (HRM) developed by LBNL is used on 
HPSS hierarchical storage platforms to manage the staging of data off tape to 
local disk before data transfer. 

 

 

 

Figure 5-14 ESG 

We will describe some of the components in more detail. 

5.12.1 The Visualization and Computation System and Metadata Catalog  
The Climate Data Analysis Tool (CDAT), is a data analysis system that includes an 
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ESG-enabled climate model data browser (VCDAT). VCDAT allows users to specify 
interactively a set of attributes characterizing the dataset(s) of interest (e.g., model 
name, time, simulation variable) and the analysis that is to be performed. CDAT 
includes the Climate Data Management System (CDMS), which supports a metadata 
catalog facility. Based on Lightweight Directory Access Protocol (LDAP), this catalog 
provides a view of data as a collection of datasets, comprised primarily of 
multidimensional data variables together with descriptive, textual data. A single dataset 
may consist of thousands of individual data files stored in a self-describing binary 
format such as netCDF. A dataset corresponds to a logical collection in the replica 
catalog. A CDAT client, such as the VCDAT data browser and visualization tool, 
contains the logic to query the metadata catalog and translate a dataset name, variable 
name, and spatiotemporal region into the logical file names stored in the replica catalog. 
Once the user selects these variables, the prototype internally maps these variables onto 
desired logical file names. The use of logical rather than physical file names is essential 
to the use of data grid technologies, because it allows  localizing data replication issues 
within a distinct replica catalog component. 

5.12.2 The Request Manager The Climate Data Analysis Tool  
(CDAT) forwards the list of desired logical files to the Request manager component. 
The Request Manager (RM) is a component designed to initiate, control and monitor 
multiple file transfers on behalf of multiple users concurrently. As explained above, the 
request manager in turn calls several underlying components: the Globus replica 
catalog, the Network Weather Service (via the MDS information service), the GridFTP 
data transfer protocol, and possibly the hierarchical resource manager (HRM). The 
CDAT system calls the RM via a CORBA protocol that permits the specification of 
multiple logical files. For each file of each request, the multi-threaded RM opens a 
separate program thread. Each thread performs for the logical files assigned to it the 
following tasks:  

(1)It finds all replicas for the file from the Replica Catalog using an LDAP protocol; 

(2) For each replica it consults the NWS to determine the current transfer and latency 
from the site where the file resides to the local site;  

(3)It selects the best  replica based on the NWS information;  

(4) It initiates a GridFTP  get  request to transfer the file; 

(5)It monitors the progress of each file transfer by checking the file size of the file being 
transferred at the local site every few seconds. 

5.12.3 The Network Weather Service  
The RM makes replica selection decisions based on network bandwidth and latency 
measurements and predictions that are supplied by the Network Weather Service 
(NWS), developed at the University of Tennessee. NWS is a distributed system that 
periodically monitors and dynamically forecasts the performance that various network 
and computational resources can deliver over a given time interval; it forecasts process-
to-process network performance (latency and bandwidth) and available CPU percentage 
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for each machine that it monitors. The current implementation of the request manager 
selects the best replica based on the highest bandwidth between the candidate replica 
and the destination of the data transfer. NWS information is accessed by the MDS 
information service. 

5.12.4 Replica Management  
As explained above, RM uses the Globus management of replicated data. The Globus 
data grid toolkit provides layered replica management architecture. At the lowest level 
is a Replica Catalog (LDAP based) that allows users to register files as logical 
collections and provides mappings between logical names for files and collections and 
the storage system locations of file replicas. Building on this basic component, the 
development team provided a low-level API that performs catalog. This API can be 
used by higher-level tools such as the request manager that select among replicas based 
on network or storage system performance. The Replica Catalog provides simple 
mappings between logical names for files or collections and one or more copies of those 
objects on physical storage systems. The catalog registers three types of entries: logical 
collections, locations, and logical files. A logical collection is a user-defined group of 
files. Users will often find it convenient and intuitive to register and manipulate groups 
of files as a collection, rather than requiring that every file be registered and 
manipulated individually. Location entries in the replica catalog contain the information 
required for mapping a logical collection to a particular physical instance of that 
collection. Each location entry represents a complete or partial copy of a logical 
collection on a storage system. The replica catalog also includes optional entries that 
describe individual logical files. Logical files are entities with globally unique names 
that may have one or more physical instances.  

Benchmarking was done to explore the power of the architecture of ESG-I prototype 
over a networked system. The test bed consisted of clusters of workstations connected 
via Gbit ethernet. Each cluster was dual bonded gigabit Ethernet to the exit routers. 
Wide area network traffic went through the nationwide HSCC (High Speed 
Connectivity Consortium) and NTON (National Transparent Optical Network) 
infrastructure and across an OC48 connection to Lawrence Berkeley National 
Laboratory. This configuration has produced a sustained transfer of about 500 Mbit/s.  

5.12.5 ESG-II challenges 
The ESG-II project will both leverage a range of existing technologies and develop new 
technologies in several key areas. Key building blocks are:  

·  High-speed data movement that uses data movers with extended FTP (GridFTP) 
to make effective use of the grid-wide physical networking topology;  

·  High-level replica management that moves data objects between storages 
systems such as home repositories and network enabled disk caches located 
throughout the ESG at points where they can improve throughput and response 
time;  

·  A sophisticated grid-wide integrated security model that gives each user a 
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secure, authentic identity on the ESG and permits management of grid resources 
according to various project-level goals and priorities; 

·  Remote data access and processing capabilities that reflect an integration of 
GridFTP and the DODS framework; 

·  Enhanced existing user tools for analysis of climate data such as PCMDI tools, 
NCAR s NCL, other DODS-enabled applications, and web-portal based data 
browsers.  

As part of the project, the researchers will also develop two important new technologies:  

·  Intelligent request management that uses sophisticated algorithms and heuristics 
to solve the complex problem of what data to move to what location at what 
time, based on knowledge of past, current, and future end-user activities and 
requests;  

·  Filtering servers that permit data to be processed and reduced closer to its point 
of residence, reducing the amount of data shipped over wide area networks. 

5.13 Knowledge Network for Biocomplexity (KNB) 
The Knowledge Network for Bio-complexity (KNB) is a US national network intended 
to facilitate ecological and environmental research on bio-complexity. It enables the 
efficient discovery, access, interpretation, integration, and analysis of complex 
ecological data from a highly distributed set of field stations, laboratories, research sites, 
and individual researchers. 

As in many fields, ecological data is extremely variable in its syntax and semantics, and 
also highly dispersed over many institutions, close to the creator/owner.  

Thus, the researchers have conceived of the KNB as a mechanism for scientists to 
discover, access, interpret, analyze, and synthesize the wealth of data that is collected by 
ecological and environmental scientists nationally (and eventually internationally). The 
infrastructure for this network must deal with the major impediments to synthesizing 
data on ecology and the environment: 

·  Data is widely dispersed; 

·  Data is heterogeneous; 

·  Synthetic analysis tools are needed. 

To address these issues, the researchers have taken a layered approach to infrastructure 
development. The three principal layers are data access, information management, and 
knowledge management. Data Access: The base layer, data access, addresses the 
dispersed nature of data. It consists of a national network of federated institutions that 
have agreed to share data and metadata using a common framework, principally 
revolving around the use of the Ecological Metadata Language as a common language 
for describing ecological data, and the Metacat metadata server, a flexible database 
based on XML and built for storing a wide variety of metadata documents (see Figure 
5-15). In addition, they plan on using the Storage Resource Broker, a distributed data 
system developed at SDSC, for linking the highly distributed set of ecological field 
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stations and universities housing ecological data. Finally, they are developing a user-
friendly data management tool called Morpho that allows ecologists and environmental 
scientists manage their data on their own computers and access data that are a part of 
that national network, the KNB. 

Information Management: The middle layer, information management, addresses the 
heterogeneous nature of ecological data. It consists of a set of tools that help convert 
raw data accessible from the various contributors into information that is relevant to a 
particular issue of interest to a scientist. There are two major components of this 
information management infrastructure. First, the Data Integration Engine will provide 
an intelligent software environment that assists scientists in determining which data sets 
are appropriate for particular uses, and assists them in creating synthesized data sets. 
Second, the Quality Assurance Engine will provide a set of common quality assurance 
analyses that can be run automatically using information gathered from the metadata 
provided for a data set. 

Knowledge Management: The top layer, knowledge management, addresses the need 
for high quality analytical tools that allow scientists to explore and utilize the wealth of 
data available from the data and information layers. It consists of a suite of software 
applications that generally allow the scientist to analyze and summarize the data in the 
KNB. The Hypothesis Modeling Engine is a data exploration tool that uses Bayesian 
techniques to evaluate the wide variety of hypotheses that can be addressed by a 
particular set of data. They also plan to provide various visualization tools that allow 
scientists to graphically depict various combinations of data from the data and 
information layers in appropriate ways.  

 

Figure 5-15 KNB System Architecture 
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6 Enabling technologies for higher level systems 

6.1 SRB  (Storage Resource Broker) 
The Storage Resource Broker [ SRB1]  is client-server based middleware implemented 
at San Diego Supercomputer Center (SDSC) to provide distributed clients with uniform 
access to different types of storage devices, diverse storage resources, and replicated 
data sets in a heterogeneous computing environment. It can bee seen as a storage 
virtualization at a Grid level.  

6.1.1 General overview 
SRB provides client applications with a library and a uniform API that can be used to 
connect to heterogeneous distributed resources and access replicated data sets (see 
Figure 6-1). Both command line and GUI clients have been developed.  The srbBrowser 
is a Java based SRB client GUI that can be used to perform a variety of client level 
operations including replication, copy and paste, registration of datasets and metadata 
manipulation and query. 

The server side of SRB is built as two main components, a connection and storage 
Server (srbMaster) and a metadata catalogue MCAT. These components can be 
federated (except MCAT), in fact the latter maps a unique namespace for all the 
federated resources. One of the Master servers is delegated to maintain connection to 
the MCAT, while the other servers must communicate each metadata query to the 
former, in order to guarantee the namespace coherence.  

Each storage server manages a local physical resource (ex. A UNIX file-system or an 
HPSS connection) and through MCAT many physical resources can be assembled in a 
(virtual) logical resource. Each object (ex file) will be "ingested" or "linked" to one or 
more (in the case of replicas) logical or physical resources. 

Ingested objects are copied from the user space to a physical resource (so causing flow 
over a network connection) and then, at the end of the operation, the MCAT enabled 
master server will issue an update of the metadata in the MCAT catalogue. 

Linked objects are not copied to a resource managed by SRB and only the original 
object located in the user space will be registered in the MCAT. 

The Metadata Catalog MCAT is a metadata repository system managed by a relational 
database server (DB2 or oracle) to provide a mechanism for storing and querying 
system-level and domain-dependent metadata using a uniform interface.  As already 
seen the MCAT catalogue stores metadata associated with data sets, users and 
resources. This metadata includes information required for access control, and data 
structures required for implementing collection (directory) abstraction. The MCAT 
relational database can be extended beyond the capability of traditional file system, such 
as implementing a more complex access control system, proxy operations, and 
information discovery based on system level and application level meta data.  

The MCAT presents clients with a logical view of data. Each data set stored in SRB has 



 www.enacts.org 

October 2003 
79 

a logical name (similar to file name), which may be used as a handle for data operation. 

We remark that the physical location of an object in the SRB environment is logically 
mapped to the object, but it is not implicit in the name like in a file system. Hence the 
data sets of a collection may reside in different storage systems. A client does not need 
to remember the physical location, since it is stored in the metadata of the data set. Data 
sets can be arranged in a directory-like structure, called a collection. Collections provide 
a logical grouping mechanism where each collection may contain a group of physically 
distributed data sets or sub-collections. Large amount of small files incur performance 
penalties due to the high overhead of creating and opening files in hierarchical archival 
storage systems. The container concept of SRB was specifically created to circumvent 
this type limitation. Using containers, many small files can be aggregated in the cache 
system before storage in the archival storage system. 

 

Figure 6-1 SRB Architecture 

6.1.2 Dataset Reliability 
The SRB supports automatic creation data replicas by grouping two or more physical 
resources into a resource group or logical resource. When creating a data set a logical 
resource rather than a physical resource in specified a copy of the data is created in each 
of the physical resource belonging to the logical resource. Subsequently writing to this 
data object will write to all data copies. A user can specify which replica to open by 
specifying the replica number of a data set. 

6.1.3 Security 
The SRB supports three authentication schemes: plain text password, SEA and Grid 
Security Infrastructure (GSI). GSI is a security infrastructure based on X.509 
certificates developed by the Globus group 
(http://www.npaci.edu/DICE/security/index.html). SEA is an authentication and 
encryption scheme developed at SDSC 
(http://www.npaci.edu/DICE/Software/SEA/index.html) based on RSA. The ticket 
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abstraction facilitates sharing of data among users. The owner of a data may grant read 
only access to a user or a group of users by issuing tickets. A ticket can be issued to 
either MCAT registered or unregistered users. For unregistered users the normal user 
authentication will be bypassed but the resulting connection has only limited privileges. 

6.1.4 Proxy operations 
Proxy operations are implemented in SRB. Some operations can be more efficiently 
deployed by the server without the involvement of the client. For instance, when 
copying a file, it is more efficient for the server to do all the read and write operations 
than passing the data read to the client and then the client passing it back to the server to 
be written. Another proxy function can be a data sub-setting function, which can return 
a portion instead of the full data set. As an example, the dataCutter code from UMD has 
been integrated as one of the proxy operations supported by the SRB. 

6.2 Globus Data Grid Tools 
The designers of the Globus toolkit at Argonne National Labs have developed some 
features of the toolkit for data-intensive, high-performance computing applications that 
require the efficient management and transfer of terabytes or petabytes of information in 
wide-area, distributed computing environments. These basic services for Data 
Management are built as a minimum common denominator for the needs of these 
incoming data intensive applications (e.g. HEP experiments and Climate Modeling 
applications). 

The researchers have observed that the needs of these scientific applications, as well as 
others they have examined in such areas as earthquake engineering and astronomy, 
require two fundamental data management components, upon which higher-level 
components can be built:  

·  A reliable, secure, high-performance data transfer protocol for use in wide area 
environments. Ideally, this protocol would be universally adopted to provide 
access to the widest variety of available storage systems;  

·  Management of multiple copies of files and collections of files, including 
services for registering and locating all physical locations for files and 
collections.  

Higher-level services that can be built upon these fundamental components include 
reliable creation of a copy of a large data collection at a new location; selection of the 
best replica for a data transfer operation based on performance estimates provided by 
external information services; and automatic creation of new replicas in response to 
application demands. 

Thus the Globus data grid architecture was built in two tiers: "core services" and "higher 
level services". Core services provide a low level access to the different underlying 
storage systems and an abstract view of them for the higher level services (see Figure 6-
2). 

In a more detail the core services provides basics operations for creation, deletion and 
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modification to remote files, including support for Unix file systems, High Performance 
Storage System (HPSS),  internet caches (DPSS) and virtualization systems likes 
Storage Resource Broker (SRB). They also provide metadata services for replica 
protocols and storage configuration recognition.  

 

Figure 6-2 Globus data management core services 

As part of these services the universal data transfer protocol for grid computing 
environments called GridFTP and a Replica Management infrastructure for managing 
multiple copies of shared data sets has been developed. 

6.2.1 GridFTP, a secure, efficient data transport mechanism  
As already stated data-intensive scientific and engineering applications require both 
transfers of large amounts of data between storage systems and access by many 
geographically distributed applications and users for analysis, visualization, etc. There 
are a number of storage systems in use by the Grid community, each of which was 
designed to satisfy specific needs and requirements for storing, transferring and 
accessing large datasets.  Unfortunately, most of these storage systems utilize 
incompatible and often unpublished protocols for accessing data, and therefore require 
the use of their own client libraries to access data. These incompatible protocols and 
client libraries effectively partition the datasets available on the grid. Applications that 
require access to data stored in different storage systems must use multiple access 
methods. To overcome these incompatible protocols, a universal grid data transfer and 
access protocol called GridFTP was proposed. This protocol extends the standard FTP 
protocol (RFC 959), and provides a superset of the features offered by the various Grid 
storage systems currently in use. The use of GridFTP as a common data access protocol 
would be mutually advantageous to grid storage providers and users. Storage providers 
would gain a broader user base, as their data would be available to any client, while 
storage users would gain access to a broader range of storage systems and data. The 
researchers have chosen to  extend the FTP protocol because they observed that the FTP 
is the protocol most commonly used for data transfer on the Internet and the most likely 
candidate for meeting the Grid©s needs. The FTP protocol is an attractive choice for 
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several reasons. First, FTP is a widely implemented and well-understood IETF standard 
protocol. As a result, there is a large base of code and expertise from which to build. 
Second, the FTP protocol provides a well-defined architecture for protocol extensions 
and supports dynamic discovery of the extensions supported by a particular 
implementation. Third, numerous groups have added extensions through the IETF, and 
some of these extensions will be particularly useful in the Grid. Finally, in addition to 
client/server transfers, the FTP protocol also supports transfers directly between two 
servers, mediated by a third party client (i.e. third party transfer). 

We list the principal features in the follow section. 

Secur ity 

GridFTP now support Grid Security Infrastructure (GSI) and Kerberos authentication, 
with user controlled setting of various levels of data integrity and/or confidentiality. 
GridFTP provides this capability by implementing the GSSAPI authentication 
mechanisms defined by RFC 2228, FTP Security Extensions.  

Third-par ty control 

GridFTP implements third-party control of data transfer between storage servers. A 
third-party operation allows a third-party user or application at one site to initiate, 
monitor and control a data transfer operation between two other parties: the source and 
destination sites for the data transfer. Current implementation adds GSSAPI security to 
the existing third-party transfer capability defined in the FTP standard. The third-party 
authenticates itself on a local machine, and GSSAPI operations authenticate the third 
party to the source and destination machines for the data transfer.  

Parallel data transfer   

GridFTP is equipped with parallel data transfer. On wide-area links, using multiple TCP 
streams in parallel (even between the same source and destination) can improve 
aggregate bandwidth over using a single TCP stream. GridFTP supports parallel data 
transfer through FTP command extensions and data channel extensions.  

Str iped data transfer  

GridFTP supports striped data transfer. Data may be striped or interleaved across 
multiple servers, as in a network disk cache or a striped file system. GridFTP includes 
extensions that initiate striped transfers, which use multiple TCP streams to transfer data 
that is partitioned among multiple servers. Striped transfers provide further bandwidth 
improvements over those achieved with parallel transfers.  

Par tial file transfer  

Many applications would benefit from transferring portions of files rather than complete 
files. This is particularly important for applications like high-energy physics analysis, 
that require access to relatively small subsets of massive, object-oriented physics 
database files. The standard FTP protocol requires applications to transfer entire files, or 
the remainder of a file starting at a particular offset. GridFTP introduces new FTP 
commands to support transfers of subsets or regions of a file.  

Automatic negotiation of TCP buffer /window sizes  

Using optimal settings for TCP buffer/window sizes can have a dramatic impact on data 
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transfer performance. However, manually setting TCP buffer/window sizes is an error-
prone process (particularly for non-experts) and is often simply not done. GridFTP 
extends the standard FTP command set and data channel protocol to support both 
manual setting and automatic negotiation of TCP buffer sizes for large files and for 
large sets of small files.  

Support for  reliable and restar table data transfer  

Reliable transfer is important for many applications that manage data. Fault recovery 
methods for handling transient network failures, server outages, etc. are needed. The 
FTP standard includes basic features for restarting failed transfers that are not widely 
implemented. The GridFTP protocol exploits these features and extends them to cover 
the new data channel protocol. 

6.2.2 Replica Management  
The Globus Replica Management architecture is responsible for managing complete and 
partial copies of data sets. Replica management is an important issue for a number of 
scientific applications. While the complete data set may exist in one or possibly several 
physical locations, it is likely that many universities, research laboratories or individual 
researchers will have insufficient storage to hold a complete copy. Instead, they will 
store copies of the most relevant portions of the data set on local storage for faster 
access. Services provided by a replica management system include: creating new copies 
of a complete or partial data set registering these new copies in a Replica Catalog 
allowing users and applications to query the catalog to find all existing copies of a 
particular file or collection of files selecting the ÁÁbest©© replica for access based on 
storage and network performance predictions provided by a Grid information service. 
The Globus replica management architecture is a layered architecture. At the lowest 
level is a Replica Catalog that allows users to register files as logical collections and 
provides mappings between logical names for files and collections and the storage 
system locations of one or more replicas of these objects. Actually Replica Catalog 
implementation provides API, developed in C as well as a command-line tool; these 
functions and commands perform low-level manipulation operations for the replica 
catalog, including creating, deleting and modifying catalog entries. Instead, Higher-
level Replica Management API creates and deletes replicas on the storage systems and 
invokes low-level commands to update the corresponding entries in the replica catalog.  

We will briefly present the design of the Replica Catalog and the corresponding APIs. 
The basic replica management service that globus provides can be used by higher-level 
tools to select among replicas based on network or storage system performance or 
automatically to create new replicas at desirable locations. This advanced service will 
be implemented in the next generation of the replica management infrastructure. 

6.2.2.1 The Replica Catalog 

As previously mentioned the purpose of the replica catalog is to provide mappings 
between logical names for files or collections and one or more copies of the objects on 
physical storage systems. The catalog registers three types of entries: logical collections, 
locations and logical files, as shown in Figure 6-3. 
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A logical collection is a user-defined group of files. We expect that users will find it 
convenient and intuitive to register and manipulate groups of files as a collection, rather 
than requiring that every file be registered and manipulated individually. Aggregating 
files should reduce both the number of entries in the catalog and the number of catalog 
manipulation operations required to manage replicas. Location entries in the replica 
catalog contain all the information required for mapping a logical collection to a 
particular physical instance of that collection. The location entry may register 
information about the physical storage system, such as the hostname, port and protocol. 
In addition, it contains all information needed to construct a URL that can be used to 
access particular files in the collection on the corresponding storage system. Each 
location entry represents a complete or partial copy of a logical collection on a storage 
system. One location entry corresponds to exactly one physical storage system location. 
The location entry explicitly lists all files from the logical collection that are stored on 
the specified physical storage system. 

 

 

Figure 6-3 The structure of Replica catalogue 

Each logical collection may have an arbitrary number of associated location entries, of 
which each contains a (possibly overlapping) subset of the files in the collection. Using 
multiple location entries, users can easily register logical collections that span multiple 
physical storage systems. Despite the benefits of registering and manipulating 
collections of files using logical collection and location objects, users and applications 
may also want to characterize individual files. For this purpose, the replica catalog 
includes optional entries that describe individual logical files. Logical files are entities 
with globally unique names that may have one or more physical instances. The catalog 
may optionally contain one logical file entry in the replica catalog for each logical file 
in a collection. 

The operations defined on catalog are: 
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·  Creation of the logical collection and related location entries; 

·  File registration - a new file entry is added to the logical collection and to the 
appropriate location entry of the collection. The file must exists in the physical 
storage location; 

·  File publication- involves files that aren©t in the physical location registered in 
collection. This operation implies a copy of the file in a physical location; 

·  File copying from different locations of the same logical collection. The file is 
physically copied from a storage system to another and then the related location 
entries are updated; 

·   Deletion of a file from a location. 

The actual implementation has the following features: 
 

·  Replica semantics, thus the system does not address automatic synchronization 
of the replicas; 

·  Catalog consistency during a copy or file publication; 

·  Rollback of single operation in case of failure; 

·  Distributed locking for catalog resources; 

·  Access control; 

·  API for reliable catalog replication. 

6.3 ADR (Active Data Repository) 

6.3.1 Overview  
ADR has been developed at University of Maryland (USA) [ ADR1] to support parallel 
applications that process very large scale scientific simulation data and sensor data sets. 
These applications apply domain-specific composition operations to input data, and 
generate output which is usually characterizations of the input data. Thus, the size of the 
output data is often much smaller than that of the input. This makes it imperative, from 
a performance perspective, to perform the data processing at the site where the data is 
stored. Furthermore, very often the target applications are free to process their input 
data in any order without affecting the correctness of the results. This allows the 
underlying system to schedule the operations such that they can be carried out in an 
order that delivers the best performance.  

ADR provides a framework to integrate and overlap a wide range of user-defined data 
processing operations, in particular, order-independent operations, with the basic data 
retrieval functions. ADR de-clusters its data across multiple disks in a way such that the 
high disk bandwidth can be exploited when the data is retrieved. ADR also allows 
applications to register user-defined data processing functions, which can be applied to 
the retrieved data. During run time, an application specifies the data of interest as a 
request, usually by specifying some spatial and/or temporal constraints, and the chain of 
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functions that should be applied to the data of interest. Upon receiving such a request, 
ADR first computes a schedule that allows for efficient data retrieval and processing, 
based on factors such as data layout and the available resources. The actual data 
retrieval and processing is then carried out according to the computed schedule.   

In ADR, datasets can be described by a multidimensional coordinate system. In some 
cases datasets may be viewed as structured or unstructured grids, in other cases (e.g. 
multi-scale or multi-resolution problems), datasets are hierarchical with varying levels 
of coarse or fine meshes describing the same spatial region. Processing takes place in 
one or several steps during in which new datasets are created, preexisting datasets are 
transformed or particular data are output. Each step of processing can be formulated by 
specifying mappings between dataset coordinate systems. Results are computed by 
aggregating (with a user defined procedure), all the items mapped to particular sets of 
coordinates. ADR is designed to make it possible to carry out data aggregation on 
processors that are tightly coupled to disks. Since the output of a data aggregation is 
typically much smaller than the input, use of ADR can significantly reduce the overhead 
associated with obtaining post processed results from large datasets.  

The Active Data Repository can be categorized as a type of database; correspondingly 
retrieval and processing operations may be thought of as queries. ADR provides support 
for common operations including index generation, data retrieval, memory 
management, scheduling of processing across a parallel machine and user interaction.  

ADR assumes a distributed memory architecture consisting of one or more I/O devices 
attached to each of one or more processors. Datasets are partitioned and stored on the 
disks. An application implemented using ADR consists of one or more clients, front-end 
processes, and a parallel backend. A client program, implemented for a specific domain, 
generates requests that are translated into ADR queries by ADR back-end processes. 
The back-end translates the requests into ADR queries and performs flow control, 
prioritization and scheduling of ADR queries that resulted from client requests (see 
Figure 6-4).  

A query consists of:  

(1) A reference to two datasets A and B; 

(2) A range query that specifies a particular spatial region in dataset A or dataset B; 

(3) A reference to a projection function that maps elements of dataset A to dataset B; 

(4) A reference to an aggregation function that describes how elements of dataset A are 
to be combined and accumulated into elements of dataset B 

(5) A specification of what to do with the output (i.e. update a currently existing dataset, 
send the data over the network to another application, create a new dataset etc.)  

An ADR query specifies a reference to an index, which is used by ADR to quickly 
locate the data items of interest. Before processing a query, ADR formulates a query 
plan to define the order the data items are retrieved and processed, and how the output 
items are generated.  

Currently ADR infrastructure has targeted a small but carefully selected set of high end 
scientific and medical applications, and is currently customized for each application 
through the use of C++ class inheritance. Developers are currently in the process of 
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efforts that should lead to a significant extension of ADR functionality. Their plan is to:  

·  Develop the compiler and runtime support needed to make it possible for 
programmers to use a high level representation to specify ADR datasets, queries and 
computations;  

·  Target additional challenging data intensive driving applications to motivate 
extension of ADR functionality; 

·  Generalise ADR functionality to include queries and computations that combine 
datasets resident at different physical locations. The compiler will let programs use 
an extension of SQL3. 

Links to other technology thrust area projects include Globus, Meta-Chaos, KeLP, and 
the SDSC Storage Resource Broker (SRB). Data can be obtained from ADR using 
Meta-Chaos layered on top of Globus. KeLP-supported programs are being coupled to 
ADR, ADR will soon target HPSS as well as disk caches, and ADR queries and 
procedures will be available through a SRB interface.  

6.3.2 How data are organized 
A dataset is partitioned into a set of chunks to achieve high bandwidth data retrieval. A 
chunk consists of one or more data items, and is the unit of I/O and communication in 
ADR. That is, a chunk is always retrieved, communicated and computed-on as a whole 
object during the query processing. Every data item is associated with a point in a multi-
dimensional attribute space, so every chunk is associated with a minimum bounding 
rectangle (MBR) that encompasses the coordinates (in the associated attribute space) of 
all the data items in the chunk. Chunks are distributed across the disks attached to ADR 
back-end nodes using a de-clustering algorithm to achieve I/O parallelism during the 
query processing. Each chunk is assigned to a single disk, and is read and/or written 
during the query processing by the local processor only to which the disk is attached. In 
the first step of a query execution all data chunks are stored into a location in the disk 
farm and an index is constructed using the MBRs of the chunks. The index is used by 
the back-end nodes to find the local chunks with MBRs that intersect the range query. 

6.3.3 Query processing layout 
Each query is performed by a plan phase and execution phase. The former provides a 
tiling of dataset and a workload partitioning.  In the tiling step, if the output dataset is 
too large to fit entirely into the memory, it is then partitioned into tiles. Each tile 
contains a distinct subset of the output chunks, so that the total size of the chunks in a 
tile is less than the amount of memory available for output data. Tiling of the output 
implicitly results in a tiling of the input dataset. Each input tile contains the input 
chunks that map to the output chunks in the tile. During query processing, each output 
tile is cached in main memory, and input chunks from the required input tile are 
retrieved. Since a mapping function may map an input element to multiple output 
elements, an input chunk may appear in more than one input tile if the corresponding 
output chunks are assigned to different tiles. Hence, an input chunk may be retrieved 
multiple times during execution of the processing loop. In the workload partitioning 
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step, the workload associated with each tile (i.e. aggregation of input items into 
accumulator chunks) is partitioned across processors. This is accomplished by assigning 
each processor the responsibility for processing a subset of the input and/or accumulator 
chunks. 

The execution of a query on a back-end processor progresses through four phases for 
each tile:  

1. Initialization- Accumulator chunks in the current tiles are allocated space in 
memory and initialized. If an existing output dataset is required to initialize 
accumulator elements, an output chunk is retrieved by the processor that has the 
chunk on its local disk, and the chunk is forwarded to the processors that require it; 

2. Local Reduction- Input data chunks on the local disks of each back-end node are 
retrieved and aggregated into the accumulator chunks allocated in each processor©s 
memory in phase 1;  

3. Global Combine- If necessary, results are computed in each processor in phase 2 is 
combined across all processors to compute final results for the accumulator chunks;  

4. Output Handling- The final output chunks for the current tiles are computed from 
the corresponding accumulator chunks computed in phase 3. 

A query iterates through these phases repeatedly until all tiles have been processed and 
the entire output dataset has been computed. To reduce query execution time, ADR 
overlaps disk operations, network operations and processing as much as possible during 
query processing. Overlap is achieved by maintaining explicit queues for each kind of 
operation (data retrieval, message sends and receives, data processing) and switching 
between queued operations as required. Pending asynchronous I/O and communication 
operations in the queues are polled and, upon their completion, new asynchronous 
operations are initiated when there is more work to be done and memory buffer space is 
available. Data chunks are therefore retrieved and processed in a pipelined fashion. 

 

Figure 6-4 ADR architecture 
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6.4 DataCutter  

6.4.1 Overview 
DataCutter is a middleware developed at the University of Maryland (USA)[Dat aCut ] 
that enables processing of scientific datasets stored in archival storage systems across a 
wide-area network. It provides support for sub-setting of datasets through multi-
dimensional range queries, and an application specific aggregation on scientific datasets 
stored in an archival storage system.  It is tailored for data-intensive applications that 
involve browsing and processing of large multi-dimensional datasets. Examples of such 
application include satellite data processing systems and water contamination studies 
that couple multiple simulators. 

DataCutter provides a core set of services, on top of which application developers can 
implement more application-specific services or combine with existing Grid services 
such as meta-data management, resource management, and authentication services. The 
main design objective in DataCutter is to extend and apply the salient features of ADR 
(i.e. support for accessing subsets of datasets via range queries and user-defined 
aggregations and transformations) for very large datasets in archival storage systems, in 
a shared distributed computing environment. In ADR, data processing is performed 
where the data is stored (i.e. at the data server). In a Grid environment, however, it may 
not always be feasible to perform data processing at the server, for several reasons. 
First, resources at a server (e.g., memory, disk space, processors) may be shared by 
many other competing users, thus it may not be efficient or cost-effective to perform all 
processing at the server. Second, datasets may be stored on distributed collections of 
storage systems, so that accessing data from a centralized server may be very expensive. 
Moreover, if distributed collections of shared computational and storages systems can 
be used effectively then they can provide a more powerful and cost-effective 
environment than a centralized server.   Therefore, to make efficient use of distributed 
shared resources within the DataCutter framework, the application processing structure 
is decomposed into a set of processes, called filters. DataCutter uses these distributed 
processes to carry out a rich set of queries and application specific data transformations. 
Filters can execute anywhere (e.g., on computational farms), but are intended to run on 
a machine close (in terms of network connectivity) to the archival storage server or 
within a proxy. Filter-based algorithms are designed with predictable resource 
requirements, which are ideal for carrying out data transformations on shared distributed 
computational resources. These filter-based algorithms carry out a variety of data 
transformations that arise in earth science applications and applications of standard 
relational database sort, select and join operations. The DataCutter developers are 
extending these algorithms and investigating the application of filters and the stream-
based programming model in a Grid environment. Another goal of DataCutter is to 
provide common support for subsetting very large datasets through multi-dimensional 
range queries. These may result in a large set of large data files, and thus a large space 
to index. A single index for such a dataset could be very large and expensive to query 
and manipulate. To ensure scalability, DataCutter uses a multi-level hierarchical 
indexing scheme.  
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6.4.2 Architecture 
The architecture of DataCutter is being developed as a set of modular services, as 
shown in Figure 6-5. The client interface service interacts with clients and receives a 
multi-dimensional range queries from them. The data access service provides low level 
I/O support for accessing the datasets stored on an archival storage system. Both the 
filtering and indexing services use the data access service to read data and index 
information from files stored on archival storage systems. The indexing service 
manages the indices and indexing methods registered with DataCutter. The filtering 
service manages the filters for application-specific aggregation operations.  

 

Figure 6-5 DataCutter architecture outline 

6.4.3 How data are organized 
A DataCutter supported dataset consists of a set of data files and a set of index files. 
Data files contain the data elements of a dataset and can be distributed across multiple 
storage systems. Each data file is viewed as consisting of a set of segments. Each 
segment consists of one or more data items, and has some associated metadata. The 
metadata for each segment consists of a minimum bounding rectangle (MBR), and the 
offset and size of the segment in the file that contains it. Since each data element is 
associated with a point in an underlying multi-dimensional space, each segment is 
associated with an MBR in that space, namely a hyper box that encompasses the points 
of all the data elements contained in the segment. Spatial indices are built from the 
MBRs for the segments in a dataset. A segment is the unit of retrieval from archival 
storage for spatial range queries made through DataCutter. When a spatial range query 
is submitted, entire segments are retrieved from archival storage, even if the MBR for a 
particular segment only partially intersects the range query (i.e. only some of the data 
elements in the segment are requested). One of the goals of DataCutter is to provide 
support for subsetting very large datasets (sizes up to petabytes). Efficient spatial data 
structures have been developed for indexing and accessing multi-dimensional datasets, 
such as R-trees and their variants. However, storing very large datasets may result in a 
large set of data files, each of which may itself be very large. Therefore a single index 
for an entire dataset could be very large. Thus, it may be expensive, both in terms of 
memory space and CPU cycles, to manage the index, and to perform a search to find 
intersecting segments using a single index file. Assigning an index file for each data file 
in a dataset could also be expensive because it is then necessary to access all the index 
files for a given search. To alleviate some of these problems, DataCutter uses a multi-
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level hierarchical indexing scheme implemented via summary index files and detailed 
index files. The elements of a summary index file associate metadata (i.e. an MBR) with 
one or more segments and/or detailed index files. Detailed index file entries themselves 
specify one or more segments. Each detailed index file is associated with some set of 
data files, and stores the index and metadata for all segments in those data files. There 
are no restrictions on which data files are associated with a particular detailed index file 
for a dataset. Data files can be organized in an application-specific way into logical 
groups, and each group can be associated with a detailed index file for better 
performance. 

6.4.4 Filters 
In DataCutter, filters are used to perform non-spatial subsetting and data aggregation. 
Filters are managed by the filtering service. A filter is a specialized user program that 
pre-processes data segments retrieved from archival storage before returning them to the 
requesting client. Filters can be used for a variety of purposes, including elimination of 
unnecessary data near the data source, pre-processing of segments in a pipelined fashion 
before sending them to the clients, and data aggregation. Filters are executed in a 
restricted environment to control and contain their resource consumption. Filters can 
execute anywhere, but are intended to run on a machine close (in terms of network 
connectivity) to the archival storage server or within a proxy. When they are run close 
to the archival storage system, filters may reduce the amount of data injected into the 
network for delivery to the client. Filters can also be used to offload some of the 
required processing from clients to proxies or the data server, thus reducing client 
workload. 

6.5 Mocha (Middleware Based On a Code SHipping 
Architecture) 
As seen in the previous sections database middleware systems are used to integrate 
collections of data sources distributed over a computer network (DiscoveryLink, 
KIND). Typically, these types of systems follow an architecture centered on data 
integration server, which provides client applications with a uniform view and access 
mechanism to the data available in each source. Such a uniform view of the data is 
realized by imposing a global data model on top of the local data model used by each 
source. We have seen two main methods for deploying an integration server: a 
commercial database server or a mediator system. In the first approach, commercial 
database server is configured to access a remote data source through a database 
gateway, which provides an access method mechanism to the remote data. In the second 
approach, a mediator server specially designed and tailored for distributed query 
processing is used as the integration server. The mediator utilizes the functionality of 
wrappers to access and translate the information from the data sources into the global 
data model. In both of these existing types of middleware solutions the user-defined, 
application-specific data types and query operators defined under the global data model 
are contained in libraries which must be linked to the clients, integration servers, 
gateways or wrappers deployed in the system. 

MOCHA (Middleware Based On aCode SHipping Architecture)[Mocha], is a database 
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middleware system designed to interconnect hundreds of data sources. It is built around 
the notion that the middleware for a large-scale distributed environment should self-
extensible. A self-extensible middleware system is one in which new application-
specific functionality needed for query processing is deployed to remote sites in 
automatic fashion by the middleware system itself.  

This is obtained addressing two important issues:  

1. The deployment of the application-specific functionality; 

2. The efficient processing of defined operators.  

In MOCHA, this is realized by shipping Java code containing new capabilities to the 
remote sites, where it can be used to manipulate the data of interest. A major goal 
behind this idea of automatic code deployment is to fill-in the need for application-
specific processing components at remote sites that do not provide them. These 
components are migrated on demand by MOCHA from site to site and become available 
for immediate use. This approach sharply contrasts with existing solutions in which 
administrators need to manually install all the required functionality throughout the 
system. 

By shipping code for query operators, MOCHA can generate efficient plans that place 
the execution of powerful data-reducing operators (filters) on the data sources. 
Examples of such operators are aggregates, predicates and data mining operators, which 
return a much smaller abstraction of the original data. On the other hand, data-inflating 
operators which produce results larger that their arguments are evaluated near the client. 
Since in many cases, the code being shipped is much smaller than the data sets, 
automatic code deployment facilitates query optimization based on data movement 
reduction, which can greatly reduce query execution time.  

6.5.1 MOCHA Architecture 
MOCHA is built on two basic principles:  all application-specific functionality needed 
to process any given query is delivered by MOCHA to all interested sites in automatic 
fashion, and this is realized by shipping the Java classes containing the required 
functionality.  

Each query operator will be evaluated at the site that results in minimum data 
movement. The goal is to ship the code and the computation of operators around the 
system in order to minimize the effects of the network bottleneck. Figure 6-6 depicts the 
organization of the major components in the architecture for MOCHA.  
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Figure 6-6 MOCHA architecture outline 

These are the Client Application, the Query Processing Coordinator (QPC), the Data 
Access Provider (DAP) and Data Server.  

6.5.1.1 Client Application  

MOCHA supports three kinds of client applications:  applets, servlets, and stand-alone 
Java applications.  

6.5.1.2 Query Processing Coordinator (QPC) 

The Query Processing Coordinator (QPC) is the middle-tier component that controls the 
execution of all the queries and commands received from the client applications. QPC 
provides services such as query parsing, query optimization, query operator scheduling, 
query execution and monitoring of the entire execution process. QPC also provides 
access to the metadata in the system and to the repository containing the Java classes 
with application-specific functionality needed for query processing. During query 
execution, the QPC is responsible for deploying all the necessary functionality to the 
client application and to those remote sites from which data will be extracted. One of 
the most important components of the QPC is the query optimizer, which generates the 
best strategy to solve the queries over the distributed sources. The plan generated by the 
optimizer explicitly indicates that are the operators to be evaluated by the QPC and 
those to be evaluated at the remote data sites. In addition, the plan indicates which Java 
classes need to be dynamically deployed to each of the participants in the query 
execution process. All plans are encoded and exchanged as XML documents. The QPC 
uses the services of the Catalog Manager module to retrieve from the catalog all 
relevant metadata for query optimization and code deployment. The QPC also contains 
an extensible query execution engine based on iterators. There are iterators to perform 
local selections, local joins, remote selections, distributed joins, semi-joins, transfers of 
files and sorting, among others. The execution engine also provides a series of methods 
used to issue procedural commands (i.e. ftp requests) and to deploy the application-
specific code.  

6.5.1.3 Data Access Provider (DAP) 

The role of a Data Access Provider (DAP) is to provide the QPC with a uniform access 
mechanism to a remote data source. In this regard, the DAP might appear similar to a 
wrapper or a gateway. However, the DAP has an extensible query execution engine 
capable of loading and using application-specific code obtained from the network with 
the help of the QPC. Since DAP is run at the data source site or in close proximity to it, 
MOCHA exploits this capability to push down to the DAP, the code and computation of 
certain operators that filter the data been queried, and to minimize the amount of data 
sent back to the QPC. Query and procedural requests issued by the QPC are received 
through the DAP API, and are routed to the Control Module, where they are decoded 
and prepared for execution. Each request contains information about the Execution 
Engine in the DAP that includes the kind of tasks to be performed (i.e. a query plan), the 
code that must be loaded, and the access mechanism necessary to extract the data.  
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6.5.1.4 Catalog Organization  

Query Optimization and automatic code deployment are driven by the metadata in the 
catalog. The catalog contains metadata about views defined over the data sources, user-
defined data types, user-defined operators, and any other relevant information such as 
selectivity of various operators. The views, data types and operators are generically 
referred to as resources and are uniquely identified by a Uniform Resource Identifier 
(URI). The metadata for each resource is specified in a document encoded with the 
Resource Description Framework (RDF), an XML-based technology used to specify 
metadata for resources available in networked environments. In MOCHA, there is a 
catalog entry in the form for each resource (URI; RDF File), and it is used by the system 
to understand the behavior and proper utilization of each resource.  

6.6 DODS (Distributed Oceanographic Data System) 
DODS is a US project promoted by MIT, University of Rhode Island and then funded 
and developed by NASA and NOAA[DODS]. The aim of this project was the creation of 
repositories of oceanographic and meteorological data directly accessible from the web 
using the most common analysis tools for these meteo-climatic data. The DODS©s 
architecture is based on the classical client/server paradigm, as outlined in Figure 6-7. 
Data can be directly "read" by the clients but not written. However this is a 
characterization of meteo-climatic data: once produced they do not change.  

Substantially it©s a filter. The client makes a query to the server specifying an URI that 
contain the query for the dataset or for the metadata. The receiving server interprets the 
URI and through a dispatcher (CGI), the query is redirected to the right filter that 
operates in the required dataset.  Each dataset is maintained in its original format and 
the filter, once it has queried the dataset, constructs a DODS formatted flow of data 
towards the client. This flow can be HTML, ASCII, or binary depending on the request. 
The interface offered by the DODS server to the clients is constructed using well 
defined data models, one for metadata and one for data types. The former is called DDS 
(Dataset description structure) while the last is called DAS (Dataset Attribute Structure). 
With DAS we can define the domain-centric meta data, such as:  annotations, measuring 
tools, tolerances, valid ranges, etc... With DDS we can describe structural information 
about variables (system-centric metadata), using predefined basic types such as:  
integer, float, array, grids, sequences (structured tables). DDS and DAS are specified 
using an intuitive C-like tagging language. The main modules of DODS are: 

·  The dispatcher that activates the right filter for getting the  DAS,  DDS 
e/o Data service depending on the URI; 

·  DAS service, that constructs or gathers the information on dataset©s 
attributes. This  information can be obtained directly from the dataset or 
by means of an external description file; 

·  DDS service, that operates like DAS services for structural information; 

·  Data service, that gives access to the dataset for data retrieving and format 
conversions. 

The software was developed using C++ and recently also using Java.  The data 
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representation at the filter level uses XDR (RFC 1832) standard and guarantees 
hardware independence.  The following formats are supported: 

·  netCDF; 

·  HDF; 

·  RDBMS (using JDBC); 

·  JGOFS (for oceanographics data); 

·  FreeForm; 

·  GRIB and GrAD; 

·  Matlab binary. 

 

The project is focused on the issues of simple expandability and interfaceability rather 
than high performance. In fact it uses HTTP (Apache) and a servlet engine (Tomcat). 

 

 

Figure 6-7 DODS architecture outline 

6.7 OGSA and Data Grids  
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All concepts, characteristics, desiderata of the projects reviewed in previous chapters, 
are actually leading working groups inside the GGF (global grid forum) aimed to a 
definition of a set of specifications, standards, protocols and toolkits to address in a 
more general way the problems related to storage, data management, network data 
transfer, data access optimization within constraints of reliability and efficient sharing. 
One of the targets of these working groups has been defined as OGSA (Open Grid 
Service Architecture) aimed to “support the sharing and coordinate use of diverse 
resources in dynamic distributed Virtual Organizations (VOs)”  [PysGrid]. 
The open design is based on a mix of already existing protocols and standards in the 
sense that OGSA defines the architecture in terms of Grid services aligned with 
emerging Web services technologies.    
Web services are an emerging paradigm in distributed computing, focused on simple 
standard-based computing models. The corner stones are: 

·  WSDL  -  Web Service Description Language; 
·  SOAP  - Simple Object access Protocol; 
·  WSIL - Web Service Introspection Language. 

The design will allow creation, discovery, contracting, notification, management, 
grouping, introspection, etc. of grid services in a fashion already addressed by Web 
services. 
Grids and Data Gr ids – desirable features 
To understand the target of the OGSA specifications, we can start to analyze what are 
the necessary conditions to achieve a successful sharing of resources at large scale. We 
will follow some keywords, already encountered in the projects here reviewed.  In this 
way the sharing should be: 

·  FLEXIBLE; 
·  SECURE; 
·  COORDINATED; 
·  ROBUST; 
·  SCALABLE ; 
·  OBIQUITOUS ; 
·  ACCOUNTABLE/QoS ; 
·  TRANSPARENT. 

As counterpart, the shared resources should be: 

·  INTEROPERABLE; 
·  MANAGEABLE; 
·  AVAILABLE; 
·  EXTENSIBLE.  

The “sharing”  is what we want, the shared resources are what we have but we never 
define who we are. A term that maps “who we are”  in the actual scenario is well 
expressed by Virtual Organization. VO is defined as a group of individuals or Institutes 
which are geographically distributed but appearing to function as one single 
organization [PhysGrid]. 
VO may be defined in a very flexible way, to address highly specialized needs 
instantiated through the set of services that they provide to their users/applications. In 
the specific case of data management, the members of a VO would share their data, 
which are potentially distributed over a wide area, and then they need scalability. 
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Moreover the data needs to be accessible from anywhere at anytime, then they needs 
flexibility, ubiquitous access, and possibly transparent access against locations. Despite 
the local security politics of the institutions inside VO, the users need a secure access to 
shared data, maintaining manageability and coordination between local sites. Last but 
not least there is a need to access existing data through interfaces to legacy systems or 
by automatic flows as in Virtual Data generation. 

The OGSA approach to the shared resource access is based on Grid services, defined as 
WSDL-service that conforms to a set of conventions related to its interface definitions 
and behaviors[ OGSI ] . The way that OGSA provides solution to the general problem of 
data conveys directly to Data Grids, and can be resumed in a set of requirements that 
carries the properties previously listed: 

·  Support the creation, maintenance and application of ensembles of services 
maintained by virtual Organizations (thus accomplishing  coordination, 
transparent scalable access,  scalability, extensibility, manageability); 

·  Support local and remote transparency with respect to invocation and location 
(thus accomplishing the properties of  transparency and flexibility);  

·  Support of multiple protocol bindings (thus accomplishing the properties of 
transparency, flexibility, interoperability, extensibility, ubiquitous access);  

·  Support virtualization hiding the implementation encapsulating it in a common 
interface (thus accomplishing the properties of transparency, interoperability, 
extensibility, manageability); 

·  Require standard semantics; 
·  Require mechanisms enabling interoperability; 
·  Support transient services; 
·  Support upgradeability of services. 
In more detail, Grid service capabilities and related interfaces can be summarized as 
shown in Table 6-1 [PhysGrid]. 
Capability WSDL Interfaces 
 port Type operation 
Query a variety of information about the 
Grid service instance, including basic 
introspection information (handle, 
reference, primary key, home 
handleMap), richer per-interface 
information, and service-specific 
information (e.g., service instances 
known to a registry). Extensible support 
for various query languages. It returns the 
so called SDE (Service Data Element) 

Gr i dSer vi ce Fi ndSer vi ceDat a 

Set (and get) termination time for Grid 
service instance 

 Set Ter mi nat i onTi me 

Terminate Grid service instance  Dest r oy 
Subscribe to notifications of service-
related events, based on message type 
and interest statement. Allows for delivery 
via third party messaging services. 

Not i f i cat i onS
our ce 

Subscr i beToNot i f i cat i
onTopi c 

Carry out asynchronous delivery of 
notification messages 

Not i f i cat i onS
ync 

Del i ver Not i f i cat i on 

Conduct soft-state registration of Grid 
service handles 

Regi st r y Regi st er Ser vi ce 
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Capability WSDL Interfaces 
Deregister a Grid service handle  Unr egi st er Ser vi ce 
Create new Grid service instance Fact or y Cr eat eSer vi ce 
Return Grid Service Reference currently 
associated with supplied Grid Service 
Handle 

Handl eMap Fi ndByHandl e 

Table 6-1 Grid Services Capabilities. 

Starting from the above architecture, the GGF Data Area WG has conceived a concept 
space condensing the topics related to Data and Data Grids, as depicted in Figure 6-8. 
 

 
Figure 6-8 GGF Data Area Concept Space. 

From this scheme is clear the big effort required to tackle the problem. However we can 
note that many aspects are already addressed by some of the projects reviewed in this 
report. In this way, through an interface standardization of these already implemented 
services (encapsulation into Grid services) many VO can take immediate benefits from 
that work. 
Despite the fact that  in many existing or developing data grid architectures the data 
management services are restricted to the handling of files (e.g. the European DataGrid) 
there are ongoing efforts  to manage collection of files (e.g. Storage Resource Broker at 
San Diego Supercomputing Centre), Relational and semi-structured Data  Bases 
(OGSA-DAI at EPCC Edinburgh in collaboration with Microsoft, Oracle and IBM), 
Virtual Data (Chimera at the GryPhyN project), sets of meshed grid data (DataCutter 
and Advanced Data Repository projects). Upon these services, or other one, it will be 
possible to build more complex services that through a well defined set of protocols and 
ontology (DAML-OIL, RDF etc.) will constitute the cornerstones of the knowledge 
management over the grid.   
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In order to achieve this evolution, a key player will be the concept of metadata and its 
effective implementation. As an example, the WSDL description of a Grid service 
represents a set of well defined-standardized technical /system metadata, conceived to 
allow automatic finding, querying and utilization by autonomous agents.  
Finally, the development of new sets of metadata specifications (necessary to cover the 
entire domain of the scientific disciplines), the compilation of “cross-referencing”  
ontology, coupled with the availability of distributed ubiquitous computational-power 
that represent the basic elements of Semantic Grids, will make possible a new future. 
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7 Analysis of Data Management Questionnaire 
The study was undertaken in four stages: Design of Questionnaire,  Short Listing, 
Collection and Analysis of Data and Considerations. 

7.1 Design 
 

The contents and design of the questionnaire took place from 01 April 2002 to 10 July 
2002. A draft was submitted to the ENACTS partners in mid June 2002, where some 
valuable comments and suggestions were made. After incorporating these, the 
questionnaire was officially open on 10 July 2002. A PDF copy of the questionnaire can 
be found on line at http://www.tchpc.tcd.ie/enacts/Enacts.pdf. 
 
The questionnaire was divided into 22 separate questions, each of these was catagorised 
into a number of different sections, namely: introduction, knowledge, scientific profile 
and future services.  Some questions were further subdivided into 2/3 specific questions. 
 

·  Introduction- prompts the participant for personal details and some 
important research group characteristics; 

·  Knowledge - looks for information on the kind of knowledge and awareness 
the participants have about data management and data management systems;  

·  Scientific Profile - is concerned with the type of applications the participants 
are dealing with including the languages used, the size and type of datasets, 
web applications, HPC Resources and Job Requirements. It also looks at what 
new database tools and operations would benefit the researchers; 

·  Future Profile - is concerned with the added securities and services that 
would benefit research groups. The questions aim to discover if the 
participants would become more involved with collaborative research and 
grid based research projects. It prompts the participants to identify their 
interest in the current grid facilities and under what conditions they would be 
happy to allow their data to migrate and to use other research group’s data.  

7.2 Shortlisting Group 
 

A large population from the scientific community across Europe was invited to take part 
in this study. A database previously used in the ENACTS grid service requirements 
questionnaire was taken and adapted to suit the needs of the project. In addition, the 
partners made contact with Maria Freed Taylor, Director of ECASS and coordinator of 
Network of European Social Science Infrastructure (NESSIE), which funds joint 
activities of the four existing Large Scale Facilities in the Social Sciences in the 
European Commission fifth framework programme.  
 
The NESSIE project co-ordinates shared research on various aspects of access to socio-
economic databases of various types, including regional data, economic databases such 
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as national accounts, household panel surveys, time-use data as well as other issues of 
harmonization and data transfer and management. 
 
TCD also invited responses from European Bioinformatics Institute and the VIRGO 
consortium.  Both partners invited responses from academic and industrial European 
HPC Centers.  (See Table 7-1 for a breakdown of countries contacted and a count of 
responses by country). 
 

Country  Contacted Answered 

United Kingdom 38 8 
Germany 27 9 
Austria 2 2 
Check Republic 5 3 
Denmark 6 0 
Finland 21 6 
France 18 4 
Greece 12 4 
Ireland 6 2 
Italy 15 15 
Netherlands 5 0 
Norway 6 6 
Poland 3 1 
Portugal 7 2 
Spain 12 2 
Romania 1 0 
Sweden 17 4 
Total 201 68 

 

Table 7-1: Breakdown by Country 

7.3 Collection and Analysis of Results 
The questionnaire was officially closed on the 15th September 2002, with a total of 68 
replies from the 192 individuals contacted. A set of PHP scripts incorporating MySQL 
statements were devised to automatically save and process the data. The analysis took 
place throughout October and November 2002. 

7.4 Introductory Information on Participants 
This section establishes the user profile of the participants. The main factors considered 
were - geographical distribution of the groups, the overall size of groups and area in 
which they are working.   
 
There were a total of 68 participants covering a wide geographical distribution over the 
European Union and associated countries (the largest number of responses coming from 
the United Kingdom, Germany and Italy). This can be seen in the table and pie chart 
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(see Figure 7-1 and Table 7-2).  
 

Ireland United Kingdom Germany 
Sweden Spain Italy 
Greece Portugal Poland 
Norway Austria Portugal 

Chech Republic Denmark Finland 

France Netherlands Romania 

Table 7-2: Table of Countries who Participated 

The size of the participants© groups comprised a mixture of medium sized (groups sized 
between 2 and 10 people, 57%) to larger groups (groups sized between 11 and 50 
people 29%). See Figure 7-2. 
 

 
Figure 7-1 Pie chart of geographic distributed of responses 
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Figure 7-2 Histogram of group sizes 

Over 85% of participants use Unix/Linux based Operating Systems, (see Figure 7-3).  
The vast majority of the participants are from the physical sciences (namely Physics and 
Mathematics) and Industry, (see Table 7-3) 
 

Figure 7-3 Histogram of Operating Systems 
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Astronomy/Astrophysics 4.40% 

Medical Sciences 0.00% 

Climate Research 10.30% 

Mathematics 4.40% 

Engineering 10.30% 

Computing Sciences 0.00% 

Telecommunications 0.00% 

Industry 16.20% 

High Performance Computing 7.40% 

Other 7.40% 

Table 7-3: Areas Participants are involved in 

7.5 Knowledge and Awareness of Data Management 
Technologies 
 
The knowledge section looked at the degree of awareness and knowledge the 
participants had on some of the current data management services and facilities. The 
main factors considered were storage systems, interconnects, resource brokers, metadata 
facilities, data sharing services and infrastructures (see Figure 7-4). 
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Figure 7-4 Histogram of Management Technologies 

 

Almost 31% of the participants had not used technologies such as advanced storage 
systems, resource brokers or metadata catalogues and facilities. 60% of the participants’  
perceived that they would benefit from the use of better data management services. The 
two charts reported in Figure 7-5 show the number who had access to software and 
software storage system within their company or institution.  Chapter 2 briefly reviews 
the basic technology for data management related to high performance computing, 
introducing first the current evolution of basic storage devices and interconnection 
technology, then the major aspects related to file systems, hierarchical storage 
management and data base technologies. Over the last number of years a huge amount 
of work has been put into developing massively parallel processors and parallel 
languages with an emphasis on numerical performance rather than I/O performance. 
These systems may appear too complicated for the average scientific researchers who 
would simply seek an optimal way of storing their results.  60% of the researchers who 
took part in the survey noted that they could take advantage of better data management 
systems.  However, our study shows that few of those who responded have tried the 
tools currently in the market place.  This report aims to summaries current technologies 
and tools giving the reader information about which groups are using which tools.  This 
may go some way to educating the European Scientific community about how they may 
improve their data management practices. 
 
 

Figure 7-5 Software (left) and Hardware (right) Storage systems 
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The participants were asked to catogorise a number of factors in a Data Management 
environment as not important, of slight importance, important and very important. The 
factors they catagorised as important were ÁCataloguing datasets©, ÁSearching datasets 
using metadata©, ÁFast and reliable access to data©, ÁEasy sharing of data©, and ÁSharing of 
datasets©. Of these about 41% classified them as important or very important. About 
14% or 15% classified them as not or of slight importance. ÁSpanning datasets on 
physical layers© and ÁRestructuring datasets through relational database technology© were 
not deemed important.  30% classified these as not or only slightly important and only 
7% classified them as important or very important. About 21% classified ÁSpanning 
datasets on heterogeneous storage systems©, ÁOptimising utilisation of datasets© and 
ÁBuilding Datagrid Infrastuctures© as important or very important, and 22% classified 
them as being not or only slightly important. 
 
The chart reported in Figure 7-6 shows what type of data management service would 
best serve the participants groups: 
 

·  One exclusive to the group - 8.8%; 
·  One exclusive to the department - 5.9%; 
·  One that only worked at a local institutional level - 5.9%; 
·  One that only served researchers doing similar type of work - 0%;  
·  One that only worked at a national level – 0; 
·  No geographical restrictions - 20.6%. 
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Figure 7-6 Collaborations 

 

The questionnaire asked the participants what kind of data management service would 
best suit their working groups.   60% did not answer this question. About 20% said that 
there were no geographical restrictions.  Only 30.9 were willing to allow their code 
migrate onto other systems.  This suggests a lack of trust and knowledge of the available 
systems.   However a large number have participated in some sort of collaborative 
research.   Does the current suite of software available meet the needs of the research 
community or are the study participants just unaware and have a lack of knowledge of 
what tools are available? 
There was limited awareness of the systems and tools detailed in the questionnaire. This 
suggests that participants do not take part in large complex data management projects.  
The chart reported in Figure 7-7 shows the small percentage of use of expert third party 
systems (see Table 7-4). 
 

 

 

 

Intelligent Archives at Lawrence Livermore National Labs 5.90% 

SDSC storage resource broker 8.80% 

IBM©s HPSS Storage Systems 11.80% 

CASTOR at CERN 4.40% 

RasDaMan 2.90% 
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Table 7-4: External Systems/Tools 

 
 

 
Figure 7-7 Systems and Tools 

 

7.6 Scientific Profile 
 

The Scientific Profile section prompts the participants for information about the user 
and application profile of the participants© application areas and codes, web applications, 
datasets and HPC Resources. 
 
Over 80% of participants write their code in C. 75% use Fortran 90 and 70% use 
Fortran 77. Other languages used are C++ and Java with 60% and 43% of participants 
using these respectively.  The Figure 7-8 gives and indication of where the participants’  
data comes from.  
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Figure 7-8 Data provenance 

 
The type of data images used by the participants can be found in Table 7-5 and Figure 
7-9 with ÁRaw Binary©, and ÁOwner Format Text© being the most popular with over 41% 
of participants using each of these.  The type of data images determines the type of data 
storage and the storage devices that can be used (referenced in Chapter 2). When data is 
moved from a system to another with possibly a different architecture problems may be 
encountered as data types may differ.  A common standard for coding the data needs to 
be incorporated and used.  Section 2.9 details two well defined standards XDR and 
X409.  This allows data to be described in a concise manner and allows the data to be 
easily exported to different machines, programs, etc.  
 

Raw Binary 47.10% 

Table 20.60% 

Fortran Unformatted 36.80% 

Scientific Machine Independent 14.70% 

Owner Format Text 41.20% 

Standard Format Text 19.10% 

Table 7-5: Data Images 
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Figure 7-9 Data Images 

The participants were asked what kind of bandwidth/access they have within their 
institution and to the outside world.   The Figure 7-10 and Figure 7-11 show their 
responses.  If data is stored remotely then there must be a connection over a network to 
access this data (e.g. over a LAN or WAN).  The bandwidth will determine how quickly 
the data can be accessed as discussed in Section 2.3.  For example, in a LAN or a WAN 
environment data files are stored on a networked file system and are copied to a local 
file system, to increase the performance.  Since the speed of LAN/WAN is increasing, 
the performance gain in moving data will reach an optimum allowing the network 
storage perform as a local one.    
 

 
Figure 7-10 Access/Bandwidth within Institution 
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Figure 7-11 Access/Bandwidth to outside world 

 

Over 55% of participants noted that their dataset could be improved. In chapter 3 data 
models are defined and some examples given.  Data models define the data types and 
structures that an I/O library can understand and manipulate directly.  Implementing a 
standard data model could improve the dataset for the researcher allowing them 
implement more standard libraries, etc.  Only 23.5% of participants are able to run their 
applications through a web interface and 41% would be prepared to spend some effort 
to do this and 7% would be prepared to spend a lot of effort making their code more 
portable (i.e., not referencing input/output files via absolute paths, removing 
dependencies on libraries not universally available, removing non-standard compiler 
extensions or reliance on tools such as gmake, etc).  See Figure 7-12.    
 

Figure 7-12 Effort spent making code more portable      

 
63% of participants store data locally and 39% store data remotely.  If researchers had 
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access to a fast LAN they may be able to benefit from storing their data remotely on a 
network file server and increase their performance.  Almost 30% of participants’  
manage some Data Base System. Of that 30%, the two most popular databases used are 
Oracle (45%) and Excel (40%).  67.7% have Access scale computers. The format for 
Input/Output is mostly text or binary. With on average 45% for input and 47% for 
output for text and binary formats. 38.2% of participants require Parallel I/O. Of those 
19% use Parallel I/O MPI2 calls, 5.8% use Parallel Streams and 20.6% use Sequential 
I/O with Parallel Code. 
 
Typical size of data files appears to be 10MB (with 35.3% of participants’  datasets 
falling into that range), about 23% are 100MB and 16% are in the Gigabyte range. 
Typical size of datasets is in the range of Gigabytes (with 35.3% of participants’  
datasets falling into that range), about 22% are 100 MB and 17% are 10MB. 36.8% of 
participants take seconds to store their data, 30.9% takes minutes and 7.4% take hours.  
 
Over 60% of researchers organise their datasets using file storage facilities.  
Approximately 6% use relational databases.   We can deduce from this data that almost 
30% of participants manage some Data Base System. DBMS it would appear are mostly 
used for restricted datasets or summaries, while production data resides in directly inter-
faceable formats.  
 
The participants were asked what tools they thought would be useful to apply directly in 
a database if the data was raw (select part of, extract, manipulate, compare data, apply 
mathematical functions and visualize data). On average 55% thought all of these would 
be useful. The results can be seen in Table 7-6 and in Figure 7-13.  
 
 

Extraction 55.90%
Manipulation 55.90%
Select part of data 55.90%
Compare data 57.40%
Apply Mathematical functions 52.90%
Visualise data: 55.90%

Table 7-6: Tools used directly in Database on Raw Data 
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Figure 7-13 Tools used directly in Database on Raw data 

 
The participants were also asked which of the following operations on data could be 
useful if directly provided by the database tool: Arithmetic, Interpolation, 
Differentiation, Integration, Conversion of Data Formats, Fourier Transforms, 
Combination of Images, Statistics, Data Rescaling, Edge Detection, Shape Analysis and 
Protection Filtering. The results can be seen in Table 7-7 and in Figure 7-14.  In 
summary, the most important tools appear to be Arithmetic, Interpolation, Conversion 
of Data Formats and Statistical operations with over 30% of participants choosing each 
of these. Perhaps DBMS are rarely used due the difficulty in the implementation of 
these “mathematical”  manipulations on top of their interfaces. As such experience is 
relatively recent (see RasDaMan in the Chapter 2 of this report). 
 

Arithmetic 32.40% 
Interpolation 35.30% 
Differentiation 20.70% 
Integration 22.10% 
Conversion 38.20% 
Fourrier Trans 25.00% 
Combination 16.20% 
Statistics 32.40% 
Data Rescaling 0.00% 
Edge Detection 13.20% 
Shape Analysis 10.30% 
Protection Analysis 0.00% 

Table 7-7: Operations which would be useful if provided by a database tool 
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Figure 7-14 Operations which would be useful if provided by a database tool 

 
There could also be some difficulty in implementing standard mathematical and 
statistical tools in standard database management systems (DBMS).  Lack of knowledge 
and understanding of these systems has resulted in many researchers are not taking 
advantage of the DBMS available.  Chapter 5 and 6 survey the most innovative and 
challenging research projects involving complex data management activities and 
surveys the state of the art enabling technologies in these higher-level systems.  

7.7 Future Services 
 
The future services section aims to find out what level and type of service participants 
would expect from a data management environment. It aims to retrieve knowledge on 
the type and level of security that a data management provider should provide. It also 
aims to retrieve knowledge on past and future collaborative research needs. This section 
looks for the participants view on DataGrid and similar type systems and at what 
computational resources maybe available to the participant. The survey is searching for 
the data management requirements of the scientific research community in 5 - 10 years.  
 
The following lists in order of importance the grid based data management services and 
facilities that would benefit research according to participants:  
 
 

·  50% - ÁData Analysis©,  
·  41% - ÁDataset retrieval through metadata© and  
·  40% - ÁMigration of datasets towards computational/storage resources©.  

 
ÁConversion of datasets between standard forms© and ÁAccessing data through a portal© 
was considered totally unimportant.  As in Section 6.2 GLOBUS Data Grid Tools have 
been developed for data intensive, high performance computing application that require 
efficient management and transfer of terabytes or petabytes of information in wider area 
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distributed computing environment.  The core service provides basic operations for 
creation, deletion and modification of remote files.  It also provides metadata services 
for replica protocols and storage configuration.   
 
The added services from a data management service provider that are important to 
determine quality of service are Áease of use© and Águaranteed turn around time© with 
38% and 36% of participants choosing each of these respectively.  
 
The database services (such as found in XML, etc) and dedicated portals which are 
regarded as important in a GRID environment are on view in Table 7-8 and Figure 7-15. 
 

Cataloguing 36.76%
Filtering 27.94%
Searching 57.35%
Automatic and manual annotations 19.12%
Relational aspects of database style approaches 10.29%

Table 7-8: DB Services and Dedicated Portals 

 
 
 

Figure 7-15 DB Services and Dedicated Portals 

 
For most of the security issues, the participants in general thought that they were either 
important or very important, see Table 7-9 and Table 7-10.  There is one exception 
ÁSecurity from other system operators© which suggests confidence in the researchers’  
current system operators. This confidence should be maintained in a GRID 
environment.  
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Security TYPE Long term storage  Code and Data 

Not. Important 5.90% 8.80%

Useful  11.80% 16.20%

Important  23.50% 26.50%

Very Important  25.00% 14.70%

Table 7-9: added securities benefits  

 
 

Security TYPE Outside World System Users System Operators 

Not Important 7.40% 16.20% 25.00%

Useful 8.80% 20.60% 17.70%

Important  19.10% 25.00% 20.60%

Very Important  27.90% 5.90% 2.90%

Table 7-10: Added Securities Benefits 

 
57.4% of participants are installed behind a firewall and 67.7% use secure transfer 
protocols, such as sftp, ssh. Only 16% of participants data is subject to stringent privacy 
rules and it seems are not commercially sensitive. 50% of participants have heard of 
DataGrid, only 19% have heard of QCDGrid and 20% have heard of Astrogrid. If a 
national grid facility was in place, 44.1% of participants said they would contribute their 
own data and 38.2% said that they would use other people©s data. They said they would 
do so under the conditions detailed in Table 7-11.  The researchers’  willingness to let 
their data migrate and the access to additional computational resources will pay a large 
and vital role in the development and research into data management systems and grid 
services. Many of  the examples given in Chapters 5 and 6 on complex data 
management activities and state of the art enabling technologies do require additional 
computational resources over and above a researchers standard desktop computer.  
Access to resources outside a researchers own institution would allow broader research 
and collaboration to take place.  The report acknowledges that training on new hardware 
would be required.  
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Table 7-11: Conditions  

30.9% of participants in the survey expressed their willingness to let their code migrate.  
48.5% use dedicated storage systems. 60.3% of participants have participated in 
collaborative research with geographically distributed scientists. 50.8% of participants 
feel that technologies such as data exchange, data retrieval, analysis or standardisation 
would be used in the further development of their results. 61.8% of participants said 
they would use shared data and code, 2.9% said they would not share their reusults and 
5.9% were undecided.  
 
63.2% of participants have access to additional computational resources.  The 
participants were asked how they thought the third party and in-house libraries and 
codes would change in the next 5 and the next 10 years. Roughly 42% of participants 
thought that the third party libraries and codes would change between 10% and 60% in 
the next 5 years and 28% of participant’s thought that they would change between 20% 
and 60% in the next ten years. 38% of participants thought that in-house libraries and 
codes would change approximately 30% to 60% in the next 5 years and 44% thought 
they would change approximately 40% to 90% in the next ten years. See Figures  
Figure 7-16 and  
Figure 7-17. 
 

 

Figure 7-16  3rd Party Libraries and Codes (5 yrs-left, 10 yrs-right) 

 
 
 
 
 
 

Data Integrity  36.80%

Reliability  32.40%

Data Confidentiality  20.60%
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Figure 7-17 In-house Libraries and Codes (5 yrs-left, 10 yrs-right) 

 

7.8 Considerations 
The majority (60%) of the respondents perceived they would see a real benefit from 
better data management.  In this section will have consolidated the needs and 
requirements of the scientific community starting from the basic technologies now 
available. 
 

7.8.1 Basic technologies 
 

The majority of respondents do not have access to sophisticated or high performance 
storage systems.  Only a few of them can archive their data and many can use only file 
systems for storage purposes. 40% do not have automatic backup facilities and it is clear 
from the data that a minority (about 32%) perceive reliability and integrity as 
requirements for data management (in a grid environment).  Having access to high 
performance storage system or archiving systems is an integral part of using the basic 
data management technologies that have been developed in recent years.   
 
As mentioned in Chapter 2 a lot of research has been carried out in Europe and the US 
in developing powerful systems for very complex computational problems.  A huge 
effort has been put into the development of massively parallel processors and parallel 
languages with specific I/O interfaces.  Unfortunately without access to large machines 
these new development are not accessible to researchers. 
 
Our analysis shows that the majority of respondents are "consumers" or "producers" of 
short-term data and small sized data.  Many of the responses (38%) detailed their 
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requirements for parallel I/O.  The same percentage has access to disk devices with 
RAID technology.  Twice as many (70%) have access to large scale computing 
resources.  It seems that many of scientists that we surveyed are unaware of this 
technology or that they don©t see the need of high performance storage devices or file 
systems. 
 
Regarding the high performance needs of the group many respondents use or need 
MPI2-IO.  This implies parallel file systems are used and perhaps large volumes of data, 
possibly over many Gbytes. About 35% declared that size of their datasets were over a 
Gbyte.  We conclude that some of the scientific community has near Tbytes of data to 
store due to the fact that 7% of those surveyed stated that it took hours to store their 
datasets (excluding bandwidth limitations). 
 
Many respondents store their data remotely and we concur that they need a sustained 
transfer rate over their network infrastructures. We do not have a correlation between 
dataset sizes, bandwidth and data location (inside or outside institution), but we can 
infer that there are bottlenecks in this area. 40% of the community surveyed considered 
that a grid based data management service was important with respect to the migration 
of datasets towards computational/storage resources. 
 
 
 
The use of DBMS (Data base management technologies) is scarce.  Only 6% of those 
interviewed used DBMS. If this data is compared with the hypothetical database tools 
requirements expressed in the questionnaire, where about 56% of the respondents 
expressed requirements for mathematical oriented interfaces, we can infer that the 
DBMS are rarely used due their lack in this mathematical-like approach to the datasets. 
 

7.8.2 Data formats / Restructuration 
 

Only a small number of the respondents use standard data formats.  About 40% stated 
that they would share data through a grid environment. All of those said they would 
consider converting their datasets between standard formats.  They considered accessing 
their datasets through a portal as totally unimportant. 
 
These responses are contradictory as about 60% of the respondents participate in 
geographically distributed projects or collaborations. We could conclude that perhaps 
the partners have not shared a great amount of data in the past. Only 7% of the 
respondents stated that they would be prepared to put effort into making their code more 
portable. Combining this with the former considerations then we can infer that the 
scientific community are not interested in expending efforts in the standardisation and 
integration of datasets in the future. This is very important in a grid-enabled 
environment.  Despite the above scenario, asked how they thought the third party and in 
house libraries and codes would change in the near future (five years), about half 
responded with an upper bound of 60% of revision.  This would lead us to believe that 
changes are seen as penalty imposed on them perhaps by the outside world. 
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7.8.3 Security/reliability 
 

More than half of those interviewed said they would contribute to a grid facility with 
their own data, but only 20% said that they would do so under the conditions of data 
confidentiality. In table 3 we found that 16% of the participants come from industry, so 
we can assume that their requirements will include confidentiality.  We conclude that 
very few of the academic scientists need this heightened level of security. This is good 
news for a highly distributed data/computational system.  Indeed integrity and reliability 
is stringent requirements for about a third of the participants; so fault tolerance is a key 
issue for the future of distributed data services.  In many cases this constraint could be 
relaxed. 
 
Chapter 6 of this report has several sections describing the reliability of systems 
currently in use and some security issues which are being addressed in the developing 
grid environment.   

7.8.4 Grid based technologies 
 

Participants had limited knowledge about how the grid could help in their data 
management activity. This report is one of a series which have been delivered by the 
ENACTS project.  Participants in the survey may find it useful to refernece these 
reports. 
 
Grid Service Requirements  

– EPCC, Edinburgh 
– Poznan Supercomputing and Networking Centre. 

 
 
HPC Technology Roadmap  

– National Supercomputer Centre  Sweden 
– CSCISM, Center for High Performance Computing  
   in Molecular Sciences, Italy 

 
 
Grid Enabling Technologies   

– FORTH, Crete 
– Swiss Centre for Scientific Computing  

 
 
 These can all be found on the project web site http://www.epcc.ed.ac.uk/enacts/ 
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8 Summary and Conclusions 
 
The objective of this study was to gain an understanding of the problems and reference 
the emerging solutions associated with storing, managing and extracting information 
from the large datasets increasingly being generated by computational scientists. This 
results are presented in this report which contains a state of the art overview of scientific 
data managemet tools, technologies, methodologies, on-going projects and European 
activities.   
More precisely, the report provides an investigation and evaluation of current 
technologies.  It explores new standards and supports their development.  It suggests 
good practice for users and Centers, investigates platform-independent and distributed 
storage solutions and explores the use of different technologies in a coordinated fashion 
to a wide range of data-intensive applications domains.  A survey was conducted to 
assess the problems associated with the management of large datasets and to assess the 
impact of the current hardware and software technologies on current Data Management 
Requirements.  This report documents the users’  needs and investigates new data 
management tools and techniques applicable to the service and support of 
computational scientists.    
 
 
The following main observations come from the analysis of the questionairre; 
 

·  60% of those who responded to the questionairre stated that they perceived a 
real benefit from better data management activity.   

·  The majority of participants in the survey do not have access to sophisticated or 
high performance storage systems.   

·  Many of the computational scientists who answered the questionnaire are 
unaware of the evolving GRID technologies and the use of data management 
technologies within these groups is limited.   

·  For industry, security and reliability are stringent requirements for users of 
distributed data services.   

·  The survey identifies problems coming from interoperability limits, such as; 
o limited access to resources,  
o geographic separation,  
o site dependent access policies,  
o security assets and policies,  
o data format proliferation,  
o lack of bandwidth,  
o coordination,  
o standardising data formats. 

·  Resources integration problems arising from different physical and logical 
schema, such as relational data bases,  structured and semi-structured data bases 
and owner defined formats. 

 
The questionairre shows that European researchers are some way behind in their take up 
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of data management solutions.  However, many good solutions seem to arise from 
European projects and GRID programmes in general.  The European research 
community expect that they will benefit hugely from the results of these projects and 
more specifically in the demonstration of production based Grid projects. From the 
above observations and from the analysis of the emerging technologies available or 
under development for scientific data management community, we can suggest the 
following actions.  
 

8.1 Recommendations 
This report aims to make some recommendations on how technologies can meet the 
changing needs of Europe’s Scientific Researchers.  The first and most obvious point 
that is a clear gap exists in the complete lack of awareness of the participants for the 
available software.  European researchers appear to be content with continuing with 
their own style of data storage, manipulation, etc.  There is an urgent need to get the 
information out to them.   This could be by use of dissemination, demonstration of 
available equipment within institutions and possibly if successful on a much greater 
scale, encourage more participation by computational scientists in GRID computing 
projects.  Real demonstration and implementation of a GRID environment within 
multiple institutions would show the true benefits.  Users’  course and the availability of 
machines would have to be improved. 
 

8.1.1 The Role of HPC Centres in the Future of Data Management 
The HPC centres all over Europe will play an important role in the future of data 
management and GRID computing.  Information on current state of the art and software 
should be available through these Centres.  If information is not freely available then at 
a minimum these centres should direct researchers to where they will be able to obtain 
this information.  
 
Dissemination and demonstrations would certainly be a good start to improving the  
awareness of researchers.   Production of flyers and poster of the current state of the art, 
along with seminars, tutorials and conferences that would appeal to all involved in all 
areas of the scientific community.   
 
HPC centres can be seen the key to the nation©s technological and economical success.  
Their role spans all of the computational sciences. 
 

8.1.2 National Research Councils 
National Research Councils play an important role in the research of the future.  This 
report aims to make recommendations for ‘national research councils’  to address 
avoiding bottleneck in applications.  The ENACTS reports endeavour to find current 
bottlenecks and eliminate them for the future researchers. 
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This report introduces two national research councils, one from the UK and one from 
Denmark.  These are used as examples to demonstrate promotion activities and how 
national bodies can encourage the use of new tools and techniques.  

The UK Research Council states that ‘e-Science is about global collaboration in key 
areas of science and the next generation of infrastructure that will enable it.’   

Research Councils UK (RCUK) is a strategic partnership set up to champion science, 
engineering and technology supported by the seven UK Research Councils. Through 
RCUK, the Research Councils are working together to create a common framework for 
research, training and knowledge 
transfer. http://www.shef.ac.uk/cics/facilities/natrcon.htm 

The Danish National Research Foundation is committed to funding unique research 
within the basic sciences, life sciences, technical sciences, social sciences and the 
humanities. The aim is to identify and support groups of scientists who based on 
international evaluation are able to create innovative and creative research environments 
of the highest international quality. http://www.dg.dk/english_objectives.html 
 
 

8.1.3 Technologies and Standards 
 
There is an increasing need by computational scientist to engage in data storage, data 
analysis, data transfer, integration of data and data mining.  This report gives an 
overview of the emerging technologies that are being developed to address these 
increasing needs.  The partners in ENACTS would support and encourage continued 
research and technology transfer in data management tools and techniques.    
 

8.1.3.1 New Technologies 

Discovery Net Project. The arrival of new disciplines (such as bioinformatics) and 
technologies will transform a data dump to knowledge and information.  The Discovery 
Net Project aims to build the first eScience platform for scientific discovery from the 
data generated by a wide variety of high throughput devices at Imperial College of 
Science, UK.   It is a multi-disciplinary project, serving application scientists from 
various fields including biology, combinatorial chemistry, renewable energy and 
geology.  It is a service orientated computing model for knowledge discovery, allowing 
users to connect to and use data analysis software as well as data sources that are made 
available online by third parties.  It defines standard architectures and tools, allowing 
scientists to plan manage share and execute complex knowledge discovery and data 
analysis procedures such as remote services.  It allows service providers to publish and 
make available data mining and data analysis software components as services to be 
used in knowledge discovery procedures.  It also allows data owners to provide 
interfaces and access to scientific databases, data store sensors and experimental results 
as services so that they can be integrated in knowledge discovery processes.  
http://ex.doc.ic.ac.uk/new/index.php 
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OGSA-DAI  is playing an important role in the construction of middleware to assist 
with access and the integration of data from separte data sources via the grid.   It is 
engaged with identifying the requirements, designing solutions and delivering software 
that will meet this purpose.  The project was conceived by UK Database Task Forve and 
is workiung closely with the Global Grid Forum DAIS-WG and the Globus Team.  It is 
funded by DTI eScience Grid Core Project involving: National eScience Centre; 
ESNW; IBM; EPCC and ORACLE.  http://www.ogsadai.org.uk/index.php  
 
 

8.1.3.2 Data Standards 

A push for the standardisation of data will increase the useability of the software that is 
currently available.  There is an ongoing push to provide a standardised framework for 
metadata including binary data, such as the DFDL initiative.  The DFDL (Data Format 
Description Language) is part of the Global Grid Forum initiative (GGF).  
http://www.epcc.ed.ac.uk/dfdl/.  Currently DFDL is an informal email discussion group, 
providing a language to describe the way formats for metadata should be written. There 
is a need for a standardised unambiguous description of data.  XML provides an 
essential mechanism for transferring data between  services in an application and 
platform neutral format.  It is not well suited to large datasets with repetitive structures, 
such as large arrays or tables.  Furthermore, many legacy systems and valuable data sets 
exist that do not use the XML format. The aim of this working group is to define an 
XML-based language, the Data Format Description Language (DFDL), for describing 
the structure of binary and character encoded (ASCII/Unicode) files and data streams so 
that their format, structure, and metadata can be exposed. This effort specifically does 
not aim to create a generic data representation language. Rather, DFDL endeavors to 
describe existing formats in an actionable manner that makes the data in its current 
format accessible through generic mechanisms.   
 
Data interoperability in of great importance especially within a GRID context.  The 
iVDGL project is a global data grid that will serve as the forefront for experiments in 
both physics and astronomy. http://www.ivdgl.org/. Data interoperability is the sharing 
of data between unrelated data sources and multiple applications.  Creating enterprise 
data warehouses or commerce websites from heterogeneous data sources are two of the 
most popular scenarios for Microsoft SQL as an interoperability platform.  It preserves 
their investments in existing systems  through easy data interoperability, while 
providing additional functionality and cost effectiveness that their existing database 
systems do not provide.   It enables easy access of data and the exchange of data among 
groups.   
 

8.1.3.3 Global File Systems 

Traditional local file systems support a persistent name space by creating a mapping 
between blocks found on disk devices with a set of files, file names, and directories. 
These file systems view devices as local: devices are not shared so there is no need in 
the file system to enforce device sharing semantics. Instead, the focus is on aggressively 
caching and aggregating file system operations to improve performance by reducing the 
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number of actual disk accesses required for each file system operation. 

 

GFS 

The Global File System (GFS) is a shared-device, cluster file system for Linux. GFS 
supports journaling and rapid recovery from client failures. Nodes within a GFS cluster 
physically share the same storage by means of Fibre Channel (FC) or shared SCSI 
devices. The file system appears to be local on each node and GFS synchronizes file 
access across the cluster. GFS is fully symmetric. In other words, all nodes are equal 
and there is no server which could be either a bottleneck or a single point of failure. 
GFS uses read and write caching while maintaining full UNIX file system semantics. To 
find out more please see http://www.aspsys.com/software/cluster/gfs_clustering.aspx 

FedFS 

There has been an increasing demand for better performance and availability in storage 
systems. In addition, as the amount of available storage becomes larger, and the access 
pattern more dynamic and diverse, the maintenance properties of the storage system 
have become as important as performance and availability. A loose clustering of the 
local file systems of the cluster nodes as an ad-hoc global file space to be used by a 
distributed application is defined. It is called the distributed file system architecture, a 
federated file system (FedFS).  A federated file system is a per-application global file 
naming facility that the application can use to access files in the cluster in a location-
independent manner. FedFS also supports dynamic reconfiguration, dynamic load 
balancing through migration and recovery through replication. FedFS provides all these 
features on top of autonomous local file systems� � A federated file system is created ad-
hoc, by each application, and its lifetime is limited to the lifetime of the distributed 
application. In fact, a federated file system is a convenience provided to a distributed 
application to access files of multiple local file systems across a cluster through a 
location-independent file naming. A location-independent global file naming enables 
FedFS to implement load balancing, migration and replication for increased availability 
and performance. http://discolab.rutgers.edu/fedfs/ 

8.1.3.4 Knowledge Management 

eDIKT (eScience Data Information & Knowledge Transformation) is a project which 
applies solid software engineering techniques to leading edge computer science research 
to produce robust, scalable data management tools that enable new research areas in e-
Science.  eDIKT has been funded through a Research Development Grant by the 
Scottish Higher Education Funding Council.  eDIKT will initially investigate the use of 
new database techniques in astronomy, bioinformatics, particle physics and in creating 
virtual global organisations using the new Open Grid Services Architecture. eDIKT’s 
realm of enquiry will be at the Grid scale, the terabyte regime of data management, its 
goal to strain-test the computer science theories and techniques at this scale.  Presently 
eDIKT is looking into the following areas of reseach: 

·  Enabling interoperability and interchange of binary and XML data in astronomy 
– tools to provide “ implicit XML” representation of pre-existing binary files;  



ENACTS -Data Management in HPC 

October 2003 
126 

·  Enabling relational joins across terabyte-sized database tables;  

·  Testing new data replication tools for particle physics;  

·  Engineering industrial-strength middleware to support the data management 
needs of biologists and biochemists investigating protein structure and function 
(as it relates to human disease and the development of drug therapies);  

·  Building a data integration test-bed using the Open Grid Services Architecture 
Data Access and Integration components being developed as part of the UK’s 
core e-Science programme and the Globus-3 Toolkit.  

Working over time with a wider range of scientific areas, it is anticipated that eDIKT 
will develop generic spin-off technologies that may have commercial applications in 
Scotland and beyond in areas such as drug discovery, financial analysis and agricultural 
development. For this reason, a key component of the eDIKT team will be a dedicated 
commercialisation manager who will push out the benefits of eDIKT to industry and 
business. http://www.edikt.org/ 
 

8.1.4 Meeting the Users’ Needs 
One of the points addressed in the Users’  Questionaire was the ease of use of new data 
managment tools.  While alot of researchers are not content with their own data 
management, they would not be willing to change unless it was an easy changeover.  
That is ease of use and quantity and quality of functions would be important issues for 
reserachers when looking at migrating to new and improved systems.  The ENACTS 
partners welcome the European initiatives and projects aiming to develop GRID 
computing and data management tools.  However, this development must be focused at 
the end user and project results must be tested on real systems to enable applications 
research to benefit from migrating to new tools.   
  

8.1.5 Future Developments 
The principle deliverable from this activity is represented by this Sectoral Report which 
has enabled the participants to pool their knowledge on the latest data management 
technologies and methodologies. The document has focused on user needs and has 
investigated new developments in computational science.  

The study has identified: 

·  The increasing data storage, analysis, transfer, integration, mining requirements 
being generated by European researchers; 

·  The needs of researchers across different disciplines are diverse but can 
converge through some general policy and standard for data management;  

·  There are emerging technologies to address these varied and increasing needs, 
but there needs to be a greater flow of information to a wider audience to 
educate the scientific community as to what is coming in GRID computing.   
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The study will benefit: 
·  Researchers who will gain knowledge and guidance further enabling their 

research; 
·  Research centres that will be better positioned to give advice and leadership. 
·  European research programs in developing more international collaborations. 
 

The ENACTS partners will continue to study and consolidate information about tools 
and technologies in the data management area.  There is a clear need for more formal 
seminars and workshops to get the wider scientific communities on board.  This will 
partly be address in the following activities of the ENACTS project in demonstrating a 
MetaCentre.  However, there is a need for HPC Centres to broaden their scope in 
teaching and training researchers in the techniques of good data mangement practice.  
The European Community must sustain investement in research and infrastructure to 
follow through with the promises of a knowledge based economy. 
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9 Appendix A: Questionnaire Form  

9.1 Methods and Formulae 
The following illustrates the methods and formulae used to calculate the analysis below. 

9.1.1 Introduction 
1. Personal Details: 

·  Total number of entries: 
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where position(i) =HoD, Researcher, PostDoc, PhD, Other  
 

2. Company Details 
·  Number of different Countries who participated:  
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3. Group Details 

·  Number per composition: 
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where group_composition(i) = Departmental, Institutional,..... 
·  Number per size of group:  
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where groupNumber_i = 1, 2-10... 
 

4. Area/Field 
·  Number per field of research:  
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where field(i) = Physics, Chemistry, Mathematics, ....  
 

5. Operating Systems 
·  Number per different Operating Systems:  
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where os(i) = linux, unix, ... 
·  Percentage Operating Systems: 
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·  Number per different User Types:  
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where userType(i) = bbox, user, developer, ... 
·  Percentage User Types:  
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9.1.2 Knowledge 
1.  Data Management Technologies 

·  Number who have heard/use of each of the Technologies:  
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where tech(i) = advancedStorageSystems, resourcesBrokers, ... 
 
·  Percentage heard of Technologies:  
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·  Number using storage systems in software and hardware:  
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where sw(i)= automated\_backup, archive\_hierarchical, ...  

 

�
=

==
N

j

ihwjiHW
0

))(()(

 

where hw_i = SAN, DAS, NAS, .... 
 

·  Percentage heard of SW, HW storage systems:     
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·  Number who need better storage systems:  
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·  Percentage need better storage systems:  
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2.  Data Management Services 
 

·  Number per DM Service:  
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where dmType_i = One exclusively to the group, One exclusive 

to our department, ... 
·  Number per system/tools which would serve your group: 
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where tool_i = lawerence\_livermore, sdsc\_storage, ... 
·  Number per factor within a dm enviroment per level of importance: 
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where factor_i = cataloguing (not important, of slight 
importance, ...) , searching, fast_access, ...  

9.1.3 Scientific Profile 
1.Application Languages 

 
·   Number who use each languages:  
 

�
=

==
N

j

ilangjiLang
0

))(()(
 

where lang_i = C, Cpp, Java, ... 
·    Percentage who used each language:  
 

100*
)(

)(
N

ilang
iPLang =

 

 
2.Data Analysis 

 
·   Number per data from:  
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�
=

==
N

j

idatajiData
0

))(()(
 

 
where data_i = experiments, numerical simulatons, both 
·   Number per data images type: 
 

�
=

==
N

j

idataimagesjiDimages
0

))(()(
 

where data\_images_i = raw binary, table, ... 
·   Number who need improved data set: 
 

�
=

==
N

j

yesjIMP
0

)(
 

·  Number willing to contribute computation, data, data storage: 
 

�
=

==
N

j

yesjContribute
0

)(
 

 
3. Web Applications 

 
·   Number who are able to run application through web interface: 
 

�
=

==
N

j

yesjWeb
0

)(
 

 
·   Number per amount of effort to make application run through web 

interface: 

�
=

==
N

j

ieffortjiEffort
0

))(()(
 

where effort_i = no effort, some effort, lots of effort. 
 
 

4. Datasets 
 

·   Number who have access to existing/new MonteCarlo datasets: 
 

�
=

==
N

j

yesjMC
0

)(
 

 
·   Number who store data remotely: 

�
=

==
N

j

yesjmote
0

)(Re
 

·  Number who store data locally: 
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�
=

==
N

j

yesjLocal
0

)(
 

·  Number who manage their own databases: 
 

�
=

==
N

j

yesjManage
0

)(
 

·   Number per kind of software: 
 

�
=

==
N

j

iswjiDBSW
0

))(()(
 

where sw_i = oracle, db2, ... 
 
 

5. HPC Resources 
 

·   Number who have access to Large Scale Facilities: 
 

�
=

==
N

j

yesjLS
0

)(
 

 
·   Number for each type of use of HPC resources: 
 

�
=

==
N

j

ihpcjiHPC
0

))(()(
 

 
where hpc_i = qcd_mc, qcd_new_projects, .... for each of the 

area/fields. 
 
 

6. Input/Output 
 

·   Number per size of jobs (input):  
 

�
=

==
N

j

ijobjiJob
0

))(()(
 

 
where job_i = 0_bytes, 1_MB, ... 
·   Number per size of jobs (output):  

 

�
=

==
N

j

ijobjiJobo
0

))(()(
 

 
where job_i = 0_bytes, 1_MB, ... 
·   Number per data format(input): 
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�
=

==
N

j

iformatjiFormati
0

))(()(
 

 
where format_i = text, binary, proprietory formats, ... 
·   Number per data format(output): 

�
=

==
N

j

iformatjiFormato
0

))(()(
 

 
where format_i = text, binary, proprietory formats, ... 
·   Number who require parallel output: 
 

�
=

==
N

j

yesjParallel
0

)(
 

 
·   Number who use each of the parallel io types: 

�
=

==
N

j

iparTypesjiParTypes
0

))(()(
 

 
where par\_types_i = mpi2, parallel\_streams, .... 

 
 

7. Job Requirement 
 

·   Number per size of data file: 
 

�
=

==
N

j

idfilejDFile
0

))((
 

 
where dfile_i=10_MB, 100_MB, GB 
·   Number per size of data set: 
 

�
=

==
N

j

idsetjiDSet
0

))(()(
 

 
where dset_i=10_MB, 100_MB, GB 

 
 

8. Dataset Requirements 
 

·   Number per length of time to store data: 
 

�
=

==
N

j

istoragejieStorageTim
0

))(()(
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where  storage_i = seconds, minutes, hours 
·   Number per type of organisation of datasets: 
 

�
=

==
N

J

iorgjiOrg
0

))(()(
 

 
where org_i = file\_storage\_facility, relational\_database 

 
 

9. Data Manipulation 
·   Number who would benefit from each tool: 
 

�
=

==
N

j

itooljiTool
0

))(()(
 

 
where tool_i = extract, manip, select, .... 
·   Number who think each operations is useful: 
 

�
=

==
N

j

ioperjiOper
0

))(()(
 

 
where oper_i = arithmetic, interpolation, integration, differentiation, .... 

 
 

9.1.4 Future Services 
 
1. Services 

·  Number per beneficial services/facilities: 
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