





Figure 5: molecular
dynamics simulation
of the nucleation of
hydroxyapatite in an
agueous environment
at a collagen
template.

Figure 6: Stable
octahedral clusters
are connected to
create microporous
crystals.
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Using high performance
computing to model
enzyme-catalysed reactions

Adrian Mulholland and Christopher Woods, University of Bristol

Introduction

HPC resources are increasingly helping to illuminate and analyse
the fundamental mechanisms of reactions catalysed by enzymes.
[1] Enzymes are very efficient natural catalysts. Understanding
how they work is a vital first step to the goal of harnessing

their power for industrial and pharmaceutical applications. For
example, many drugs work by stopping enzymes from functioning.
Endocannabinoids[2] can reduce pain and anxiety. These are
molecules produced by our own bodies that are similar to the
active ingredient of cannabis. The enzyme fatty acid amide
hydrolase (FAAH, figure 1) catalyses the break down of the
endocannabinoid anandamide. Blocking the activity of FAAH

is therefore a promising target for drugs designed to treat pain,
anxiety and depression.

Atomically detailed computer models of enzyme-catalysed
reactions can provide an insight into the source of an enzyme's
catalytic power.[2,3] Due to the large size of these biological
macromolecules, simplified classical models of atomic interactions
are used. These molecular mechanics (MM) models can be used
successfully to study motions and interactions of proteins.[3]
However, MM can provide only a low-quality model of a chemical
reaction. In contrast, computational chemistry methods based

on quantum mechanics (QM) can model reactions well. QM
calculations are highly computationally expensive though, making
it impractical to model an entire enzyme system. One solution is
to use multiscale methods[4,5] that embed a QM representation of
the reactive region of the enzyme within an MM model of the rest
of the system. Multilevel simulations of biological systems typically
scale poorly over the many processors available on modern HPC
resources. New multiscale modelling methods,[6] which split a
single calculation into an ensemble of loosely-coupled simulations,
are therefore a promising new direction to utilize maximum
computing power. The aim is to make best use of the large
numbers of processors by effectively coupling multiple individual
simulations into a single supra-simulation. This method, applied
on an HPC resource, promises to lead to a step change in the
quality of the modelling of enzyme-catalysed reactions and so to
provide new insights into these remarkable biological catalysts.

Simulation Methodology
To understanding an enzyme-catalysed reaction we need to know
how much energy is needed to make and break chemical bonds

in the process, i.e. how energy changes during the reaction, the
‘energy profile’ of the reaction. This shows the change in free
energy as the reaction progresses from the reactant, through a
transition state, to the final product. The difference in free energy
between the reactant and transition state is the energy barrier

to reaction, central to determining how fast the reaction will
happen. Comparing it to that for the uncatalysed reaction, it is
possible to gauge (or predict) the catalytic efficiency of an enzyme.
Energy barriers are difficult to calculate because they involve
intensive simulations using detailed quantum mechanics models.
To facilitate such calculations, we are developing methodology

to calculate enzyme reaction energy profiles by combining a
simplified (and thus computationally less demanding) model
with corrections calculated using a more sophisticated model.

To achieve this, we must calculate the change in free energy from
moving from the simplified to the detailed model at several
points along the reaction coordinate. This involves running an
ensemble of sub-simulations in parallel, with each sub-simulation
periodically exchanging information (e.g. coordinates of atoms)
with other members of the ensemble.

Each sub-simulation involves the running of two programs:

* A master program (Sire[7]), which is used to communicate with
the other sub-simulations in the ensemble, and which performs
the molecular mechanics (MM) parts of the calculation.

+ A slave program (Molpro[8]), which is controlled by the master,
and is used to perform the quantum mechanics (QM) parts of
the calculation.

One instance of Sire is run per node, with each instance
communicating with the others using MPI. A separate instance

of Molpro must be run for each of the ~100 thousand QM
calculations required during the simulation. Each instance of Sire
must thus be capable of running shell scripts that start, control,
and then process the output of each Molpro job. The bulk of the
computational time is spent running these Molpro jobs, and so we
have adapted Molpro so that it can use OpenMP to make use of the
multiple processor cores that are available on each node.[9]

Program Design
Both Sire and the OpenMP-adapted version of Molpro present new
program designs that respond to the challenges posed by modern
algorithms for biomolecular simulation.
Continues overleaf.
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Sire

Sire is a new simulation program that provides a toolkit of
objects that can be assembled to run different types of molecular
simulation. Sire is designed as a collection of related C++ class
libraries, which are then wrapped up and exposed as Python
modules. Python is a dynamic scripting language,[10] and is used
to glue the C++ objects together to create the desired simulation.
Python thus provides a highly flexible and configurable front-
end to Sire, yet because all of the simulation objects are compiled
C++, the code is highly efficient. Sire Python scripts can be run
via a custom MPI-enabled version of Python, which is capable
of running a sequence of Python scripts across any of the nodes
in the MPI cluster. All Sire C++ objects (which include complete
simulations) can be serialised to platform-independent binary
streams, which can be saved to disk (as restart or checkpoint
files), or, using MPI, communicated between nodes. In addition,
Sire has a strong concept of program state, and is able to recover
from detected errors by rolling back to a previous state. This is
important for enzymology applications, as it is not acceptable
for failure of one of the hundreds of thousands of Molpro jobs
to cause the entire simulation to crash or exit. Sire is capable of
detecting failure of a Molpro job (or indeed of an entire sub-
simulation) and will automatically restore the pre-error state, and
then resubmit the parts of the calculation that need to be re-run.

OpenMP-enabled Molpro

Molpro is a quantum chemistry (QM) program with a long

and successful heritage. It is written predominantly in a range

of versions of Fortran. Molpro is mainly a serial application,

and while parts of it can be run in parallel, the algorithms we
needed for our calculations were serial only. We thus set about
parallelising those algorithms using OpenMP. To make the code
efficient, it was decided to use a clean rewrite of the necessary parts
of Molpro using C++. This allowed modern coding techniques
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Figure 1: Fatty Acid Amide
Hydrolase (FAAH), an important
target for the development of
drugs fo treat pain, anxiety and
depression.

to be used to control the allocation, deallocation and sharing

of memory between threads. The OpenMP code was developed
originally on Intel and AMD processors and used custom vector
instructions (SSE2) to gain extra performance. The C++ code was
linked to Molpro, and can be called conditionally in place of the
original Fortran code. Benchmarks of the new code demonstrated
high-performance and near-linear scaling up to 16 threads (16
was the maximum tested as Intel/AMD machines with more

than 16 processor cores were not available to us at the time of
benchmarking).

Application on HPC systems

Both Sire and OpenMP-Molpro were originally developed and
deployed on multicore/multisocket Linux clusters. Both codes had
been successfully compiled on Intel and AMD platforms using a
range of different C++ and Fortran compilers, on both Linux and
MAC OS X. Adaption of this setup to run on an HPC resource
presented many challenges. For example, a University-level Linux
cluster is open and permissive, allowing both SSH and arbitrary
network connections to be made between compute nodes. Most
importantly, as each node in the cluster runs a complete (Linux)
operating system and has full access to the shared disk, it is trivial
for the main program to start and control sub-programs by
dynamically writing and running shell scripts. This last ability is
particularly important for our application, as each instance of Sire
on each of the compute nodes must be able to launch a series of
Molpro jobs via shell scripts. HPCx, a tightly coupled HPC system
comprised on IBM p5-575 compute nodes, was able to satisfy this
requirement. A port of Sire/Molpro to HPCx was thus undertaken.
The port was non-trivial, as the two codes involved multiple
shared dynamic libraries, involved mixing MPI with OpenMP, and
required multiple programming languages (C++, various flavours
of Fortran and Python). All of this had to be recompiled using the
IBM C++ and Fortran compilers, which required many changes



to the source code, and a port of the custom Intel/ AMD SSE2
vector code to PowerPC. Porting of the wrapper code that exposes
the Sire C++ classes to Python was particularly challenging. The
Python wrappers involve ~100 thousand lines of auto-generated
C++ code that makes heavy use of templates (the wrappers were
written using boost::python, and were auto-generated using Py++).
As parts of the auto-generated wrappers could not be compiled
using the IBM C++ compiler, the generator had to be modified to
include auto-generated workarounds. In addition, the methods
the IBM compiler used to compile C++ templates led to very long
(>24 hour) compilation times, and the production of unacceptably
large wrapper libraries (e.g. the wrapper for the Sire molecular
mechanics library from gcc 4.2 on Linux and OS X is 6 MB, while
it is 227 MB on XLC/AIX — this is too large to dynamically load
from Python). Changes to wrapper generation and compilation
had to be investigated to find ways of reducing library size. Finally,
the Sire libraries are dynamic shared libraries, which are loaded by
the MPI-Python executable using dlopen (in response to Python
“import” commands). The Python wrapper library is dynamically
linked to the shared C++ libraries on which it depends, and loads
them automatically when it is dlopened. Subtle differences were
found in the way that AIX (the operating system of HPCx) handles
the loading and symbol resolution of dynamic libraries compared
to Linux and OS X (the current two operating systems supported
by Sire), and this required workarounds to be implemented in
parts of the code that involved statically allocated objects and
shared symbols. This was particularly a problem when the same
template instantiation occurred in different shared libraries, and
parts of the code had to be rewritten.

Porting of the code has been highly challenging, but most issues
have now been resolved, and a large proportion of the original
codes’ functionality is now available on HPCx in a developmental
form. Porting of complex programs with complex custom
simulation workflows to HPC requires a significant investment of
time and resources, a deep understanding of the nuances of the
target HPC platform, and an intimate knowledge of the program to
be ported and —crucially— understanding of the scientific goals.

Conclusion

Computer simulations of enzyme-catalysed reactions have the
potential to transform our understanding of these natural catalysts.
They will help harness the power of enzymes for industrial

and pharmaceutical applications. Computational enzymology

simulations, like many biomolecular simulations,[3] use
complicated workflows to couple together multiple programs, and
have been developed predominantly on commodity computing
resources. Despite their commodity computing origins, these
calculations require large amounts of resource, in many cases

on the scale of that provided by HPC capability computing
platforms. While the benefits of porting these workflows to HPC
are significant, the differences between a commodity and HPC
system can be subtle, and can present significant challenges. A
major investment of time and resources, a deep understanding

of the target HPC platform, and an intimate knowledge of the
program(s) to be ported and the underlying scientific goals are

all necessary to achieve success. These developments should allow
detailed and reliable investigation of enzyme catalytic mechanisms
by utilizing HPC resources effectively.
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FireGrid and

Urgent Computing

Gavin J. Pringle, EPCC, The University of Edinburgh

FireGrid began with a three-year project, which ended in April
2009. It established a cross-disciplinary collaborative community to
pursue fundamental research for developing real-time emergency
response systems, using the Grid, beginning with fire emergencies.

The FireGrid community consists of seven partners: the University
of Edinburgh (including EPCC, the Institute for Infrastructure
and Environment, the Institute for Digital Communication,

the National e-Science Centre, and the Artificial Intelligence
Applications Institute) provided the majority contribution to R&D
for all areas of the project; BRE (Building Research Establishment)
was the project leader and also provided the state-of-the-art
experimental facilities that housed the fire; Ove Arup was the
overall project manager; ABAQUS UK Limited and ANSYS-CFX
contributed advanced structural mechanics and CFD modelling
software; while Xtralis provided both expertise on active fire
protection systems, as well as sensor equipment in support of
experiments; the London Fire Brigade was the principal user and
guided the development of the command and control interface.

FireGrid employs Grid technologies to integrate distributed
resources, such as databases of real-time data, building plans and
scenarios, HPC platforms and mobile emergency responders.
The distributed nature ensures that these expensive resources are
reusable and, most keenly, not damaged by the fire itself.

Last October, FireGrid conducted a large-scale experiment to
demonstrate its viability. We set fire to a three-room apartment

rig, within the burn hall of BRE Watford. This rig bristled with
more than 125 sensors of many different types. These sensors
pushed data, graded in real time, into a database in Edinburgh.
This database was monitored by autonomous agents running in
Watford. Once a fire was detected, a super-real time simulation was
automatically launched on a remote HPC resource. At a prescribed
frequency, the latest data was staged to the HPC resource, and then
assimilated into the simulation. The results were then pulled back
to Watford, and were employed to predict the course of the fire, the
state of the building and the actions of those potentially trapped
inside. For a general overview of the experiment, see EPCC News,
issue 65.

Of particular note for FireGrid is the requirement for access to the
HPC resource in urgent computing mode. This is to ensure that a
fire model can be launched as quickly as practically possible from
the time of request, and irrespective of other computational loads
on the resource, as any delay to launching the job translates to a
delay in delivering results.

Urgent Computing refers to a branch of Grid-enabled High
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Performance Computing, where the time between job submission
and job execution is of great importance. For FireGrid, we
require time-critical results from faster than real-time predictive
simulations. These applications are designed to give decision
makers predictions during life-threatening emergencies and must
run immediately. Urgent Computing can also service commercial
interests, where any delay in starting simulations costs money.

Life threatening scenarios employ applications that are typically
Grid-enabled, as they utilise real data (gathered from remote
sources in real time) to enhance the quality of predictions. Such
simulations include severe weather prediction, forest fires, flood
modelling and coastal hazard prediction, earthquakes, medical
simulations such as influenza modelling and, in the case of
FireGrid, how fires, buildings and people will interact.

If such an application were to submit its batch job to a shared
HPC resource, using the normal procedures, then it may be hours
before the application begins to run. Urgent Computing aims

to significantly reduce this turn-around time. Several levels of
immediacy can be considered, i.e. where running jobs are killed
or, in less urgency, swapped to disk, and the urgent job runs
immediately, or where the urgent job is merely placed at the head
of the queue.

There are a number of ways to offer the urgent computing model.
A user might purchase their own HPC platform to perform their
jobs and their jobs alone. This gives them immediate access, but
the cost of running and maintaining such a system will be high,
and many cycles will be wasted. Cycles could, of course, be sold
under the proviso that running jobs would be at risk. Such jobs
would therefore need to posses restart capabilities.

Urgent computing can also be offered on shared resources. This
approach means we can reuse existing infrastructure, with its
associated continual, system-wide monitoring by a dedicated
team. Further, in contrast to dedicated platforms, the system

may well have an associated SLA. However, the use of shared
resources introduces issues of resource contention, scheduling and
authorization. To address such issues, the US’s TeraGrid project
have developed Special PRiority Urgent Computing Environment
(SPRUCE). This is “a system to support urgent or event-driven
computing on both traditional supercomputers and distributed
Grids”. Scientists are provided with transferable Right-of-Way
tokens with varying urgency levels. During an emergency, a token
has to be activated at the SPRUCE portal, and jobs can then request
urgent access. An alternative to SPRUCE is to repeatedly submit
pilot, or “prospector” jobs to a large number of platforms such
that at any one time there is at least one prospector job running,



which checks for any pending urgent computing tasks. Pilot jobs
are employed within PanDA, which was developed as part of the
ATLAS particle physics experiment at CERN.

For FireGrid, the HPC simulation clearly has to run immediately
and thus falls into the category of Urgent Computing. Indeed, for
the large-scale experiment, FireGrid decided that such a prediction
justified not only Urgent Computing on a single HPC resource,
but also a backup, fail-over, HPC platform. Thus we employed

two HPC systems: HPCx and ECDE, the University of Edinburgh’s
research compute cluster.

By happy coincidence, last year EPSRC announced their
Complementary Capability Computing programme, through
which HPCx caters for more unusual jobs, three categories

of which being relevant to FireGrid: ‘Urgent computing),
‘Interactive and near-interactive computing’ (which supports
more flexible access patterns to exploit grid technologies) and
‘Advance Reservation’. As SPRUCE was not available at the time,
we employed the advance reservation mechanism on HPCx,
implemented using the Highly-Available Robust Co-allocator
(HARC) software. On ECDE, the batch system was configured to
take any job from FireGrid and place it at the top of the queue.
Despite assigning a single node for FireGrid’s experiment’s
exclusive use, there was a delay of up to 2 minutes between
submission and execution, due to the batch queue process
frequency of 2 minutes. This was solved by placing a separate
instance of the batch system on the private node, which then
processed the dedicated batch queue at a higher frequency.

The large-scale FireGrid experiment was deemed a success. Present
at the experiment was Paul Jenkins, of the London Fire Brigade,
who said that “... the demonstrator proves that grid-based sensors
and [HPC] fire models can be used together predictively, it
showed that simple but accurate predictions of fire performance
can be made, dynamically; and was a remarkable collaborative

Warehouse fire. Pic
courtesy London Fire
Brigade.

achievement.” Paul went on to say that, in time, FireGrid may be
part of an emergency response. Overall, this was regarded as a
highly successful demonstrator, illustrating the great potential of
the FireGrid system.
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Figure 1. Representative
fransmembrane domain of a
K+ channel and its selectivity
filtter. Shown is the MD simulation
system consisting of a K+
channel. K+ ions are rendered
as green spheres, Cl- as cyan
spheres, and water oxygen

and hydrogen as red and white
spheres, respectively. On the
right, for visual clarity, atomic
detail is given for only two out of
the four subunits comprising the
selectivity filter. Only waters in
the selectivity filter and those in
the cavity are shown.

Interactive biomolecular modelling
with VMD and NAMD on HPCXx

Carmen Domene, Department of Chemistry, University of Oxford

Ion channels are specialized pore-forming proteins, which, by
regulating the ion flow through the cellular membrane, exert
control on electrical signals in cells. Therefore, they are an
indispensable component of the nervous system and play a crucial
role in regulating cardiac, skeletal, and smooth muscle contraction.
Despite their high rate of transport, some channels are selective,
for example, K+ channels are about 10,000 times more selective for
K+ than for Na+ ions despite the radius of K+ is larger than that
of Na+. Channels do not stay open all the time. Instead, they can
be open and conduct ions or they can be closed. The mechanism
by which ion channels open and close is referred as ‘gating’. This
process is believed to operate via large conformational changes.

From a medical point of view, membrane protein and ion channel
dysfunction in particular, can cause diseases in many tissues
affecting muscles, kidney, heart or bones. This group of diseases
has been termed channelophathies. Therefore, interest in ion
channels as pharmaceutical drug targets continues to grow. For
example, many psychoactive drugs potently block some of these
proteins. By altering the normal mechanism of transport, the drugs
lead to chemical imbalances in the brain that can have profound
physiological effects. The numerous links between proteins, drugs,
disease and treatment are extremely complex but it is a fascinating
field of research.
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The selectivity filter is the essential component to the permeation
and selectivity mechanisms in these protein architectures (see
Figure 1). It is composed of a conserved signature sequence
peptide, the TVGYG motif, and the carbonyl oxygens of these
residues point towards the pore of the channel orchestrating

the movements of ions in and out of biological membranes.
Thousands of millions of K+ ions per second can diffuse

down their electrochemical gradient across the membrane at
physiological conditions, and the largest free energy barrier of the
process is of the order of 2-3kcal mol-1 [1,2]. Potassium ions and
water molecules move through potassium channels in a concerted
way. The accepted view is that water and ions move through the
channels in single file, as exemplified by the few crystal structures
available and numerous molecular dynamics simulations. On
average, and under physiological conditions, two ions occupy the
selectivity filter at a given time with a water molecule in between
them (see Figure 1). Using Interactive Molecular Dynamics (IMD)
as starting point, we have come up with an alternative conduction
mechanism for ions in K+ channels where site vacancies are
involved, and we have proposed that coexistence of several ion
permeation mechanisms is energetically possible. Conduction can
be described as a more anarchic phenomenon than previously
characterized by the concerted translocations of K+-water-K+.

Continues opposite.



CPMD simulations of modifier ion
nMigration in bioactive glasses

Antonio Tilocca, Department of Chemistry, University College London

Implanted phosphosilicate glass materials containing variable
amounts of Na,O and CaO promote the repair and regeneration of
bone and muscle tissue through a complex sequence of inorganic
and cellular steps, which begins with the partial dissolution

of the glass network and the ion release into the physiological
environment surrounding the implant-tissue interface [1,2].

The marked correlation between initial dissolution rate and

glass bioactivity highlights the importance of investigating the
structural and dynamical factors which affect the glass durability
in an aqueous medium, such as the fragmentation of the bulk glass
network and the surface structure [2—4]. Another critical factor
which determines the chemical durability of the glass in solution

is the mobility of the modifier cations, namely Na+ and Ca?+: the
rate of release of these species depends on their rate of transport
from the bulk to the glass surface. Compared to crystalline
materials, identifying the ion migration pathways and mechanism

in a glass is much less straightforward, due to the diverse and
complex nature of the ion coordination environments found in

a multicomponent glass. The atomistic resolution of Molecular
Dynamics (MD) simulations has proven very powerful to gain
insight regarding the migration of alkali ions in silicate glasses [5];
here we apply ab-initio (Car-Parrinello [6]) MD to investigate the
diffusion of modifier cations in glass compositions with biomedical
applications, such as 45S5 Bioglass®.

The CPMD calculations are carried out on HPCx using the
CPMD module of the Quantum-Espresso (Q-E) package [7]. Q-E
is an open-source software for parallel calculations of extended
(periodic and disordered) systems based on density functional
theory and a plane wave/pseudopotential approach. In particular,
the CPMD module of Q-E is highly optimised for efficient
parallel calculations employing ultrasoft (US) pseudopotentials,

Continued on p16.

We have used the VMD [3] and NAMD [4] packages in this
project. VMD (Visual Molecular Dynamics) is a molecular
visualisation program with an interactive environment for
displaying, animating and analysing large biomolecular systems.
NAMD is a parallel Molecular Dynamics code specialised for

high performance simulation of large biomolecular systems.

IMD refers to using VMD and NAMD together by connecting
VMD to NAMD, providing a method to run the MD simulation
interactively. VMD can communicate steering forces to a remote
molecular dynamics program such as NAMD. This allows one to
interact with MD simulations as they are progressing. In principle,
any molecular dynamics simulation that runs in NAMD can

be used for IMD, and just a small modification in the NAMD
configuration file is required. NAMD can be run on HPCx and
viewed and controlled from VMD running on a local machine,
using a program called Proxycontrol for the connection. The
performance of the process has been optimised by the EPCC team
and a very useful tutorial on how to use IMD with VMD and
NAMD at HPCx is documented in the HPCx website (http://www.
hpcx.ac.uk/support/documentation/UserGuide/HPCxuser/Tools.
html).

Energetic analysis of two permeation mechanisms, demonstrates
that alternative pathways for ion conduction to the one already
proposed in the literature are possible [5]. The presence of a water
molecule separating the ions inside the SF does not seem to be

as compulsory as previously thought. Under energetics grounds
therefore, it is legitimate to conceive of alternative patterns of
permeation.

Crystallographers are likely to assume in their refinements that
if a site is not occupied by an ion, the site is likely to be occupied
by a water molecule, and this is not likely to be always the case.
Considering these results, it would be also interesting to revisit

many of the kinetic models proposed in the literature that aimed
at describing ion conduction in low- and high-conductance ion
channels which did not successfully agree with experimental data
for conductance and ion occupancies.

Undoubtedly, computational approaches have contributed
substantially to our understanding of membrane proteins and

ion channels in particular. Although there have been considerable
advances in molecular dynamics simulations of biological systems,
much remains to be done. Interactive MD has proved to be a
useful complementary technique and results obtained from the
calculations performed at the HPCx facility, with the help of the
EPCC team, have provided mechanistic information on how this
family of ion channels perform one of its functions.
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CPMD simulations...

continued from p15

Figure 1: Octahedral coordination shell of a sodium
ion (green), extracted from a configuration of the
CPMD run of 4585 Bioglass®. Si and O atoms are
coloured blue and red, respectively. Only the atoms
in the immediate proximity of the central ion are
shown.

making use of special techniques (double grid and augmentation
boxes) to reduce the computational cost and improve numerical
accuracy [8,9]. The smaller wavefunction cutoff made possible
by US pseudopotentials (25-30 Ry vs. 70-80 Ry for standard,
norm-conserving pseudopotentials) is critical to speed up CPMD
calculations of oxide-based materials such as silicates, especially
in cases like the present one where relatively long trajectories are
needed to sample the diffusive event with a reasonable statistical
accuracy. The cubic simulation cell (~11-12 A side) typically
includes around 100-120 atoms and 700-800 electrons; a 100 ps
CPMD trajectory requires around 150,000 AUs on HPCx.

Initial glass structures were generated using a standard quench-
from-the-melt MD approach, by continuously cooling an initial
random mixture of the appropriate composition and density

[10]. Each structure was then heated up and kept to temperatures
around 500-1000 K (always below the melting point) using a Nosé
thermostat, and a CPMD run of up to 100 ps was carried out in the
canonical ensemble at each temperature.

The migration of modifier cations in silicate glasses is deemed

to proceed through discrete hops between stable sites: the largest
fraction of the trajectory is spent in these sites, and occasional,
rapid jumps occur where the ion leaves its initial coordination
polyhedron and moves to a new one, linked to the original

site [11]. An important initial issue is therefore to identify

the characteristic coordination shell of the modifier cations:

ion migration can occur along preferential diffusion pathways
(“channels”) formed by coordination polyhedra sharing corners or
edges [5, 11]. The typical coordination shell of sodium is illustrated
in Figure 1: the ion lies at the centre of a distorted octahedron
formed by both bridging and non-bridging oxygen atoms bonded
to silicon (and occasionally to phosphorus) network formers.
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Figure 2: Traces of the CPMD trajectory of three
selected Na ions (green) in the 4585 Bioglass®.
Si, P, O, Ca atoms are coloured blue, yellow, red
and white, respectively.

The motion of selected sodium atoms at ~1000 K is visualised in
Figure 2: the traces confirm that sodium migrates through short
jumps between coordination sites such as the one highlighted in
Figure 1. We are currently analyzing the migration mechanism

in order to identify in detail what triggers a hop from a site to
another: we anticipate the use of CP-based chain-of-states methods
to identify the migration paths and energy barriers with high
accuracy [12].
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Overcoming computational barriers:
the search for gene—gene
interactions in colorectal cancer

Florian Scharinger and Paul Graham, EPCC, The University of Edinburgh

National Cancer Registration data indicate that some 35,000 people
each year are diagnosed with colorectal cancer (cancer of the large
bowel and rectum) and 16,000 die from the disease [1]. Excluding
skin cancer, this makes it one of the most common forms of cancer
in the country in both men (after prostate and lung cancer) and
women (after breast cancer). While the development of effective
treatments is clearly important, early identification of patients

at risk and prevention is a primary objective of all major cancer
agencies and of National Health Service policy.

Armed with first access to an unprecedented set of genomic data

in colorectal cancer, the University of Edinburgh Colon Cancer
Genetics Group (CCGG) and EPCC teamed up to investigate

the relationship between genetic markers and colorectal cancer.
Following on from a previous project which examined individual
genes, the current study looks at gene—gene interactions (GxG) as a
possible contributor to colorectal cancer risk.

The scale of the programme is substantial. It aims to use a
significant portion of the largest genotypic data set for large bowel
cancer that has been compiled anywhere in the world to date: a
unique and extensive set of 560,000 genetic markers with real data
from 1000 cancer cases and 1000 matched controls. The analysis
software calculates the probability of an interaction by chance for
all pairs of markers. To calculate these probability values, every
single marker needs to be compared to every other marker: a

total of 150 Billion comparisons! On a standard PC, this analysis,
using the existing software, would have taken about 400 days and
required over 3TB of memory and hard disk space. Clearly, this

is not practically feasible: the way forward was to optimise and
parallelise the code, spreading the gene marker comparisons across
multiple processors and hence reducing the calculation time.

This work used three different machines in a complementary
fashion: HECToR was chosen for the main analysis because of its
large scale computational capability. A local parallel cluster (with
similar processors to HECToR) was used for development. The
sorting of the result data was not computationally demanding, but
did require access to large amounts of memory, and hence was well
suited to HPCx.

First, serial optimizations
were performed resulting in a
three fold speed-up, and the
code was modularised and
thoroughly tested. Then, the
code was parallelised using

a 2D decomposition to split
the data into manageable
“chunks”. The size of a

chunk was designed to fit

the memory requirements

of a single processor. A task
farm approach was used to distribute the chunks to all parallel
processors on a “first come, first served” basis, since the individual
processors do not need to exchange any data during processing.
The resulting analysis took approximately 5 hours on HECToR
(using 512 cores): a vast improvement on 400 days!

Image of a normal colon.

The resulting 200GB of output data then needed to be sorted in
order to rank those gene markers as to which have the highest
probability to interact with each other. Similar to the analysis itself,
sorting such a large amount of data on a single PC was not feasible.
A parallel sorting algorithm was identified, developed and run on
HPCx to perform this task. The sorted data is now undergoing
further study, with results expected Q4 2009.

This project has enabled the exploration of new territory for
genetic marker analysis in colorectal cancer, and plans are
underway to enhance this study by analysing even larger datasets.

The primary research work, including patient recruitment and
genetic analysis, is funded by Cancer Research UK, the Medical
Research Council (MRC), the Scottish Executive and CORE. EPCC
acknowledges the help of the HPCx support team. The CCGG is a
University of Edinburgh research group based at the MRC Human
Genetics Unit at the Western General Hospital in Edinburgh.

[1] Cancer Research UK, CancerStats Key Facts on Bowel Cancer:
http://info.cancerresearchuk.org/cancerstats/types/bowel/
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antinydrogen formation

Svante Jonsell, Department of Physics, Swansea University

The world, as we know it, is made of matter. This may not seem
very surprising, but in fact the present abundance of matter is an
unsolved mystery in physics. By the most fundamental symmetries
of nature every matter particle has a corresponding antimatter
counterpart. The particle and anti-particle have opposite charges,
but are, as far as we know, in all other respects identical. When

a particle and anti-particle meet the pair is destroyed through
annihilation. Given that the universe was created with matter and
anti-matter in equal proportions, and that the symmetry is indeed
perfect, there is no reason why the matter of the present universe
should be left over.

The symmetry of matter and anti-matter is dictated by a
fundamental theorem of theoretical physics, known as the CPT
theorem. According to this theorem nature is invariant under

the combination of three operations: C for charge conjugation
(converting matter to anti-matter), P for parity (taking a mirror
image), and T for time reversal. Although it is widely believed
that nature follows this theorem, one could imagine a very small
violation, which possibly could explain the excess of matter in the
universe. In the history of physics such surprises have occurred
before. For instance,physicist believed that P and the combination
CP were symmetries of nature, only to be provenwrong by
experiments. The CPT theorem rests on much firmer theoretical
foundations than P or CP conservation, but, as always, the final
verdict can only be given by experiments.

An experimental test of CPT can be provided through the study of
atoms made of anti-matter. According to the CPT theorem atoms
and anti-atoms have identical structures of energy levels, and
hence identical spectral lines. Spectral lines can be measured with
very high accuracy. In particular the 1S-2S line in hydrogen has
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been measured with an accuracy of close to 1 part in 1014. If this
measurement could be compared to a similar measurement of the
1S-2S line in antihydrogen, also very small violations of the CPT
theorem could be detected. This is the experimental programme of
two collaborations, ALPHA and ATRAP, working at the Antiproton
Decelerator at CERN.

Already in 1930, Paul Dirac predicted the existence of positrons,
the antimatter mirror image of the ordinary electron. His
prediction was soon confirmed by the discovery of positrons
created by cosmic rays hitting the atmosphere of the Earth.
Discoveries of antimatter counterpartsto other particles, e.g. the
antiproton, have followed. Antihydrogen atoms were produced

in the 1990s, but then at relativistic energies that made any
spectroscopy impossible [1,2]. Low-energy antihydrogen was first
produced in 2002 by the ATHENA [3], and then the ATRAP [4],
collaborations.

In our work, we support the experimental efforts by large-scale
Monte Carlo simulations of antihydrogen formation under
experimental conditions. The entire formation process is a very
complex interplay between many different processes, acting on
very different time scales. The shortest time scale is set by the
rapid cyclotron oscillations of the positrons around the magnetic
field lines, with a period of about 10-11 s. The longest time scale

is set by the typical time before the antiprotons either are detected
as antihydrogen or are permanently trapped out of reach of the
positrons, which, depending on the density and temperature of
the plasma, takes up to several seconds. Moreover, for each set of
parameters a large number of antihydrogen trajectories is required
for good statistics. This study is therefore possible only by using the
resources of HPCx.



The antihydrogen experiments catch antiprotons with kinetic
energies around 5 keV from the antiproton decelerator. These are
trapped at energies of a few eV in a configuration of electric and
magnetic fields called a nested Penning trap. In the same trap the
oppositely charged positrons are accumulated from a radioactive
isotope of Sodium. The positrons form a charged plasma, which is
rotating around its axis due to the interaction with the magnetic
field in the trap. A few thousand antiprotons are released into the
plasma, pass through it, and are then reflected back by an electric
field. In this way the antiprotons bounce back and forth, passing
through the positron plasma on each bounce. While inside the
plasma the antiprotons and positrons can form antihydrogen. The
dominating formation process is three-body recombination.

Since the final state must contain a second body to take away the
excess binding energy, two-body recombination is only allowed

if a photon is also emitted, giving the radiative recombination.

At the temperatures and densities of the experiments, radiative
recombination is considerably slower than three-body
recombination. However, at higher temperatures and lower
densities it might give an important contribution. Radiative
recombination has the advantage that it gives more tightly bound,
and hence more stable, antihydrogen.

Once formed, the neutral antihydrogen atom is not trapped by the
Penning trap anymore.The anti-atom will therefore drift towards
the wall of the trap. Most of the time it will be ionized again,
either through a collision with another positron or through field-
ionization. The antihydrogens that make it all the way are detected
through simultaneous annihilation of the positron and the
antiproton. However, for spectroscopic studies one would need to

be able to trap also the neutral atoms in sufficiently large numbers.

Figure 1 The ATHENA experiment at CERN, where the first cold
antinydrogen atoms were created. The antiprotons enter the

apparatus from the Antiproton Decelerator to the left and the
positrons enter from an accumulator to the right.

Atom trapping around magnetic field minima is a well-established
technique. However, these traps are very shallow. For ground-state
anti-atoms to stay in the trap their kinetic energy must be below

1 Kelvin, something which so far has not been achieved in the
experiments.

Our simulations have already given a lot of interesting results. For
instance, it turns out that optimization of antihydrogen formation
rates and of trapping conditions require conflicting experimental
conditions. This is because the antiprotons need time to cool down.
If formation is too efficient the antiprotons will form antihydrogen
while they are still hot. We are currently investigating the
antihydrogen formation rate as a function of positron temperature.
Due to the non-equilibrium nature of the process the temperature
scaling deviates strongly from more simplified theoretical
predictions, something that also has been observed experimentally
[5,6].
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Launch of
EPCC Research
Collaboration
web pages

EPCC is committed to making the power of ~ Please take some time to browse our new-

advanced computing available to all areas look Research Collaboration web pages,
of research. Our staff work on collaborative ~ which describe our current activities and
projects across a wide range of disciplines, give details on how to get involved in
and are enthusiastic about forming new collaborating with EPCC.

research relationships and taking on new

technical challenges. www.epcc.ed.ac.uk/research-collaborations

A snapshot fromn an ab-initio molecular dynamics
simulation of an accurate model of the
functionalized solid/liquid interface in dye sensitized
solar cells. For this system (1300 atoms) 1 BO MD
steps takes 1.2 min on 512 cores. Image courtesy
F. Schiffmann and J. VandeVondele.

The Sixth DEISA Extreme
Computing Initiafive

Call for proposals for the 6th DEISA Extreme
Computing Initiative.Opens November, 2009.

The DEISA Extreme Computing Initiative, or DECI, is an excellent
way to gain access to a large amount of HPC cycles, for projects
which are too large to run on a single National Resource. DEISA
also offers manpower and middleware to harness its grid of 15
different HPC systems, distributed across Europe.

The 5th DECI Call closed in May, 2009, and received 74 proposals SevenTh H PCX An N UO' Sem I nar

from across the world. The UK-based proposals alone have 3rd December 2009, STFC Daresbury Laboratory
requested a total of over 15 million core hours.

Further information: www.deisa.eu s Distributed The seventh HPCx Annual Seminar will be held at STFC
Or contact gavin@epcc.ed.ac.uk * e Daresbury Laboratory on Thursday 3rd December 2009.
* Supercomputing

* Applcations The seminar will be the final event of a highly successful

series organised by the HPCx service providers. There will be
presentations from HPCx users and staff which look back on
research achievements enabled by HPCx, describe current work
exploiting the flexibility offered under the complementarity
initiative, and look forward to future HPC services.
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Attendance at this event is free for all academics.

CINECA Further details and registration information can be found at:

http://www.hpcx.ac.uk/about/events/annual2009/




