


Climate Research: ENES

Astrophysics/Cosmology: LFI-PLANCK and Virgo

A major challenge for the climate research community is the 
development of comprehensive Earth system models capable 
of simulating natural climate variability and human-induced 
climate changes. Such models need to account for detailed 

processes occurring in the 
atmosphere, the ocean 
and on the continents 
including physical, 
chemical and biological 
processes on a variety 
of spatial and temporal 
scales. They have also to 
capture complex nonlinear 
interactions between the 

different components of the Earth system and 
assess how these interactions can be perturbed as a result of 
human activities.

An important task is to develop an advanced software and 
hardware environment in Europe, under which the most 
advanced high resolution climate models can be developed, 
improved, and integrated. The European Network for Earth 
System Modelling (ENES), comprising about 50 public and 
private institutions involved in Earth system and climate 
research, was initiated in 2001.

ENES has asked for HPC resources, a community data 
repository, application enabling and technology support.

PLANCK is a European Space Agency satellite that was launched 
in 2009 to study the cosmic microwave background. LFI-
PLANCK is a project within the ESA PLANCK mission to study 
the birth of the Universe. Six European countries are involved.

PLANCK data analysis is a complicated and computationally 
demanding task, where simulation work and Monte Carlo 
studies play a crucial role. PLANCK Virtual Community has 
requested HPC resources, a community data repository (with 
associated technical support for managing large amounts of 
disk and data) and application enabling assistance for porting 
applications.

The Virgo Consortium (founded 1994) is an international 
group which combines computer, software and personnel 
resources to carry out top-end simulations of the formation of 

cosmic structure. It has 
repeatedly pushed back 
the boundaries of this 
field by carrying out the 
largest simulations ever 
of major problems of 
interest. 

Virgo has expressed 
an interest in HPC 
resources, community 
data repository, 
application enabling, 
and technology support, where the last three are of particular 
interest for the data archive facility of the Virgo Consortium.
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EFDA was created in 1999 to provide a framework between 
European fusion research institutions and the European 
Commission to strengthen their coordination and collaboration, 
and to participate in collective activities.

ITER is an international tokamak (magnetic confinement 
fusion) research/engineering project that could help to make 
the transition from today’s studies of plasma physics to future 
electricity-producing fusion power plants. The decision to 
proceed with ITER has focused EU attention on its own need to 
have sufficient theory and modelling capabilities to adequately 
support and exploit the ITER project. This implies developing 
appropriate physics-based models and having adequate 
computational facilities to apply these models to key ITER-scale 
problems.

EFDA looked to DEISA to provide HPC resources and 
application-enabling assistance to support physics research in 
areas such as turbulence, fast particle physics, nonlinear MHD 
and extended MHD, edge physics, scrape-off-layer and plasma 
wall interactions, radio-frequency heating and current drive and 
physical modelling of materials.

EUFORIA is an FP7 project, involving 14 countries, which aims 
to enhance the modelling capabilities for ITER-sized plasmas 
through the adaptation, optimisation and integration of a set of 
critical applications for edge and core transport modelling that 
targets different computing paradigms. 

Code porting and optimisation was undertaken by the 
EUFORIA partners who then asked DEISA for access for HPC 
production runs and technology support for accessing DEISA 
from their gateway 
machine in Italy.

The physics areas 
targeted include ITER-
scale gyro-kinetic and 
gyro-fluid simulations as 
well as fluid and kinetic 
simulations of the edge 
plasma.

Fusion Research: EFDA and EUFORIA

© ITER 
Organization

ESA: C. Carreau
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An artist’s impression 
of the new HECToR 
Phase 2B system.

HECToR, Cray XT6 
and ECOPhlex images 
courtesy of Cray Inc. 

ECOphlex Liquid Cooling.

  

Farewell HPCx
“Services are more than machines and I would wish to thank all staff 
who have worked on HPCx over the years and I also thank you, the users, 
for the energy and understanding that you have brought to the project.”                                                                                                         
Prof Arthur Trew, HPCx Service Director

The HPCx service ran from 2002 to 2010 and by the key 
metrics of utilisation and reliability, HPCx was a remarkably 
successful service. Throughout its whole lifetime, utilisation 

averaged more than 70%, 
reaching an all-time high of 
96% in November 2008.

HPCx Phase1 entered the Top 
500 at position 9 in Nov 2002. 
HPCx remained competitive 
through performance doubling 
every two years, and was one of 
the top 50 systems until 2007. 
See table opposite.

During the period that HPCx was run alongside the leading-
edge service on HECToR, the concept of Complementary 
Capability Computing was developed. The service innovations 
introduced during this period were very successful, ensuring 
that HPCx leaves a lasting legacy for future national and 
international HPC services. 

A final review of the HPCx service including scientific 
achievements is available in the ‘HPCx Final Report’1. Although 
the service is now decommissioned, all research outputs, case 
studies and HPCx newsletters remain available for download on 
the HPCx website2.

Welcome to multi-core
Back in the autumn 2009 edition of EPCC News, I gave you an 
introduction to the plans for the next stage of the HECToR 
upgrade, Phase 2B. The details for this have since been finalised 
and work is well underway to upgrade the UK’s high end 
computing resource. 

The changing 
face of HPC
Liz Sim, EPCC User Support

One thing which is certain in HPC is the high rate of technological change. The year so far has brought two major 
changes to the UK national services: the decommissioning of HPCx, and the next phase of the HECToR Phase 2 upgrade. 

At EPCC we have a long standing association with the UK national services. The University of Edinburgh, through 
its wholly-owned subsidiary, UoE HPCX Ltd, holds the prime contract for service provision, including technology, 
accommodation and management, and the helpdesk of the HECToR service. 

From 2002 to 2010, a joint team from EPCC and Daresbury Laboratory managed the HPCx service and provided the 
computational science and engineering support. Looking even further back in time, EPCC provided the T3D/T3E 
service from 1994 to 2001. 

Our final tribute to HPCx: 
an edible IBM p690.
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The upgraded service will provide users with access to both the 
existing Phase 2A system (Cray XT4 quad-core plus Cray X2 
Vector) and the new Phase 2B system (Cray XT6, 12-core).

The existing HECToR Phase 2A Cray XT4 system will be 
reduced in capacity to 33 cabinets from 60 as part of the 
upgrade. This will reduce the overall capacity on the Cray XT4 
from 5664 to 3072 quad-core compute nodes. The Cray X2 
vector system will remain in service with no changes. 

The Phase 2B Cray XT6 will be contained in 20 cabinets and 
comprise of 464 compute blades. As illustrated, each blade 
includes 4 compute nodes. Each compute node is comprised 
of two 12-core AMD Opteron™ 2.1GHz Magny Cours 
processors. This amounts to a total of 44,544 cores. Each 
12-core socket is coupled with a Cray SeaStar2™ routing and 
communications chip. This will be upgraded in late 2010 to the 
Cray Gemini™ interconnect. Each 12-core processor shares 16 
GB of memory, giving a system total of 59.4 TB. The theoretical 
peak performance of the system is estimated at over 300 Tflops. 

There are 16 service blades on the Cray XT6, each with 
two dual-core processor sockets. They act as login nodes, as 
controllers for I/O and for the network. 

As well as the physical changes, some operating system changes 
have been required to support the upgrade. The Phase 2A 
system has now been upgraded to CLE2.2. In comparison, the 
Phase 2B Cray XT6 will go live running CLE3.0.

The Phase 2B solution utilises Cray’s ECOphlex liquid cooling 
technology, in contrast to the air cooled solution used for 
the Phase 2A system. Each cabinet has in-line phase-change 
evaporator coils which extract virtually all the heat imparted 
to the airstream as it passes through the cabinet. Coolant 
is re-condensed in a Heat Exchange Unit (HEU) which is 
connected to the building’s chilled water supply. 

At the time of writing the Phase 2B 
Cray XT6 system is completing its 
extended test period at the Cray 
manufacturing facility at Chippewa 
Falls, prior to shipment to the 
UK. As with the original HECToR 
system, the Phase 2B system will 
be hosted by EPCC at the Advanced 
Computing Facility (ACF). Installation of the 
system is scheduled to commence in late May. 
An exciting but very busy time lies ahead 
for both the Cray engineers and the joint EPCC-Daresbury 
Operations systems team, who will be managing the installation 
of both the hardware and the new supporting cooling 
infrastructure.

The HECToR Cray XT6 will be the first production system of 
its kind. The Service is delighted to be leading the way, although 
we know there will be many challenges ahead. Transitioning 
codes across to the Cray XT6 will be a key task for both the 
HECToR porting team here at EPCC, and our colleagues at 
NAG Ltd who provide the computational science support for 
HECToR.  Programming for 24-cores will be a real challenge 
as this is new to all. As with the previous HECToR phases, user 
administration functions such as quota configuration, utilisation 
tracking and reporting will all be managed via the SAFE service 
administration software as provided by EPCC. The helpdesk will 
also function as before.

1. http://www.hpcx.ac.uk/projects/reports/HPCXFinal.pdf  
2. http://www.hpcx.ac.uk/

For more information on the HECToR service, see:  
www.hector.ac.uk

Cray XT6 
Compute Blade.
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Phase Phase1 (Dec-02) Phase2 (Jul-04) Phase2a (Nov-05) Phase3/4(Oct-06)

40 IBM p690 Frames 50 IBM p690+ 
Frames

96 IBM eServer 575 
nodes

160 IBM eServer 575 
nodes

Nodes 1.3 GHz Power4 
Processors

1.7 GHz Power4+ 
Processors

1.5GHz Power5 
Processors

1.5GHz Power5 
Processors

1280 Processors 1600 Processors 1536 Processors 2560 Processors

Interconnect SP switch 2 with 
Colony PCI Adaptor HPS Switch HPS Switch HPS Switch

Disk 18 TB GPFS 36 TB GPFS 36 TB GPFS 36 TB GPFS

Rmax Linpack 3.4 Tflop/s 6.2 Tflop/s 7.4 Tflop/s 12 Tflop/s

 HPCx through the ages.
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The landscape of computationally-assisted research has changed 
over the last few years. Computational simulation once defined 
a complementary third paradigm to the original duality of 
scientific theory and experiment. Now the use of computers 
to distil new science from growing volumes of digital data has 
created a putative fourth – data-intensive research (DIR).

Characterised by the work of Microsoft’s Jim Gray and 
collaborators, and captured in the recent book The Fourth 
Paradigm: Data-Intensive Scientific Discovery1, data-intensive 
research does indeed look different in approach and applicability 
to the other scientific models. Much of the buzz around 
e-Science has shifted to data-intensive research and broadened 
to include the biological and social sciences and the humanities. 
The foundations laid by the Grid computing and e-Science work 
of the last decade now provide a base for researchers to address 
the question “How do I make sense of all these data?”

The challenges for research were outlined at last month’s Data 
Intensive Research Workshop at the UK’s e-Science Institute2.  
International experts in data-intensive research gathered in 
Edinburgh to share experiences and set signposts for how we 
can use data better in the future. Simulations, sensors, cameras, 
telescopes, gene microarray chips – all these research tools and 
more are generating digital data at awe-inspiring rates. Current 
estimates are that research data volumes are doubling every year.

Doubling every year...  This means that the amount of research 
data generated this year will equal the amount of research data 
previously generated over the entire course of human history.

A challenge indeed. Like the participants at the data workshop, 
EPCC relishes challenges like these and our work at the heart of 
some of the UK’s most successful e-Science data management 
software puts us in a great position to rise to the occasion.

Over the last decade, EPCC’s interests in e-Science have 
revolved around the management of data rather than the more 
prosaic computational Grid. In partnership with the universities 
of Manchester and Newcastle and the well-known database 
firms of Oracle and IBM we developed the OGSA-DAI software 
platform3 which allows researchers to integrate and explore 
databases and other data resources on an Internet scale. Under 
the stewardship of OMII-UK, the UK’s institute for open 
research software platforms, recent innovations in OGSA-DAI 
have introduced the ability to query databases scattered across 
the globe as if they were one single database on your desktop – 
albeit perhaps not quite as quickly.

This ability to link previously separate islands of data will 
be a key tool in addressing the data explosion, as has been 
demonstrated very successfully in an area that characterises the 
new kids on the block in the digital data explosion – researchers 
in epigraphy, the study of ancient texts. Digital Humanities 
is predicted to be a significant new source of research data 
as techniques to capture and preserve linguistic and cultural 
artifacts in digital form become increasingly sophisticated.  The 
LaQuAT4 project  brought the OGSA-DAI team together with 
researchers at King’s College London to build a system which 
can provide a single, simple view of all the information collected 
on a particular ancient text – book, papyrus scroll, stone tablet 
– no matter what format the information is in, nor whether it 
happens to be scattered across half-a-dozen different databases 
in four different countries.  

Digital Humanities provides an excellent example of the 
emerging heterogeneity of research data. Recognising that by no 
means all these data are held neatly in databases, EPCC’s DiGS 
software5 complements OGSA-DAI by offering researchers a 
distributed-data management system that combines commodity 
storage resources into a large-scale, unified file repository with 
continuous, transparent data validation and replication designed 

Data, data everywhere
Dr Rob Baxter, EPCC

Continues opposite.
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to maintain the integrity of the research data. Developed 
originally for UK particle physicists, DiGS has already been 
applied to some of the new fields leading the charge in data-
intensive research. Working with cell biologists from the 
universities of Oxford and Dundee, and in partnership with 
the Wellcome Trust, DiGS has been used to build a solid 
infrastructure for the storage and management of tens of 
thousands of high-resolution microscope images6.

The possibilities – and the challenges – thrown up by data-
intensive research make this a very exciting time to be at EPCC.  
We are already working on new approaches to Internet-scale 
data analysis and data mining through the ADMIRE7 project; 
exploring the use of the Google and Yahoo! inspired Hadoop 
distributed data framework to analyse large-volume gene data; 
collaborating with the Royal Observatory of Edinburgh in 
joining and exploring database tables containing tens of millions 
of rows; and supporting a group at the Keldysh Institute of 

Applied Mathematics in the Russian Academy of Sciences as they 
use OGSA-DAI’s distributed querying capabilities to integrate 
hundreds of databases at once. 

The work of the last ten years has laid a foundation for a 
different way of approaching scientific discovery.  The next few 
will see this approach really take off, with the UK in general, 
and EPCC in particular, poised to take a leading role in realising 
the promise of data-intensive research.

1. �http://research.microsoft.com/en-us/collaboration/fourthparadigm/
2.  http://www.nesc.ac.uk/action/esi/contribution.cfm?Title=1047	
3.  http://www.ogsadai.org.uk/
4. http://laquat.cerch.kcl.ac.uk/
5. http://www2.epcc.ed.ac.uk/~digs/
6. http://dg4cb.forge.nesc.ac.uk/
7. http://www.admire-project.eu/

EPCC has launched PlanetHPC, a new initiative to define future 
high performance computing research challenges. PlanetHPC 
will provide a unique forum for European researchers and 
industrialists to create a roadmap for future research that will 
enable HPC to realise its full socio-economic impact.

PlanetHPC has created a free-to-join network which offers 
discussion forums for special interest groups and access to 
exclusive reports and articles. Membership of the network 
already stood at 130 within three months of the launch. A series 
of workshops is planned, based on insight gained from a survey 
of the members. 

PlanetHPC has started against a background of change in 
HPC. For the past 20 years the global HPC community has 
relied on the never-ending increase in performance provided 
by faster microprocessor clock-speeds and core complexity. 
These days are over and for the first time we have witnessed a 
decrease in clock-speeds over the past year on many processors. 
The vendor response to this has been a move into multi-core, 
leaving their user communities to deal with the complexity of 
parallelism. Even laptops are now parallel computers. Almost 
all microprocessor design and development is driven not by the 
HPC market but by the general computing market.

At the other end of the computing-scale, large Petascale 
systems are being built and deployed using tens of thousands 
of microprocessor cores. These systems are proving difficult to 
manage, power hungry and very difficult to program. Realising 
the peak performance of these systems is almost impossible.

These issues cross many boundaries encompassing general 
computing, HPC, scientific users and business users. The 
problems are just as apparent to a quad-core laptop user as 
they are to the user of 10,000-core supercomputer in terms of 
realising the machines’ potential. The issues relate not just to 
hardware but, in particular, software and programmability.

PlanetHPC aims to combine the experience of past successes 
in HPC, current research initiatives and the requirements and 
vision from industry to create a roadmap for HPC research in 
Europe which takes account of all the issues above, and more. 

PlanetHPC is the opportunity for anyone involved in HPC to 
influence the direction of research. 

New members can join by visiting the website: 
www.planethpc.eu. 

PlanetHPC: 
Setting the R&R roadmap 
for HPC in Europe
Mark Sawyer, EPCC

Data, Data Everywhere continued



EPCC is a European centre of expertise in developing high performance, novel computing solutions; managing advanced systems 
and providing HPC training. Our clients and partners include local and global industry, government institutions and academia. 

EPCC’s combination of advanced computing resources and expertise is unique and unmatched by any European university.
www.epcc.ed.ac.uk       info@epcc.ed.ac.uk

The 25th International Supercomputing 
Conference (ISC’10) invites you to an 
exceptional conference, educational tutorial 
sessions and a comprehensive HPC exhibition, which will be 
held 30 May–3 June in Hamburg, Germany. 

Some 200 world-leading speakers and 140 exhibitors are eager 
to discuss every aspect of supercomputing, networking and 
storage with you. 

EPCC will be exhibiting at ISC at booth 127.  We look forward 
to meeting you there! 

For more information, please visit: www.isc10.org

This year’s Cray User Group (CUG) meeting is being held 
in Edinburgh and EPCC warmly invites you to be part of the 
event!

Each year, the Cray User Group meeting provides a unique 
platform that brings together the people who host, run and use 
Cray systems across the world. The week-long meeting offers 
attendees talks and tutorials on the latest technologies, tools and 
applications, as well as of networking opportunities and social 
events.

Our theme for CUG 2010, Simulation Comes of Age, reflects 
that we have reached a key point in the history of scientific 
research. Simulation has become established as a fundamental 
research technique, enabling us to take our understanding and 
ability to a new level. It can be used to tackle problems that are 
too big, small, distant, quick or slow for experiment and too 
complex to solve analytically. Cray supercomputers lead the 
way in providing the parallel processing capability required to 
perform such demanding simulations. 

EPCC continues to be a leading European centre of expertise 
in advanced research, technology transfer and the provision 
of supercomputer services to academia and business. As such, 

we are the proud host 
of HECToR, a Cray 
XT5h hybrid system 
based on XT4 and X2 
components, which 
acts as the UK’s main 
national supercomputing 
service and is used to 
facilitate world-leading 
research in a wide range 
of disciplines. HECToR 
is currently ranked the 
20th most powerful HPC 
service in the world.

CUG2010 will be held 
from 24th to 27th May 
at the Apex Waterloo hotel in Edinburgh, considered by many 
to be one of the most beautiful cities in the world. So please 
consider joining us for what we anticipate to be a thoroughly 
enjoyable and successful CUG2010!

More information: 
www.cug.org/1-conferences/CUG2010/index.ph

CUG2010: Simulation comes of age
24 May-27 May, Edinburgh, Scotland.

ISC 2010 May 30–June 3, Hamburg, Germany


